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Modulo 1 - Introduzione e concetti di networking e TCP / IP

· Introduzione al corso; presentazione, obiettivi, conoscenza partecipanti e relative esperienze professionali.

· Introduzione a Linux, al concetto dell’Open source e a GNU, breve storia di Linux

· Le origini di Linux (Linus Torvalds nel 1991, Università di Helsinki, ispirandosi a Minix di Andrew Tanenbaum, iniziò lo sviluppo di un kernel per un sistema operativo libero Unix-Like in grado di girare su di una piattaforma Intel386)
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(Linus Torvalds)

· Nel 1994 venne rilasciato il kernel versione 1.0; il kernel attuale è arrivato alla versione 2.6.10, mentre la 2.4 è sempre mantenuta ma non più sviluppata (Ultima versione 2.4.28); le minor version pari sono versioni di produzione (2.2, 2.4, 2.6), le dispari di sviluppo (2.3, 2.5).

· Relazione tra Linux e Unix (1969-70, laboratori Bell - AT&T, fino al 1983 data in cui nasce il System V lo standard più diffuso per opera di Ken Thompson e Dennis Ritchie)

·  Lo unix Berkeley nasce nel 1975 avendo come base la versione 6 dello UNIX AT&T; commercialmente Berkeley BSD (Berkeley Software Distribution) chiude commercialmente nel 1993; nel 1988 venne fatto un tentativo di standardizzare UNIX tramite la raccomandazione POSIX.1 di IEEE, ISO e Open Group che includeva IBM e SUN tra gli altri); Linux può essere definito un clone di uno Unix system V, sebbene molte distribuzioni contengano elementi degli UNIX Berkeley.
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(Ken Thompson e Dennis Ritchie – I creatori di UNIX)

Altri membri dello stesso team che lavorava ai laboratori Bell (dipartimento di ricerca del colosso americano delle comunicazioni AT&T) all’inizio degli anni ’70 furono: Rob Pike, Brian Kernighan e Bjorne Stroustroup.

Kernighan e Ritchie furono gli autori del linguaggio di programmazione C, mentre Bjorne Stroustroup scrisse il C++.

Rob Pike partecipò alla scrittura di UNIX ed attualmente lavora presso Google.

Nel 1973 UNIX fu riscritto interamente in C (prima era in Assembly).

· Il componente più importante degli UNIX Berkeley era rappresentato dall’ l’implementazione dello stack di protocolli TCP/IP; per questo quindi BSD è sempre stato tradizionalmente associato al networking.

· Che cosa vuol dire GNU: “GNU’s not UNIX” è un progetto lanciato nel 1984 da Richard Stallman per la scrittura di un sistema operativo Unix Like completamente gratuito e “open source”, conforme quanto più possibile allo standard POSIX.1. 
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(Richard Stallman)


 HYPERLINK "http://kerneltrap.org/files/jeremy/rms-bw.jpeg" \t "photo" 

· Il progetto GNU non prevedeva inizialmente di utilizzare Linux come kernel per il suo sistema operativo “free” “Unix-like”; il kernel da impiegare avrebbe dovuto provenire da un progetto chiamato “Hurd” che non venne completato nei tempi previsti.

· Nel 1992 il kernel di Linus Torvalds ed un insieme di software libero prodotto da GNU (la shell BASH, il compilatore GCC, l’editor EMACS ecc.) venne messo insieme per formare un sistema operativo completo chiamato “GNU/Linux”.

· La licenza con cui viene distribuito Linux ed il software Open Source si chiama GNU/GPL (General Public License), la quale introduce il concetto di “copyleft” (al posto del copyright) per proteggere i diritti del software libero.

· In base alla GPL: “Open Source” significa essere liberi di:

· eseguire un programma

· modificarlo liberamente

· distribuirne copie

· distribuirne versioni modificate e migliorate
· vendere l’originale o le versioni modificate



L’unico vincolo posto dalla GPL riguarda il fatto che il programma 

modificato o le copie distribuite di un software posto sotto licenza GPL sia a sua 
volta dotato di licenza GPL (e quindi venga distribuito con i sorgenti).


Se software proprietario e software GPL vengono distribuiti insieme, la licenza 
GPL deve essere applicata anche al software proprietario che in questo modo 
viene “convertito” all’Open Source.

Esempi dei più popolari software GNU: il compilatore C/C++ GCC, la shell BASH, l’editor GNU Emacs ed il compressore gzip.

Originariamente il kernel GNU doveva essere HURD, che però non venne mai completato; venne quindi utilizzato il kernel di Linus Torvalds.

Il kernel originario di Linus era concepito e sviluppato per girare su processori x86 Intel, ma è stato successivamente portato su una grande varietà di processori e piattaforme sia a 32 che a 64 bit.

Alcune piattaforme su cui è possibile far girare Linux includono:

Compaq Alpha AXP, Sun SPARC e UltraSPARC, Motorola 68000, PowerPC, PowerPC64, ARM, Hitachi SuperH, IBM S/390, MIPS, HP PA-RISC, Intel IA-64, DEC VAX, AMD x86-64, AXIS CRIS, e Renesas M32R.


Le versioni più importanti del kernel di Linux si sono susseguite dal 1994 


ad oggi:



0.1
Settembre 1991



1.0
1994
Solo piattaforma 386



1.2
1995
Supporto per piattaforme diverse



2.0
1996
Supporto per sistemi multiprocessore



2.2
1999




2.4
2001



2.6
Fine 2003

· Alcuni cenni relativi a LPI (Linux Professional Institute) e alla relativa certificazione (orientamento verso gli amministratori di sistema in ambienti di rete); certificazione di tipo neutrale e non direttamente collegata ad una particolare distribuzione (es. certificazione Red Hat); per il primo livello sono attualmente stati progettati due esami.

Certificazione LPI Level 1:esame 101 (amministrazione base 1) e 102 (amministrazione Linux intermedio).

· Cenni sulle varie distribuzioni (Vedi appendice relativa alle distribuzioni ed il sito http://www.distrowatch.org)

· Lo UNIX di Berkeley (BSD) ha dato origine ad alcune implementazioni Open Source come FreeBSD, NetBSD e OpenBSD.

Concetti generali networking

· Richiamo agli organismi di standardizzazione (ISO/OSI: International Standards Organisation, Open Systems Interconnection, principale ente internazionale per la standardizzazione di cui ANSI American National Standards Institute è il membro americano, IEEE: Institute of Electrical and Electronical Engineers, CCITT: Comitè Consultif pour la Telegraphie et Telephoniè)

- OSI è un progetto di ampio respiro di ISO lanciato negli anni 70 per creare un modello di riferimento per le reti di calcolatori

· Breve accenno al modello ISO/OSI ed accenno al progetto IEEE/OSI 802 per le LAN (tra cui 802.3 – Ethernet e 802.5 – Token Ring); accenno ad Ethernet e al CSMA/CD.
· IEEE/OSI 802 standardizzazione delle LAN per i livelli 1 e 2 dello stack OSI; il livello 2 viene diviso in sottolivelli LLC(Logical Link Control) e MAC (Media Access Control), mentre il livello uno può essere 802.3 CSMA/CD “Carrier Senses Multiple Access Collision Detect” – Ethernet oppure 802.5 Token Ring (10baseT, UTP Cat. 5 con hub, 100 baseTx)

· 802.11 (wireless)

· I livelli ISO/OSI: fisico (trasmettere sequenze binarie sul canale di comunicazione), data link (trasmissione affidabile di frame),  network o rete (gestione instradamento dei messaggi), trasporto (trasferimento dati affidabile tra entità del livello sessione), sessione (organizzazione dialogo tra programmi applicativi), presentazione (sintassi informazione da trasferire; codifica ASCII o EBCDIC), applicazione (programmi applicativi)

· Terminologia: MAC address, PDU, protocolli orientati alla connessione e non orientati alla connessione, VLAN

· MAC Address: 6 byte scritti nella ROM della scheda di rete che sono univoci a livello mondiale.

· PDU: Protocol Data Unit: pacchetto di dati trasmesso tra entità di pari livello.

· I dispositivi di rete: hub, switch, bridge, router (gateway); il gateway per il modello OSI lavorerebbe a livello 7 (Application)

· bridge IP opera a livello 2 (data link) ed essendo sotto l’IP (livello rete) collega reti con tecnologie diverse a livello fisico (es. Ethernet e Token Ring) appartenenti ad una stessa sottorete IP.

· Gateway IP (router): il router collega reti ethernet appartenenti a subnet differenti e quindi deve avere (almeno) due interfacce e due indirizzi IP diversi.

· Per il TCP/IP una rete fisica DEVE coincidere con una subnet IP.

· HUB: Multiport repeater o concentratore (2 o più porte più una porta di uplink), stackable se è possibile connetterne più di uno in cascata. Ogni porta dell’hub è un transceiver; un pacchetto ricevuto su di una porta viene ripetuto su tutte le altre (tranne quella su cui è stato ricevuto il pacchetto) e deve essere in grado di rilevare le collisioni sia all’interno che in ogni segmento di rete. Se una porta rileva una collisione, deve interrompere la trasmissione del pacchetto e trasmettere una sequenza di jamming, in caso di eccesso di collisioni la porta interessata viene isolata.

Con un hub ogni postazione si divide la larghezza di banda soprattutto in presenza di alto traffico sulla rete. (Un hub implementa fisicamente un cablaggio a stella ma logicamente la rete si comporta come un bus).

· Switch:gli switch non inoltrano il pacchetto su tutte le porte ma decidono in base al MAC address a quale porta inoltrare il pacchetto (bassi tempi di latenza, implementazione HW di algoritmi di switching come lo Spanning Tree); con uno switch ogni postazione può usufruire teoricamente della massima larghezza di banda. (Lo switch si può definire come un bridge multiporta).

· La suite di protocolli per Internet: il TCP/IP
· A fine anni 70, da un progetto finanziato dal DARPA (Defence Advanced Research Project) nasce l’Internet Protocol Suite che comprende i due protocolli più noti: IP (Internet Protocol) e TCP (Transmission Control Protocol); oggi TCP/IP si identifica con Internet Protocol Suite anche se non è corretto formalmente.

· I protocolli appartenenti all’IPS (Internet Protocol Suite) vengono definiti tramite RFC (Request for Comment); gli RFC vengono redatti dai gruppi di lavoro dell’IETF (Internet Engineering Task Force); http://www.ietf.org
· Possibili stack tcp/ip: Telnet/TCP/IP/Ethernet, FTP/TCP/IP/Ethernet, NFS/XDR/RPC/UDP/IP/Token Ring.
· IP opera su livelli fisico e data link standard come 802.3, 802.5, PPP, ATM, Frame Relay ecc.

· IP: protocollo datagram non connesso che si occupa di instradare i messaggi sulla rete con funzioni di frammentazione e riassemblaggio messaggi e rilevazione degli errori.

· ICMP: protocollo appartenente alla suite progettato per riportare anomalie di routing IP e controllare lo stato della rete (ping!).

· I protocolli ARP (Address Resolution Protocol) e RARP servono per associare gli indirizzi IP agli indirizzi MAC.

· Le reti IP sono raggruppate in AS (Autonomous Systems) cioè in gruppi di rete controllate e gestite da un’unica autorità; gli AS sono identificati da un numero intero univoco a livello mondiale; i router che instradano i messaggi all’interno dello stesso AS sono IR (Interior Router), quelli che instradano tra AS diversi sono ER (Exterior Router); gli IR si possono scambiare informazioni relative all’instradamento tramite IGP (Interior Gateway Protocol) e gli ER usano un EGP (Exterior Gateway Protocol).

· RIP: protocollo IGP che basa l’instradamento solo sul numero di hop.

· IGRP: protocollo IGP sviluppato da Cisco che tiene conto di ritardo, banda, affidabilità, lunghezza massima pacchetto e carico.

· OSPF: (Open shortest path first) è un IGP link-state per TCP/IP tra i più usati.

· EGP: è un EGP basato solo sulla raggiungibilità di un AS.

· BGP: (Border) è un EGP che funziona trasmettendo vettori di distanze tra i vari AS.

· CIDR: (Classless Inter Domain Routing) modalità di propagazione dell’annuncio di raggiungibilità da parte di una rete IP che associa ad ogni indirizzo annunciato una netmask.

· Il TCP: è un protocollo di trasporto di tipo orientato alla connessione che fornisce un servizio di tipo full duplex con controllo di flusso e messaggio di conferma (ACK); utilizzato dalle applicazioni che necessitino di una consegna affidabile: TCP è un protocollo sliding window.

· L’ UDP: (User Datagram Protocol) è un protocollo di trasporto alternativo a TCP di tipo non connesso che viene utilizzato da applicazioni che non necessitano un trasporto affidabile (più leggero di TCP).

· Applicazioni TCP/IP: Telnet, rlogin, ftp, rcp, smtp, dns, bootp, rsh, nfs, www, xwindow, snmp. 

· Gli indirizzi IP; struttura e classi

· Gli indirizzi IP (32 bit): comprendono l’indirizzo della rete, della sottorete (opzionale) e dell’host; i nodi non hanno indirizzo IP ma sono le interfacce che possiedono l’indirizzo IP, quindi possiamo avere un nodo (host) con più interfacce di rete e più indirizzi IP.

· Gli indirizzi IP sono univoci a livello mondiale (Ipv4 la versione attuale sta esaurendo gli indirizzi, per questo si attende Ipv6, indirizzi a 128 bit, ma soprattutto si utilizzano gli indirizzi privati insieme a tecniche come NAT e PAT); vengono assegnati dal NIC (Network Information Center).

· Classe A: reti molto grandi, 7 bit per la rete e 24 per l’host; si riconoscono dal primo byte tra 0 e 127 (128 reti per 16 milioni di host); (0 il primo bit)

· Classe B: 14 bit indicano la rete e 16 l’host; si riconoscono dal primo byte tra 128 e 191 (16000 reti di 64000 host); (10 i primi due bit)

· Classe C: 21 bit indicano la rete e 8 l’host; si riconoscono dal primo byte tra 192 e 223 (2 milioni di reti con 256 host); (110 i primi 3 bit)

· Classe D:riservati ad applicazioni multicast; si riconoscono dal primo byte tra 224 e 239; 1110 (es. 224.0.0.2 tutti i router di questa sottorete)

· Classe E: sperimentali, il primo byte è tra 240 e 255 (1111 i primi 4 bit)

· Gli indirizzi IP privati; indirizzi IP riservati utilizzati per le LAN private.

· Classe A; 1 indirizzo 10.0.0.0/255.0.0.0

· Classe B: 16 indirizzi da 172.16.0.0/255.255.0.0 a 172.31.0.0/255.255.0.0

· Classe C; 256 indirizzi da 192.168.0.0/255.255.255.0 a 192.168.255.0/255.255.255.0

· 0.0.0.0: indirizzo non assegnato (al momento del boot)

· 127.X.X.X: lo stesso host (loopback)

· 255.255.255.255: broadcast (flood)

· Tutti i bit dell’host address a 0 (indirizzo della rete, 10.0.0.0)

· Tutti i bit dell’host a 1 (broadcast sulla rete, 10.255.255.255)

· La netmask ed il “subnetting”

· http://www.telusplanet.net/public/sparkman/netcalc.htm
· Accenni a protocolli e problematiche di routing

· Quando arriva un pacchetto IP il suo indirizzo di destinazione viene cercato nella tabella di routing; se il pacchetto è per una rete remota, viene inoltrato al prossimo router sull’interfaccia registrata nella tabella. Se è per un host locale (che si trova sulla stessa LAN del router) viene consegnato direttamente.

· Senza subnetting ogni host ha una tabella di routing a due scelte, la rete stessa oppure il default gateway; in caso di subnetting le tabelle di routing includono anche le informazioni relative alle sottoreti:

Es: rete 10.100.0.0 e rete 10.200.0.0 (netmask 255.255.0.0)

Il router avrà le seguenti tabelle di routing:

Route add –net 10.100.0.0 netmask 255.255.0.0 gw 10.100.0.1

Route add –net 10.200.0.0 netmask 255.255.0.0 gw 10.200.0.1

Route add default 157.161.177.129

Se arriva un pacchetto per l’host 10.100.4.5 questo verrà inviato al gateway (router) 10.100.0.1 che avrà un’interfaccia sulla sottorete 10.100.0.0 e da lì arriverà alla macchina 10.100.4.5.

Se arriva un pacchetto dall’host 10.100.4.5 per 212.34.56.78, questo non viene trovato nelle tabelle di routing e quindi viene inviato al default gateway (router).

Suddivisione dell’indirizzo in indirizzo di rete e di host tramite la netmask

10.100.4.5 AND 255.255.0.0 = 10.100.0.0 (rete) 0.0.4.5 (host)

00001010.01100100.00000100.00000101 AND

11111111.11111111.00000000.00000000 =

00001010.01100100.00000000.00000000 

· Il protocollo IP è analogo a IPX o SNA perchè si occupa essenzialmente di instradamento e di indirizzamento dei pacchetti.

· I protocolli TCP e UDP si trovano al livello trasporto del TCP/IP (orientato alla connessione, non orientato alla connessione).

· Il NAT “Network Address Translation” (o masquerading)

· Il protocollo NAT (Network Address Translation) è un metodo per nascondere una rete in modo da far sembrare che tutti i dati in uscita dalla rete provengano da un unico computer. Questo metodo aumenta il grado di protezione della rete e consente inoltre un notevole risparmio sui costi in quanto più computer possono condividere un solo indirizzo pubblico su Internet.
· Dall’esterno si vede solo l’ip del computer che effettua il NAT (tipicamente un router o un firewall) rendendo più difficile l’ntrusione.
· Indirizzi, porte e socket

Un socket è un flusso di byte che può essere trasmesso tra due host diversi collegati in rete. 

Secondo lo standard TCP/IP fondamentalmente possono esistere due tipi di socket:
  
1. I socket UDP (User Datagram Protocol) implementano un meccanismo semplice ma “non affidabile” per trasmettere “piccoli” pacchetti di dati (datagrammi). Con “non affidabile” si intende che il sistema operativo non garantisce che ogni singolo pacchetto venga consegnato al destinatario e non dà neanche segnalazione di eventuali errori. Inoltre i pacchetti possono arrivare “fuori ordine” (cioè non nello stesso ordine in cui sono arrivati) e possono addirittura arrivare in copie multiple (senza entrare nei dettagli, in generale ciò può essere causato da errori durante il percorso o alla variazione dei percorsi di routing). I socket UDP sembrano inservibili, ma non è così: una buona parte dei protocolli standard di Internet utilizzano l’UDP (tanto per citarne uno, il DNS: Domain Name Service) semplicemente perché sono molto “leggeri” dal punto di vista del sistema operativo e perché tutto sommato sono più che sufficienti per trasmettere semplici meccanismi di “query and reply”. Proprio per queste caratteristiche i socket UDP sono detti “senza connessione” dal momento che ogni pacchetto di fatto vive indipendentemente dagli altri. La loro “inaffidabilità” si supera implementando dei controlli a livello di applicazione. Se poi si deve fare del broadcasting (trasmettere contemporaneamente a tutti gli host di una sottorete) o multicasting (trasmettere contemporaneamente ad un sottoinsieme degli host di una sottorete), i socket UDP sono una scelta obbligata. 

2. I socket TCP (Transport Control Protocol) implementano invece un meccanismo “affidabile” ed “orientato alla connessione”. “Affidabile” perché eventuali errori di comunicazione vengono gestiti dal sistema di trasmissione (recuperati se possibile, segnalati al programma applicativo in caso contrario), “orientato alla connessione” perché un socket TCP rappresenta un collegamento stabile simile ad un file su disco: tutti i byte vengono ricevuti esattamente come sono stati trasmessi. Questo tipo di socket è chiaramente indicato nei casi in cui bisogna trasferire dei dati che non siano limitati ad una manciata di byte (tipici esempi sono l’FTP ed l’HTTP).

Dal momento che un socket collega tra loro due host, dev’essere descritto da una coppia di indirizzi Internet; e dal momento che una macchina può aprire contemporaneamente più socket, esiste un altro parametro, detto porta, che permette di identificare i socket aperti. La porta è un numero a 16 bit ed esistono definizioni standard che associano una data porta ad un dato servizio; per esempio l’FTP usa le porte 20 e 21, il Telnet la porta 23, l’HTTP la porta 80. Quando un server riceve una richiesta di apertura di un socket da parte di un client, esso utilizza il numero di porta per scegliere quale programma di servizio (demone) deve essere attivato (per esempio un Netscape Fastrack piuttosto che un server FTP).

In TCP/IP and UDP networks, a port is an endpoint to a logical connection and the way a client program specifies a specific server program on a computer in a network. Some ports have numbers that are preassigned to them by the IANA (Internet Assigned Numbers Authority), and these are known as well-known ports (specified in RFC 1700). Port numbers range from 0 to 65536, but only ports numbers 0 to 1024 are reserved for privileged services and designated as well-known ports. This list of well-known port numbers specifies the port used by the server process as its contact port.

	Port Number 
	Description 

	1
	TCP Port Service Multiplexer (TCPMUX)

	5
	Remote Job Entry (RJE)

	7
	ECHO

	18
	Message Send Protocol (MSP)

	20
	FTP -- Data

	21
	FTP -- Control

	22
	SSH Remote Login Protocol

	23
	Telnet

	25
	Simple Mail Transfer Protocol (SMTP)

	29
	MSG ICP

	37
	Time

	42
	Host Name Server (Nameserv)

	43
	WhoIs

	49
	Login Host Protocol (Login)

	53
	Domain Name System (DNS)

	69
	Trivial File Transfer Protocol (TFTP)

	70
	Gopher Services

	79
	Finger

	80
	HTTP

	103
	X.400 Standard

	108
	SNA Gateway Access Server

	109
	POP2

	110
	POP3

	115
	Simple File Transfer Protocol (SFTP)

	118
	SQL Services

	119
	Newsgroup (NNTP)

	137
	NetBIOS Name Service

	139
	NetBIOS Datagram Service

	143
	Interim Mail Access Protocol (IMAP)

	150
	NetBIOS Session Service

	156
	SQL Server

	161
	SNMP

	179
	Border Gateway Protocol (BGP)

	190
	Gateway Access Control Protocol (GACP)

	194
	Internet Relay Chat (IRC)

	197
	Directory Location Service (DLS)

	389
	Lightweight Directory Access Protocol (LDAP)

	396
	Novell Netware over IP

	443
	HTTPS

	444
	Simple Network Paging Protocol (SNPP)

	445
	Microsoft-DS

	458
	Apple QuickTime

	546
	DHCP Client

	547
	DHCP Server

	563
	SNEWS

	569
	MSN

	1080
	Socks


Socket

In UNIX and some other operating systems, a software object that connects an application to a network protocol. In UNIX, for example, a program can send and receive TCP/IP messages by opening a socket and reading and writing data to and from the socket. This simplifies program development because the programmer need only worry about manipulating the socket and can rely on the operating system to actually transport messages across the network correctly. Note that a socket in this sense is completely soft - it's a software object, not a physical component.

A system offers a service by having an application running that is listening at the service port and willing to accept a connection from a client. If there is no application listening at the service port then the machine doesn't offer that service. 

Un’applicazione in esecuzione su di una macchina Linux (processo) può essere in ascolto in un certo indirizzo IP su di una determinata porta; un’applicazione client può connettersi a tale applicazione tramite un’interfaccia applicativa chiamata “socket”.

Esercizio 1

Una rete di classe B ha come netmask 255.255.255.240; qual è il numero massimo di host per sottorete ?

Soluzione: 240 = 11110000 quindi 4 byte per la parte host dell’indirizzo ((2 ^ 4) – 2 = 14); 14 host per sottorete utilizzabili (un indirizzo viene perso per l’indirizzo di rete e l’altro per l’indirizzo di broadcast).

Esercizio 2:

Dato un indirizzo di rete IP: 157.161.177.0 e sapendo che vorrei applicare il subnetting per avere reti di almeno 50 host determinare:

· Se l’indirizzo è di classe A, B, C, D, E

· La netmask da utilizzare (con relativa notazione abbreviata, es. /16) (dopo la barra si indicano i bit a 1 nella netmask)

· Il numero delle sottoreti realizzate ed il numero di host per ogni sottorete

· Elencare il range di indirizzi (compresi rete e broadcast) per almeno una delle sottoreti generate

· Determinare se gli indirizzi 157.161.177.127 e 157.161.177.130 fanno parte della stessa sottorete e determinarne gli indirizzi di rete e broadcast data la netmask ricavata precedentemente.

Soluzione:

L’obiettivo della netmask è quello di separare i bit dell’indirizzo ip in prefisso di rete e numero di host.
Se un bit è a 1 nella subnet mask, il corrispondente bit nell’indirizzo ip appartiene al prefisso di rete; se il bit è a 0 nella netmask il bit nell’indirizzo appartiene al numero di host.

Convertendo 157.161.177.0 in binario otteniamo:

10011101.10100001.10110001.00000000

Determiniamo innanzitutto la classe dell’indirizzo:

Se il primo bit è 0, l’indirizzo è di classe A
Se i primi due bit sono 10, l’indirizzo è di classe B
Se i primi tre bit sono 110, l’indirizzo è di classe C
Se i primi quattro bit sono 1110, l’indirizzo è un multicast classe D
Se i primi quattro bit sono 1111, l’indirizzo è sperimentale classe E

In questo caso l’indirizzo è di classe B.

La subnet mask di default per un indirizzo di classe B è:

11111111.11111111.00000000.00000000 (255.255.0.0)

Dato che a noi servono sottoreti con almeno 50 host dobbiamo lasciare a 0 nella netmask almeno 6 bit (2 ^ 6 = 64 – 2 = 62) per ottenere sottoreti che possono avere fino a 62 host (2 indirizzi per ogni sottorete non sono utilizzabili, dato che il primo è l’indirizzo della sottorete stessa e l’ultimo è l’indirizzo di broadcast).

La netmask richiesta è quindi:

11111111.11111111.11111111.11000000 (255.255.255.192) oppure /26

Ovvero otteniamo 1022 indirizzi per sottoreti di classe B ognuno con 62 host, dato che utilizziamo 10 bit della netmask per l’indirizzo di rete (2^10 – 2 = 1022) e 6 per l’host number (2^6 – 2 = 62)

Una possibile sottorete può essere 157.161.1.0 che va da 157.161.1.1 a 157.161.1.62 con indirizzo di broadcast 157.161.1.63

Dato un indirizzo ip (157.161.177.127) ed una netmask (255.255.255.192) è possibile calcolare l’indirizzo della rete, dell’host e di broadcast:

10011101.10100001.10110001.01111111 (157.161.177.127)
ip
11111111.11111111.11111111.11000000 (255.255.255.192)
netmask
AND
10011101.10100001.10110001.01000000 (157.161.177.64)
rete

Per ottenere il numero di host, si inverte la netmask e si ripete l’AND logico tra l’ip e la netmask invertita:

10011101.10100001.10110001.01111111 (157.161.177.127)
ip
00000000.00000000.00000000.00111111 (0.0.0.32)

netmask invertita
AND
00000000.00000000.00000000.00111111 (0.0.0.63)

host

Per ottenere l’indirizzo di broadcast è necessario invertire la netmask ed effettuare uno XOR con l’indirizzo della rete

10011101.10100001.10110001.01000000 (157.161.177.64)
rete
00000000.00000000.00000000.00111111 (0.0.0.32)

netmask invertita
XOR
10011101.10100001.10110001.01111111 (157.161.177.127)
broadcast

INFO XOR (OR esclusivo): 0:0=0, 0:1=1, 1:0=1, 1:1=0

10011101.10100001.10110001.10000010 (157.161.177.130)
ip
11111111.11111111.11111111.11000000 (255.255.255.192)
netmask
AND
10011101.10100001.10110001.10000000 (157.161.177.128)
rete

Per ottenere il numero di host, si inverte la netmask e si ripete l’AND logico tra l’ip e la netmask invertita:

10011101.10100001.10110001.10000010 (157.161.177.130)
ip
00000000.00000000.00000000.00111111 (0.0.0.32)

netmask invertita
AND
00000000.00000000.00000000.00000010 (0.0.0.2)

host

Per ottenere l’indirizzo di broadcast è necessario invertire la netmask ed effettuare uno XOR con l’indirizzo della rete

10011101.10100001.10110001.10000000 (157.161.177.128)
rete
00000000.00000000.00000000.00111111 (0.0.0.32)

netmask invertita
XOR
10011101.10100001.10110001.10111111 (157.161.177.191)
broadcast

Da questo si conclude che 157.161.177.127/255.255.255.192 e 157.161.177.130/255.255.255.192 NON fanno parte della stessa sottorete.

Modulo 2: Servizi di rete a livello applicazione, diversi ruoli di una macchina Linux all’interno di una rete aziendale

Esercitazione e richiamo riempimento tabelle di routing.

· Date tre sottoreti 10.100.0.0, 10.200.0.0 e 10.300.0.0 ed una macchina Linux con tre interfacce di rete (netmask 255.255.0.0, indirizzo di classe A, quindi 1 byte rete e 3 host diventa 1 byte rete, 1 byte sottorete, 2 byte per l’host ovvero 256 sottoreti di 65534 hosts), collegate a 3 switch su lan ethernet differenti (Gli indirizzi delle 3 interfacce sono: 10.100.0.1, 10.200.0.1, 10.300.0.1) indicare per le seguenti macchine delle 3 sottoreti:

· Il default gateway della macchina (10.100.0.2, 10.200.0.2, 10.300.0.2): 10.100.0.1, 10.200.0.1, 10.300.0.1

· Qual è il range di indirizzi utilizzabili dalla sottorete 10.100.0.0 (da 10.100.0.1 a 10.100.255.254) e qual è il suo indirizzo di broadcast (10.100.255.255)

· Costruire le tabelle di routing in caso di tunnel fra 10.200.0.2 e 10.500.0.2 attraverso due interfacce pubbliche di due macchine linux (195.141.56.59 e 217.221.80.47) in questo caso la macchina linux che fa routing ha 4 interfacce di rete di cui una con indirizzo pubblico.

· domanda: perchè serve un qualche meccanismo di tunnelling ? (perchè gli indirizzi privati non sono instradabili su Internet)

· Data la sintassi del comando route add –net xxx netmask yyyy gw zzz aggiungere il comando per la rete 10.200 e per la rete 10.500

· Route add –net 10.500.0.0 netmask 255.255.0.0 gw 217.221.80.47

· Route add –net 10.200.0.0 netmask 255.255.0.0 gw 195.141.56.59

· Descrizione servizi di rete a livello application

· DNS (Domain Name System)

Il file /etc/hosts contiene un’associazione manuale tra nomi di host ed indirizzi ip e va mantenuta per ogni macchina.

On the Internet, address information was initially stored in a single HOSTS.TXT database, too. This file was maintained at the Network Information Center (NIC), and had to be downloaded and installed by all participating sites. When the network grew, several problems with this scheme arose. Besides the administrative overhead involved in installing HOSTS.TXT regularly, the load on the servers that distributed it became too high. Even more severe, all names had to be registered with the NIC, which made sure that no name was issued twice.

La soluzione è il DNS (Domain Name System) che organizza i domini in maniera gerarchica (.com .edu .org alle radici della gerarchia); al di sotto del dominio di primo livello (.it, .com .org .edu .mil .net) che sono regolati a livello internazionale i NIC di ogni paese gestiscono i domini di secondo livello (es. virgilio.it, teknainformatica.com); all’interno di questi domini di secondo livello la gestione è libera (o regolamentata a livello locale da dipartimenti, amministrazioni o enti: es. matematica.unifi.it, fisica.unibo.it ecc.); le macchine al di sotto del dominio di secondo livello sono gestite dai DNS interni di provider e aziende e possono essere gestite in autonomia (ad. Ed posso creare una macchina linux01.miaazienda.it ecc.).

Ogni dominio è radice di una o più zone organizzate a livello gerarchico (es. a livello di dominio miaazienda.it posso avere zone marketing.miaazienda.it in cui definisco host del tipo server01.marketing.miaazienda.it; questo nome completo è detto FQDN: fully qualified domain name).

Descrizione record nel file di definizione della zona:

SOA (Start of Authority): dominio da cui la zona inizia la gestione (es. miaazienda.it)

A:
associa un nome all’indirizzo IP di un host (es. 130.37.56.201).

MX (mail exchanger): host raccomandato per la consegna dei messaggi di posta (es. mail.miaazienda.it).

NS:nome di un server per la risoluzione nomi valido per questo dominio (es. ns2.miaazienda.it).

CNAME: associazione tra nome e nome all’interno di un dominio (es. www.miaazienda.it websrv.miaazienda.it); alias per un nome host canonico all’interno della stessa zona.

PTR:associa un indirizzo IP ad un nome di host (usato per il reverse lookup).

PTR Pointer Record. Also called a reverse record. A PTR record associates an IP address with a canonical name. PTR records should point to a name that can be resolved back to the IP address. The name of the pointer record is not the IP address itself, but is the IP address’ four IP octets in reverse order followed by IN-ADDR.ARPA. for Example:

192.168.0.1 becomes 1.0.168.192.IN-ADDR.ARPA.
Es. file di zona miaazienda.it

Miaazienda.it

SOA

miaazienda.it

MX
1
mail.miaazienda.it

mail.miaazienda.it
CNAME

srv1.miaazienda.it

www.miaazienda.it
CNAME

srv2.miaazienda.it

srv1


A
130.37.56.201




HINFO
Server di posta

Srv2


A
130.37.56.202




HINFO
Server web

Authoritative and Non Authoritative answer
Adjective describing a name server or a response from a name server that is referencing its own native data. The authoritative server contains an entire copy of the zone that is derived from local configuration data, possibly with the help of another authoritative name server for the zone. Data is obtained without the need for caches or the help of any resolver. A server can be authoritative about one zone but not authoritative for another.

· SNMP: (Simple Network Management Protocol); protocollo per la gestione e la diagnostica della rete di livello applicativo (molto più complesso di ICMP, si possono monitorare tantissime variabili per ogni nodo (host, router ecc.) presente e raggiungibile in una rete).

· La posta elettronica: (MIME Multipurpose Internet Mail Extensions per includere nei messaggi contenuti non di solo plain text ma html, immagini, suoni, video, SMTP, POP3) RFC 821 e 822 (originali) proposti nel 1982 ed in competizione con l’applicazione OSI per la posta MOTIS (X.400); dopo circa 10 anni rimase solo come standard la posta di TCP/IP;RFC 1341 e 1521 nel 1993 introdussero MIME per gestire messaggi non solo testo.

MTA - Mail Transfer Agent. Accepts mail from other MTAs and mail users (you and I). (sendmail)

MDA - Mail Delivery Agent. Accepts inbound mail from an MTA and delivers it to the appropriate user on the local machine. (sendmail)

MUA - Mail User Agent. Software used by humans to download mail, upload to an MTA, create, and read mail. (elm, pine, outlook, eudora, mutt)

POP3 - Post Office Protocol. The third version of this protocol POP3 allows a client computer to retrieve electronic mail from a POP3 server via a (temporary) TCP/IP or other connection. It does not provide for sending mail, which is assumed to be done via SMTP or some other method. 

IMAP - the Internet Message Access Protocol - is a method of accessing electronic messages kept on a (possibly shared) mail server. 

SMTP - Simple Mail Transport Protocol. A server to server protocol, so other protocols (POP3, IMAP etc.) are used to access the messages. The SMTP dialog usually happens in the background under the control of the message transport system, e.g. sendmail but it is possible to interact with an SMTP server using telnet to connect to the normal SMTP port, 25. E.g. 

telnet 157.161.177.130 25

The MX record (Mail eXchanger)

Most Internet sites want to direct all inbound mail to a highly available mail server that is capable of handling all this traffic and have it distribute the mail locally. To announce this service, the site publishes a so-called MX record for its local domain in its DNS database. MX stands for Mail Exchanger and basically states that the server host is willing to act as a mail forwarder for all mail addresses in the domain

· Le news (Usenet)

· Il WWW: (HTTP:hyper text transfer protocol); HTML (hyper text markup language), Java, PHP (server side scripting language), PERL.

· Esercitazione LAB: progettazione di una rete di una ipotetica azienda con varie macchine Linux in punti chiave (offerta servizi e interconnessione)

· Compromesso fra suddivisione dei servizi e considerazione di costi per più macchine / postazioni di rete.

· Mancanza / carenza di Linux di agire come PDC (Primary domain controller) ovvero gestire una rete con database degli utenti e permessi condivisi fra tutte le postazioni appartenenti al dominio (es. login ad una macchina linux, ma non esiste una macchina linux centralizzata che gestisce il database degli utenti di tutto il dominio; parziale soluzione NIS (Network information system di SUN) ma sicuramente un dominio Windows 2000/2003 è più comodo per la condivisione di risorse come file, stampanti (le versioni più recenti di Samba hanno in parte ovviato a questa mancanza).

· Linux come router (attivazione IP Forwarding).

· Linux configurato per il NAT/PAT/Masquerading

· Il NAT (detto anche masquerading) è gestito da una macchina linux che agisce da router e che sostituisce indirizzi privati con il suo pubblico sia in entrata che in uscita (alcuni servizi di rete possono essere forniti alle macchine interne tramite proxy:www e altri tramite NAT:accesso a pop server esterni)

· L’ip masquerading viene gestito tramite lo stesso tool con cui si scrivono le regole del firewall (iptables).

· Problema con il masquerading è il fatto di risolvere le chiamate DNS dalle macchine private; una soluzione è mascherare anche il traffico verso DNS esterni (es. verso lo stesso della macchina che fa da router), oppure aggiungere un DNS interno che è anche in grado di comunicare con l’esterno (es. named sulla stessa macchina router può fare da DNS sia per l’interno che per l’esterno).

· Linux come firewall (progettazione rete con DMZ)

· Scrittura regole di firewall tramite Iptables

· Ipchains si è evoluto in iptables

· Filosofia del firewall, tutto chiuso e poi apriamo, o tutto aperto e poi chiudiamo.

IP Filtering

IP filtering is simply a mechanism that decides which types of IP datagrams will be processed normally and which will be discarded. By discarded we mean that the datagram is deleted and completely ignored, as if it had never been received. You can apply many different sorts of criteria to determine which datagrams you wish to filter; some examples of these are:

Protocol type: TCP, UDP, ICMP, etc.

Socket number (for TCP/UPD)

Datagram type: SYN/ACK, data, ICMP Echo Request, etc.

Datagram source address: where it came from

Datagram destination address: where it is going to

It is important to understand at this point that IP filtering is a network layer facility. This means it doesn't understand anything about the application using the network connections, only about the connections themselves. For example, you may deny users access to your internal network on the default telnet port, but if you rely on IP filtering alone, you can't stop them from using the telnet program with a port that you do allow to pass trhough your firewall. You can prevent this sort of problem by using proxy servers for each service that you allow across your firewall. The proxy servers understand the application they were designed to proxy and can therefore prevent abuses, such as using the telnet program to get past a firewall by using the World Wide Web port. If your firewall supports a World Wide Web proxy, their telnet connection will always be answered by the proxy and will allow only HTTP requests to pass.

· Linux server di posta (+ posta via web)

· Sendmail, postfix, qmail

· Client: si può utilizzare elm, mutt, pine oppure un client grafico

It's been said that you aren't a real Unix system administrator until you've edited a sendmail.cf file. It's also been said that you're crazy if you've attempted to do so twice.

sendmail is an incredibly powerful mail program. It's also incredibly difficult to learn and understand. Any program whose definitive reference (sendmail, by Bryan Costales and Eric Allman, published by O'Reilly) is 1,050 pages long scares most people off.

Fortunately, new versions of sendmail are different. You no longer need to directly edit the cryptic sendmail.cf file; the new version provides a configuration utility that will create the sendmail.cf file for you based on much simpler macro files. You do not need to understand the complex syntax of the sendmail.cf file; the macro files don't require you to. Instead, you need only list items, such as the name of features you wish to include in your configuration, and specify some of the parameters that determine how that feature operates. A traditional Unix utility called m4 then takes your macro configuration data and mixes it with the data it reads from template files containing the actual sendmail.cf syntax, to produce your sendmail.cf file.

· Linux server DHCP (dhcpd): (dynamic host configuration protocol, assegnazione dinamica di indirizzi IP ad host).

· News Server: Network News Transfer Protocol (NNTP) gestito da NNTPD per distribuire le news all’interno di una rete privata: proxy news oppure accedere direttamente ad un news server tramite NAT (sconsigliato).

· Linux come Time server: (NTP: Network time protocol), per tenere sincronizzati gli orologi di tutti gli host della propria rete.

· Da un prompt dei comandi di una postazione Windows e’ possible effettuare la sincronizzazione con un time server tramite il seguente commando: w32tm /config /syncfromflags:manual /manualpeerlist:<ip del time server> (utile per il test del servizio time server su di una macchina Linux)
· Per sincronizzare una macchina Linux con un time server: ntpdate <ip o nome del time server> (Il comando puo’ essere messo nella crontab per eseguirlo ad intervalli regolari).
· Linux server FTP (proftp)

· Linux come telnet (ssh) server (specificare la differenza tra telnet e ssh) (sshd).

OpenSSH

OpenSSH is a FREE version of the SSH protocol suite of network connectivity tools that increasing numbers of people on the Internet are coming to rely on. Many users of telnet, rlogin, ftp, and other such programs might not realize that their password is transmitted across the Internet unencrypted, but it is. OpenSSH encrypts all traffic (including passwords) to effectively eliminate eavesdropping, connection hijacking, and other network-level attacks. Additionally, OpenSSH provides a myriad of secure tunneling capabilities, as well as a variety of authentication methods. 

The OpenSSH suite includes the ssh program which replaces rlogin and telnet, scp which replaces rcp, and sftp which replaces ftp. Also included is sshd which is the server side of the package, and the other basic utilities like ssh-add, ssh-agent, ssh-keysign, ssh-keyscan, ssh-keygen and sftp-server. OpenSSH supports SSH protocol versions 1.3, 1.5, and 2.0. 

· Linux come VPN server (PPP over ssh)

PPP-SSH Benefits

There are a number of benefits to setting up a PPP-SSH VPN. It's relatively simple, it uses common off-the-shelf tools, and it probably won't require a reboot before bringing up the link. Here's a more comprehensive list:

Easy to install 

You probably won't need to patch or recompile your kernel, run LILO, reboot, or perform any other perilous administration activities. PPP and SSH are included with most distributions, and most kernels come preconfigured to use them properly. 

Easy to set up 

You should not have to edit any existing configuration files. You simply customize the script file provided later in this document, which contains all the VPN configuration info, and then execute it on the client machine. Any existing PPP or SSH configurations should continue to work just fine. 

No mucking with firewalling 

If the SSH protocol currently traverses your firewall, then PPP over SSH will traverse your firewall as well. (If you aren't using SSH, then why not? It is almost a required tool for system administrators nowadays.) 

No mucking with manual routing 

pppd automatically sets up routing for you. And, if you have very complex routing needs, it's very easy to put the custom routing commands in the script file. 

No need for static IP addresses 

PPP-SSH VPNs have no trouble whatsoever with dynamic IP addressess. The client must be able to find the server to connect to, of course, but dynamic DNS would work fine for that. Setting up a VPN over a dialup connection is no problem. 

Multiple Tunnels are Easy 

It's easy to set up multiple tunnels to a single computer. You simply need to make sure that the IP address for each tunnel's network interface is distinct. 

PPP-SSH Drawbacks

This type of VPN is not without a few difficulties. Basically, it doesn't run unattended very well. If you're looking for a production-quality VPN that you can set up and forget about, you will proabably find PPP-SSH a little disappointing. Some alternatives are described in Section 2.4.

Trying to maintain a TCP connection 

If the SSH TCP connection is broken for any reason, your VPN goes down hard and takes all tunnelled TCP connections with it. If you have a less than reliable link -- say it's difficult to download more than a few tens of megabytes at one go -- you will be re-starting the VPN a lot. 

Running IP packets over a TCP stream 

The TCP protocol consists of streams layered on top of IP packets. When you then run IP packets over the TCP stream (as we're attempting to do), the personality conflict between the two can become very apparent. Mostly, this manifests itself as weird delays, dropouts, and oscillations. Sometimes you'll see problems at load, sometimes with next to no traffic. Short of changing the entire OSI model (ha ha), there's not much that can be done about this. 

Tends to be bursty 

For some reason, when network load gets high, one tunneled TCP connection tends to get all the bandwidth and the others get ignored. This leads to timeouts and dropped connections. Theoretically, this is fixable. 

Can't reliably tell when link is down 

Keepalives are small packets sent to tell the machine on the other end that the connection is still up. If the network load gets too high, keepalives will be delayed. The other machine will mistakenly assume the connection has been dropped and take down its end of the link. 

Without keepalives, however, there's no way for either machine tell if the link has been dropped. When one machine tries to bring the link back up, if the other machine thinks it already has it up, confusion can reign. Most often this will show up as multiple ppp network devices, duplicate routes, and tunnels that appear to be up but drop every packet. A liberal use of "killall -9 pppd" will usually set things back in order. A more intelligent start script could probably improve this. 

Too many simultaneous connections avalanches fast 

When I use regular PPP over a 56K modem and Postfix opens 10+ connections to deliver my outgoing mail, everything works well. However, when I try to run this exact traffic over a VPN tunneled over a much faster DSL link, it stalls out. Ping times skyrocket for a spell (2 minutes and beyond), traffic moves at a trickle for a while, then it stops completely. The only way to get packets moving again is to restart the tunnel. I'm not sure if this is a bug or an inherent limitation. Reducing the number of connections that Postfix maintains for outgoing mail fixed this problem for me.. 

It's high-overhead, high-latency 

Ping times over my 57.6 modem connection are normally in the 130-170 ms range. However, ping times for a PPP-SSH VPN running over the same modem connection are in the 300-330 ms range. Turning on PPP compression can help a lot if you're transmitting compressible data. Email is compressible, Vorbis files are not. 

Suggested Reading

VPN FAQ 

The VPN FAQ at http://kubarb.phsx.ukans.edu/~tbird/vpn/FAQ.html is a very good resource. It's comprehensive, kept reasonably up-to-date, and not afraid to express an opinion. 

Linux Kernel HOWTO 

If your kernel doesn't already have PPP and IP Forwarding capability built-in, the Linux Kernel HOWTO will tell you how to recompile your kernel to add it. It will also tell you how to load and unload the PPP kernel modules. 

PPP HOWTO 

Tells how to install and set up the PPP daemon if your distribution did not automatically install it for you. Also has an excellent section on linking two networks using PPP. That's pretty much what we're doing, except that we're also encrypting it. You can find it at http://www.linuxdoc.org/HOWTO/PPP-HOWTO/index.html. 

SSH HOWTO 

I wish there were an SSH HOWTO! For now, the documentation that comes with your distribution should be a good start. You might also check the OpenSSH web site. 

Networking Documentation 

If you're not very familiar with networking, you'll want to scour the Linux Network Administrators Guide. It's an excellent introduction to most of the concepts we'll be using here. You may also find the Linux Networking HOWTO at http://www.linuxdoc.org/HOWTO/Networking-Overview-HOWTO.html to be a useful introduction, especially itse sections on TCP/IP, PPP, and tunneling. 

2.4. Alternatives

There are a ton of VPN technologies in the world now. If PPP-SSH doesn't fit all your needs, you might want to check one of the following packages.

ipsec 

ipsec describes a set of low-level protocols, ESP and AH, to perform authentication and encryption at the packet level. It also uses a higher-level protocol, IKE, to negotiate connection parameters and exchange encryption keys. 

FreeS/WAN is probably the best Linux ipsec implementation today. Although it can be very difficult to set up, especially for those who are not terribly familiar with networking, it is amazingly stable once it is working. You can find out more at the FreeS/WAN home page. 

Another good, free ipsec implementation is Cerberus. Unfortunately, the National Institute of Standards and Technology only distributes Cerberus to US or Candadian citizens currently located in either the US or Canada. Therefore, depending on who you are, obtaining Cerberus ranges from moderately difficult to effectively impossible. 

PPTP 

PPTP (Point-to-Point Tunnelling Protocol) is a Microsoft-developed VPN protocol, described in RFC2637. It is a very common and well-understood technology and has many mature implementations on all commonly-used computer platforms. However PPTP is generally considered to have somewhat weak security. 

Probably the best Linux PPTP implementation is PoPToP, found at http://poptop.lineo.com/. 

CIPE 

CIPE is Olaf Titz's protocol to encapsulate IP traffic over UDP packets. It has both a Linux version and a Windows version. I haven't used it yet, but it is in strong development and looks very promising. For more information, the CIPE-MASQ Mini-HOWTO is a terse but informative read. 

· Linux come Name Server (named)

· Linux come web server (apache)

· Linux come database server (mySQL, Interbase, Oracle, PostgreSQL)

· Linux come piattaforma di sviluppo C / C++ / PERL / Java: GCC di GNU

· Linux come desktop (office, posta elettronica, browser Internet)

· Linux come proxy server (squid) per l’http

· Linux come file server condiviso Windows / Linux con Samba

SMB Protocol

The SMB (Server Message Block) protocol is used by Microsoft Windows 3.11, NT and 95/98 to share disks and printers. There are four basic things that one can do with Samba: 

1. Share a Linux drive with Windows machines. 

2. Access an SMB share with Linux machines. 

3. Share a Linux printer with Windows machines. 

4. Share a Windows printer with Linux machines

· Linux come file server per macchine Linux tramite NFS (network file system) per condividere uno o più file system attraverso la rete.

Modulo 3: L’installazione di Linux; elementi fondamentali di utilizzo del sistema e della shell

· Sequenza di installazione (distribuzione RedHat 8.0)

· Hardware checklist; decisione in merito al partizionamento, obiettivo dell’installazione: ruolo del server linux; dettagli hardware su schede video, audio, quantità di ram, tipo e modello schede di rete, dettagli di indirizzamento IP ecc.

· Avvio installazione Red Hat 8.0 o altra distribuzione con boot da cd rom.

· Eventuale check integrità immagine ISO.

· Avvio tool grafico di installazione (anaconda su RedHat).

· Scelta mouse (USB/PS2), numero tasti e presenza wheel.

· Scegliere installazione custom per personalizzare il sistema 

· Scegliere partizionamento automatico ed eventualmente variare le scelte in base all’effettivo spazio necessario; fdisk può essere utilizzato per creare fisicamente le partizioni e disk druid per stabilire i mount point; spiegare che cosa è l’area di swap e dare qualche regola empirica per stabilire la dimensione dei vari file system.

· Utilizzare GRUB come boot loader e selezionare S.O. di default.

· Configurazione interfacce di rete se presenti (eth0, eth1 …).

· Selezionare NO FIREWALL dato che non vogliamo configurazioni di tipo firewall nel kernel che poi non possiamo gestire.

· Selezionare la timezone.

· Settare la password di root e creare almeno un altro account.

· Lasciare selezionati MD5 e shadow e disattivare il resto.

· Selezione pacchetti (Attenzione a selezionare solo i pacchetti effettivamente necessari; considerazioni sui pacchetti in base a quanto progettato nella lezione precedente).

· Copia dei file selezionati.

· Creazione disco di boot (consigliata).

· Selezione risoluzione e test sottosistema grafico X.

· Reboot (scelta sistema operativo all’avvio) e login in modo testuale.

· Startx o init 5 per far partire Gnome o KDE.

· CTRL-ALT-F1, F2, F3 … terminali virtuali, ALT-F7 torna in ambiente X da ambiente testo.

· Il processo di boot: dmesg e /var/log/messages per rivedere eventi di boot

· Init e telinit effettuano il cambio di runlevel

Partizioni primarie ed estese
· A maximum of four partitions can be placed on any hard disk. These are sometimes called primary partitions. The limitation of four is one that is imposed on the system by the way that the master boot record is structured.

· Only one partition may be designated, at any given time, as active. That partition will be used for booting the system. See here for more on active partitions and switching active status between partitions.

· DOS (and the operating systems that depend on it for booting, which includes all consumer Windows operating systems) will only recognize the active primary partition. Any other primary partitions will be ignored.

· One of the four partitions may be designated as an extended DOS partition. This partition may then be subdivided into multiple logical partitions. This is the way that two or more logical DOS volumes can be placed on a single hard disk.

I runlevel

	Runlevel
	Description

	0
	Halt the system; runlevel is a special transitional device used by administrators to shut down the system quickly. This, of course, shouldn't be a default runlevel, because the system would never come up -- it would shutdown immediately when the kernel launches the init process. Also see runlevel 6. 

	1, s, S
	Single-user mode, sometimes called "maintenance mode." In this mode, system services such as network interfaces, web servers, and file sharing are not started. This mode is usually used for interactive filesystem maintenance. 

	2
	Multiuser with no NFS file sharing.

	3
	Full multiuser mode. This is often used as the default runlevel by the init process. 

	4
	Typically unused.

	5
	Full multiuser mode with GUI login. In runlevel 3, init does not attempt to launch the X11 system. In runlevel 5, X11 is started and the text-mode login is replaced with a GUI login. This is often used as the default runlevel but can cause problems if X11 cannot start for some reason. 

	6
	Reboot the system; used by system administrators. Just like runlevel 0, this is a transitional device for administrators. It shouldn't be a default runlevel because the system would eternally reboot. 


Setting the default runlevel

To determine the default runlevel at boot time, init reads the configuration file /etc/inittab looking for a line containing the word initdefault, which will look like this: 

id:n:initdefault:

In the preceding, n is a valid runlevel number, such as 3. This number is used as the default runlevel by init. The S scripts in the corresponding /etc/rc.d/rc n.d directory are executed to start their respective services. If you change the default runlevel for your system, it will most likely be to switch between the standard text login runlevel and the GUI login runlevel. In any case, never change the default runlevel to or 6, or your system will not boot to a usable state. 

Determining your system's runlevel

From time to time, you may be unsure just what runlevel your system is in. For example, you may have logged into a Linux system from a remote location and not know how it was booted or maintained. You may also need to know what runlevel your system was in prior to its current runlevel -- perhaps wondering if the system was last in single-user mode for maintenance. 

To determine this runlevel information, use the runlevel command. When executed, runlevel displays the previous and current runlevel as integers, separated by a space, on standard output. If no runlevel change has occurred since the system was booted, the previous runlevel is displayed as the letter N. For a system that was in runlevel 3 and is now in runlevel 5, the output is: 

# runlevel
3 5

For a system with a default runlevel of 5 that has just completed booting, the output would be: 

# runlevel
N 5

runlevel does not alter the system runlevel. To do this, use either the init or the telinit commands. 

shutdown [options] time [warning message]

Description

The shutdown command brings the system down in a secure, organized fashion. By default, shutdown takes the system to single-user mode. Options can be used to either halt or reboot instead. The command uses init with an appropriate runlevel argument to affect the system change. 

The mandatory time argument tells the shutdown command when to initiate the shutdown procedure. It can be a time of day in the form hh:mm, or it can be in the form +n, where n is a number of minutes to wait. The time can also be the word now, in which case the shutdown proceeds immediately. If the time specified is more than 15 minutes away, shutdown waits until 15 minutes remain before shutdown before making its first announcement. 

If warning message (a text string) is provided, it is used in the system's announcements to end users. No quoting is necessary for warning message unless the message includes special characters such as * or &. 

Examples

To reboot immediately:

# shutdown -r now
To reboot in five minutes with a maintenance message:

# shutdown -r +5 System maintenance is required
To halt the system just before midnight tonight:

# shutdown -h 23:59
The two most common uses of shutdown by individuals are:

# shutdown -h now 

and 

# shutdown -r now

These initiate for immediate halts and reboots, respectively. Although it's not really a bug, the shutdown manpage notes that omission of the required time argument yields unusual results. If you do forget the time argument, shutdown will probably exit without an error message. This might lead you to believe that a shutdown is starting, so it's important to be sure of your syntax when using shutdown. 
Introduzione alle permission avanzate
SETUID

Permette di far girare un programma con gli stessi permessi del proprietario dell’eseguibile (normalmente un programma viene eseguito con gli stessi permessi dell’utente che lo sta eseguendo); ad esempio il programma passwd ha bisogno di poter leggere e scrivere il file /etc/passwd e quindi gli viene dato il permesso SETUID per assumere i privilegi di root nel momento in cui deve leggere il file /etc/passwd.

Quando il SUID viene applicato ad una directory, i file creati nella directory ereditano il proprietario dal proprietario della directory stessa.

Chmod 4755 programma

-rwsr-xr-x    1 root     nobody   49358  Oct  7 14:39   programma
SETGID

Permette di far girare un programma con gli stessi permessi del gruppo a cui appartiene il file eseguibile (analogamente al SETUID).

Quando l’SGID viene applicato ad una directory, i file creati nella directory ereditano il gruppo di appartenenza dal gruppo a cui appartiene la directory stessa.

Chmod 2755 programma

-rwxr-sr-x    1 root     nobody   49358  Oct  7 14:39   programma
Sticky Bit

Quando lo “sticky bit” è settato su di una directory, solo il proprietario di un file, il proprietario della directory e root possono cancellare file all’interno di questa cartella.

Originariamente lo sticky bit era usato per richiedere al kernel di mantenere nella memoria centrale programmi frequentemente utilizzati al fine di minimizzare lo swap; attualmente non è più utilizzato con questo significato.

Lo sticky bit è solitamente utilizzato per directory condivise come /tmp per evitare che un utente possa cancellare file temporanei degli altri utenti.

Chmod 1755 directory

drwxr-xr-t    1 root     nobody   49358  Oct  7 14:39   directory
· umask (permessi di default quando viene creato un file) indica quali permessi sono OFF (es. umask 0077 indica che solo lo User può avere rwx mentre tutti gli altri sono disabilitati).

Default permissions: -rw-rw-rw- (quindi 0666) con umask 027 si ottiene 6 (mask con 0), 4 (mask con 2, ovvero toglie il write) e 0 (mask con 7, toglie rwx). 

· Creazione utenti (adduser, useradd, /etc/passwd, /etc/shadow e le permission di passwd rw,r,r e r,-,- per /etc/shadow.
· Introduzione alla shell; le variabili di ambiente (.bash_profile, /etc/profile, PS1=”\h:\w>”, il comando export)

· La gestione dei pacchetti tramite rpm (rpm –qa  elenca tutti i pacchetti)

· Le directory più importanti della struttura gerarchica standard di Linux Introduzione al VI

· Esercitazioni: creazione di un utente in maniera manuale, editing di un testo usando VI

Guida di riferimento comandi VI
Tutti i comandi in vi(1) sono preceduti dalla pressione del tasto escape. Ogni volta che si deve intraprendere un nuovo comando si deve utilizzare il tasto di escape. Diversamente da dove indicato, vi(1) è case sensitive (sensibile alla differenza minuscolo e maiuscolo).

Comandi movimento cursore:
(n) indica un numero ed è opzionale

	(n)h
	(n) spazi a sinistra

	(n)j
	(n) spazi giù

	(n)k
	(n) spazi su

	(n)l
	(n) spazi a destra


(Generalmente funzionano anche i tasti freccia)

	Ctrl+F
	avanti di una schermata

	Ctrl+B
	indietro di una schermata

	Ctrl+D
	giù di mezza schermata

	Ctrl+U
	su di mezza schermata


(Ctrl indica il tasto control; il case sensitive non è importante)

	H
	all'inizio della linea superiore della schermata

	M
	all'inizio della linea mediana della schermata

	L
	all'inizio dell'ultima linea della schermata

	G
	all'inizio dell'ultima linea del file

	(n)G
	all'inizio della linea (n)

	0
	(zero) all'inizio della linea

	$
	alla fine della linea

	(n)w
	avanti (n) parole

	(n)b
	indietro (n) parole

	e
	fine della parola


Inserimento testo:
	i
	inserimento testo prima del cursore

	a
	aggiunta testo dopo il cursore (non sovrascrive altro testo)

	I
	inserimento testo all'inizio della linea

	A
	aggiunta testo alla fine della linea

	r
	sostituisce il carattere posto sotto il cursore con il prossimo carattere digitato

	R
	sovrascrive i caratteri fino alla fine della linea (o fino a quando il tasto escape viene digitato per cambiare comando)

	o
	(alpha o) inserisce una nuova linea dopo la linea corrente per inserire del testo

	O
	(alpha O) inserisce una nuova linea prima della linea corrente per inserire del testo


Cancellazione testo:
	dd
	cancella la linea corrente

	(n)dd
	cancella (n) linee

	(n)dw
	cancella (n) parole

	D
	cancella dal cursore fino alla fine della linea

	x
	cancella il carattere corrente

	(n)x
	cancella (n) caratteri

	X
	cancella il carattere precedente


Comandi di modifica:
	(n)cc
	modifica (n) caratteri sulla linea fino alla fine della linea (o fino a quando viene digitato il tasto escape)

	cw
	modifica i caratteri di una parola fino alla fine della parola (o fino a quando viene digitato il tasto escape)

	(n)cw
	modifica i caratteri delle prossime (n) parole

	c$
	modifica il testo alla fine della linea

	ct(x)
	modifica il testo alla lettera (x)

	C
	modifica il testo rimanente sulla linea corrente (fino a quando viene digitato il tasto escape)

	~
	modifica il minuscolo/maiuscolo del carattere corrente

	J
	unisce la linea corrente a quella successiva

	u
	annulla l'ultimo comando realizzato sulla linea corrente

	.
	ripete l'ultima modifica

	s
	sostituisce il carattere corrente con il testo digitato

	S
	sostituisce la linea corrente con il testo digitato

	:s
	sostituisce vecchie parole con nuove parole :<linee considerate> s/vecchio/nuovo/g

	&
	ripete l'ultimo comando di sostituzione (:s)

	(n)yy
	``strappa'' (n) linee dal buffer

	y(n)w
	``strappa'' (n) parole dal buffer

	p
	inserisce il testo eliminato o ``strappato'' dopo il cursore

	P
	inserisce il testo eliminato o ``strappato'' prima del cursore

	
	


Manipolazione file:
	:w (file)
	scrive i cambiamenti nel file specificato (file corrente di default)

	:wq
	scrive i cambiamenti nel file corrente e conclude la sessione di editing

	:w! (file)
	sovrascrive il file (file corrente di default)

	:q
	esce dalla sessione di editing se non sono stati creati cambiamenti

	:q!
	esce dalla sessione di editing e scarta eventuali cambiamenti non salvati

	:n
	edita il prossimo file nella lista dell'argomento

	:f (nome)
	modifica il nome del file corrente in quello specificato

	:r (file)
	legge il contenuto del file specificato all'interno del corrente editing e alla corrente posizione del cursore (inserisce un file)

	:!(comando)
	escape di shell

	:r!(comando)
	inserisce il risultato del comando di shell specificato nella posizione corrente

	ZZ
	scrive i cambiamenti nel file corrente ed esce


Configurare il layout di tastiera in modalita’ carattere e in ambiente grafico
Lavorando con l’interfaccia a carattere il layout di tastiera si può impostare tramite il comando: loadkeys it.

I file contenenti i layout di tastiera si trovano in /usr/share/kbd/keymaps/i386/qwerty/.

Tali file possono essere copiati e personalizzati nel caso di layout di tastiera particolari, come ad esempio nel caso di Linux che gira su di un notebook Apple MacBook:

# Italian keymap for Apple MacBook 

#

# David Bandinelli (david.bandinelli@agbnielsen.net) 

# Italian vowels (aeiou) are obtained with alt

#

keymaps 0-2,4,6,8-9,12

include "linux-with-alt-and-altgr"

strings as usual

keycode   1 = Escape           Escape


alt     keycode   1 = Meta_Escape

keycode   2 = one              exclam


alt     keycode   2 = Meta_one


shift alt keycode 2 = Meta_exclam

keycode   3 = two              quotedbl


control keycode   3 = nul


alt     keycode   3 = Meta_two


control alt keycode 3 = Meta_nul

keycode   4 = three            sterling


control keycode   4 = Escape


alt     keycode   4 = Meta_three


control alt keycode 4 = Meta_Escape

keycode   5 = four             dollar


control keycode   5 = Control_backslash


alt     keycode   5 = Meta_four


shift alt keycode 5 = Meta_dollar


control alt keycode 5 = Meta_Control_backslash

keycode   6 = five             percent


control keycode   6 = Control_bracketright


alt     keycode   6 = Meta_five


shift alt keycode 6 = Meta_percent

keycode   7 = six              ampersand


control keycode   7 = Control_asciicircum


alt     keycode   7 = Meta_six

keycode   8 = seven            slash


control keycode   8 = Control_underscore


alt     keycode   8 = Meta_seven


shift alt keycode 8 = Meta_slash

keycode   9 = eight            parenleft
braceleft


control keycode   9 = Delete


alt     keycode   9 = Meta_eight


shift alt keycode 9 = Meta_parenleft


control alt keycode 9 = Meta_Delete

keycode  10 = nine             parenright       braceright


alt     keycode  10 = Meta_nine


shift alt keycode 10 = Meta_parenright

keycode  11 = zero             equal

asciitilde


alt     keycode  11 = Meta_zero


shift alt keycode 11 = Meta_equal

keycode  12 = apostrophe       question

grave


control
keycode  12 = Delete


alt     keycode  12 = Meta_minus


control alt keycode 12 = Meta_Delete

keycode  13 = igrave
       asciicircum
iacute


control keycode  13 = Control_asciicircum


alt     keycode  13 = Meta_equal


shift alt keycode 13 = Meta_asciicircum

keycode  14 = Delete           Delete


control keycode  14 = Control_underscore


alt     keycode  14 = Meta_Delete

keycode  15 = Tab              Tab


alt     keycode  15 = Meta_Tab

keycode  16 = q

keycode  17 = w

keycode  18 = e

keycode  19 = r

keycode  20 = t

keycode  21 = y

keycode  22 = u

keycode  23 = i

keycode  24 = o

keycode  25 = p

keycode  26 = bracketleft     grave


alt     keycode  26 = egrave 

keycode  27 = plus             asterisk         bracketright


control keycode  27 = Control_bracketright


alt     keycode  27 = Meta_bracketright

keycode  28 = Return


alt     keycode  28 = Meta_Control_m

keycode  29 = Control

keycode  30 = a

keycode  31 = s

keycode  32 = d

keycode  33 = f

keycode  34 = g

keycode  35 = h

keycode  36 = j

keycode  37 = k

keycode  38 = l

keycode  39 = at     braceleft


alt     keycode  39 = ograve 

keycode  40 = numbersign      braceright


alt     keycode  40 = agrave 

#keycode  41 = backslash
       bar

keycode  41 = less        greater


control keycode  41 = Control_backslash


alt     keycode  41 = Meta_backslash


shift alt keycode 41 = Meta_bar

keycode  42 = Shift

keycode  43 = bracketright           asciitilde


alt     keycode  43 = ugrave

keycode  44 = z

keycode  45 = x

keycode  46 = c

keycode  47 = v

keycode  48 = b

keycode  49 = n

keycode  50 = m

keycode  51 = comma            semicolon


alt     keycode  51 = Meta_comma


shift alt keycode 51 = Meta_semicolon

keycode  52 = period           colon


alt     keycode  52 = Meta_period

keycode  53 = minus
       underscore


control keycode  53 = Control_underscore


alt
keycode  53 = Meta_minus

keycode  54 = Shift

keycode  56 = Alt

keycode  57 = space


control keycode  57 = nul


alt     keycode  57 = Meta_space


control alt keycode 57 = Meta_nul

keycode  58 = Caps_Lock

#keycode  86 = less
       greater

keycode  86 = backslash
       bar


alt     keycode  86 = Meta_less


shift alt keycode 86 = Meta_greater

keycode  97 = Control

Tramite il comando dumpkeys e’ possibile stampare a video il codice con cui viene identificato ogni tasto premuto in modo da poter personalizzare la mappa caratteri.

In ambiente X è necessario editare il file /etc/X11/XF86Config ed impostare l’opzione:
Option

“XkbLayout”

“it”

Configurare il nome host (Slackware)

Il nome host può essere configurato editando /etc/HOSTNAME.

Il nome host può essere letto / impostato anche tramite il comando hostname.

Modulo 4: Utilizzo in maniera approfondita della shell e dei comandi di Linux

Il processo di avvio del sistema (System V-Style)

Utilizzato ad esempio da RedHat e Mandrake.

By themselves, the runlevels listed in Table 5-1 don't mean much. It's what the init process does as a result of a runlevel specification or change that affects the system. The actions of init for each runlevel are derived from Unix System V-style initialization and are specified in a series of directories and script files under /etc/rc.d. 

When a Linux system starts, a number of scripts in /etc/rc.d are used to initially configure the system and switch among runlevels:[6] 

[6] System initialization techniques differ among Linux distributions. The examples here are typical of a Red Hat Linux system.

rc.sysinit 

This file is a script launched by init at boot time. It handles some essential chores to ready the system for use, such as mounting filesystems. 

rc.local 

This file is a script that is called by rc.sysinit. It contains local customizations affecting system startup and provides an alternative to modifying rc.sysinit. Many administrators prefer to avoid changing rc.sysint because those changes could be lost during a system upgrade. The contents of rc.local are not lost in an upgrade. 

rc 

This file is a script that is used to change between runlevels.

The job of starting and stopping system services such as web servers is handled by the files and symbolic links in /etc/rc.d/init.d and by a series of runlevel-specific directories, rc0.d through rc6.d : 

init.d 

This directory contains individual startup/shutdown scripts for each service on the system. For example, the script /etc/rc.d/init.d/httpd is a Bourne shell script that safely starts or stops the Apache web server. These scripts have a standard basic form and take a single argument. Valid arguments are at least the words start and stop. Additional arguments are sometimes required by the script; examples are restart, status, and sometimes reload (to ask the service to reconfigure itself without exiting). Administrators can use these scripts directly to start and stop services. For example, to restart Apache, an administrator could issue commands like these: 

# /etc/rc.d/init.d/httpd stop (od utilizzando service httpd stop su Mandrake)
# /etc/rc.d/init.d/httpd start
or simply:

# /etc/rc.d/init.d/httpd restart
Either form would completely shut down and start up the web server. To ask Apache to remain running but reread its configuration file, you might enter: 

# /etc/rc.d/init.d/httpd reload
This has the effect of sending the SIGHUP signal to the running httpd process, instructing it to initialize.[7] 

[7] Signals such as SIGHUP are covered in Section 3.5.

If you add a new service (a daemon, intended to always run in the background), one of these initialization files may be installed automatically for you. In other cases, you may need to create one yourself, or as a last resort, place startup commands in the rc.local file. 

Directories rc0.d through rc6.d 

The initialization scripts in /etc/rc.d/init.d are not directly executed by the init process. Instead, each of the directories /etc/rc.d/rc0.d through rc6.d contain symbolic (soft) links[8] to the scripts in directory init.d. When the init process enters runlevel n, it examines all of the links in the associated rcn.d directory. These links are given special names in the form of [K|S ][nn ][init.d_name ], described as follows: 

[8] These symbolic links could also be files, but using script files in each of the directories would be an administrative headache, as changes to any of the startup scripts would mean identical edits to multiple files.

K and S prefixes 

The K and S prefixes mean kill and start, respectively. A runlevel implies a state in which certain services are running and all others are not. The S prefix is used for all services that are to be running (started) for the runlevel. The K prefix is used for all other services, which should not be running. 

nn 

Sequence number. This part of the link name is a two-digit integer (with a leading zero, if necessary). It specifies the relative order for services to be started or stopped. The lowest number is the first link executed by init, and the largest number is the last. There are no hard-and-fast rules for choosing these numbers, but it is important when adding a new service to be sure that it starts after any other required services are already running. If two services have an identical start order number, the order is indeterminate but probably alphabetical. 

init.d_name 

By convention, the name of the script being linked is used as the last part of the link name. init does not use this name, but excluding it makes things difficult for human readers. 

As an example, when init enters runlevel 3 at boot time, all of the links with the S prefix in /etc/init.d/rc3.d will be executed in the order given by their sequence number. They will be run with the single argument start to launch their respective services. After the last of the scripts is executed, the requirements for runlevel 3 are satisfied. 

La procedura di avvio delle varie distribuzioni

	Debian
	/etc/init.d/rcS - The system initialization script that executes all the "S" symlinked scripts in /etc/rcS.d/ for system initialization.
The directory /etc/default/ contains configuration settings (similar to /etc/sysconfig/ of other distros). After the basic initialization, the system enters in the default runlevel (Note: Debian uses 2 as default text networked runlevel, instead of 3, as in various other *nix) executing the services startup scripts in /etc/init.d according to the SysV logic of the /etc/rc#.d/ symlinks.

	RedHat
	/etc/rc.d/rc.sysinit Large script, launched directly by init, that sets and executes all the system initialization functions. It sources configuration files in /etc/sysconfig/* where user (and configuration tools) define various system settings
/etc/rc.d/functions General purpose functions used by every system script
/etc/init.d/* The startup/shutdown scrips of all the system services activated according to the symlinks in the /etc/rc#.d/ directories 

	SlackWare
	/etc/rc.d/rc.S - System Initialization
/etc/rc.d/rc.modules - Kernel modules loading /etc/rc.d/rc.pcmcia, rc.serial ... - Probe and configure various hardware devices
/etc/rc.d/rc.sysvinit - Executes the SysV init files according to the chosen runlevel
/etc/rc.d/rc.local - Reserved for user's custom boot commands

	Mandrake
	/etc/init.d/rc.sysinit Large script, launched directly by init, that sets and executes all the system initialization functions. It sources configuration files in /etc/sysconfig/*) where user (and configuration tools) define various system settings
/etc/init.d/functions General purpose functions used by every system script

	Gentoo
	/sbin/rc handles everything and does different activities according to the argument given. Gentoo's inittab executes: /sbin/rc sysinit for general system initialization, /sbin/rc boot for further generic boot commands and /sbin/rc default to enter in the default runlevel, executing the usual services scripts in /etc/init.d/.

	SUSE
	/etc/init.d/boot First script launched by init, it sources and handles what follows
/etc/init.d/boot.* Various boot files for different purposes that are executed according to the logic of S/K symlinks in the /etc/init.d/boot.d/ directory
/etc/init.d/boot.local Last file, before entering in the rc phase, reserved for user's custom boot commands
/etc/init.d/* The single services startup scripts launched according to selected runlevel (/etc/init.d/rc#.d/ rc symlinks)


La distribuzione dei pacchetti tramite rpm (RedHat, Mandrake, SuSe) e tramite compilazione (tutte le distribuzioni)

Montare CDROM e Penne USB

mount /dev/cdrom /mnt/cdrom (monta il cd)

eject (smonta ed estrae il cd)

umount /mnt/cdrom

Montare un cdrom SCSI: mount –t iso9660 /dev/sr0 /mnt/cdrom

Montare una memory pen USB: mount /dev/sda /mnt/usbkey

Le principali opzioni del commando RPM

rpm -qa | grep ethere (cerca il pacchetto ethereal nei pacchetti installati)

rpm -e tcpdump (disinstalla tcpdump, tcp dump è nel disco 1)

rpm -iv tcpdump.6-3xxx.rpm (nome completo per installare)

rpm -qi tcpdump (mostra informazioni sul pacchetto)

rpm -ql tcpdump (mostra tutti i file installati dal pacchetto)

ldd tcpdump (mostra la lista delle shared libraries usate da tcpdump)

service gpm stop (per fermare il servizio mouse in modalità  testo)

rpm -q kernel (interroga il pacchetto kernel)

rpm -qf /usr/sbin/tcpdump (quale pacchetto ha installato il file tcpdump ?)

rpm -qip aaa.rpm (info su di un pacchetto non ancora installato)

rpm -V setup (mostra i file cambiati dall'installazione)

Configurazione del server FTP sotto XINETD

vsftpd è caricato da xinetd (Internet services super server, invece di far partire molti servizi e di conseguenza processi e tenerli dormienti in attesa delle richieste, parte solo xinetd che si occupa di stare in listen su tutte le porte dei sottoprocessi configurati e di farli partire per il solo tempo necessario al soddisfacimento della richiesta; miglior utilizzo di risorse e gestione centralizzata da xinetd di log e sicurezza).
Un ottimo server FTP è vsftpd (very secure ftp daemon), oppure in alternativa ProFTP.
Per attivare ftp tramite XINETD in /etc/xinetd.d/ attivare il servizio vsftp.
Per compilare il pacchetto elm da tarball (sorgenti) 

(oppure tar xzvf)

gunzip aaa.tar.gz

tar xvf aaa.tar

./Configure

make

make install

(utilizzare il programma elm: send mail da root a utente e verificare ricezione)

whereis elm (cerca nella man page e nel path l'eseguibile)

far trasferire il file via ftp da uno dei server

Configurazione della rete

(Per uscire su Internet “route add default gw 192.168.0.21”, ovvero viene impostato l’ip del router che agisce da default gateway per uscire dalla LAN);
per rendere persistente il default gateway:

cd /etc/sysconfig/

vi network e aggiungere GATEWAY=192.168.0.21 (default gateway) per renderlo persistente (Mandrake e Mandriva)

(Per settare il DNS primario editare il file /etc/resolv.conf ed aggiugere l’indirizzo ip di un DNS server in questo modo:nameserver <ip>)

Aggiungere un default gateway su SCO UNIX

Route add 0.0.0.0 <indirizzo ip del gateway>

Per vedere la tabella di routing su di una macchina SCO UNIX: netstat –r

(per renderlo persistente configurare il file /etc/default/tcp)

Gestione dei pacchetti su Slackware

I pacchetti di installazione per Slackware si riconoscono dall’estensione .tgz; il sistema elenca i pacchetti installati sotto forma di file di testo contenuti nella directory /var/log/packages.

Per installare/disinstallare i pacchetti si utilizzano i comandi installpkg e removepkg.

Gestione dei pacchetti nelle varie distribuzioni

	Distro
	Package Type
	Command Line
	Management and Update Tools
	Graphical (X) Frontends
	Extra Packages Sites

	Debian
	DEB
	dpkg
	apt-get
dselect
aptitude
	synaptic
	http://mentors.debian.net
http://www.apt-get.org/
http://www.backports.org/

	RedHat
	RPM
	rpm
	up2date
yum
apt-get
autorpm
	redhat-config-packages
GnoRPM
	http://www.freshrpms.net/
http://dag.wieers.com/apt/
http://www.fedoralegacy.org

	SlackWare
	TGZ
	installpkg
	pkgtool
swaret
slackupdate
slaptget
	SlackMan
xpkgtool
	http://www.linuxpackages.net/
http://slackpacks.tchelinux.com.br/
http://slackpack.tripleg.net.au/

	Mandrake
	RPM
	rpm
	Urpmi
	drakrpm
	

	Gentoo
	Ebuild
	emerge
	Portage
	kportage
	http://packages.gentoo.org/
http://www.breakmygentoo.net/
http://gentoo.datacore.ch

	SUSE
	RPM
	rpm
	Yast2
	Yast2
	http://guru.unixtech.be/
http://www.usr-local-bin.org/
http://packman.links2linux.org/


La configurazione di URPMI su Mandrake (http://easyurpmi.zarb.org/)
urpmi.addmedia --update updates ftp://bo.mirror.garr.it/mirrors/Mandrake/official/updates/10.1/main_updates with media_info/hdlist.cz
urpmi.addmedia main ftp://bo.mirror.garr.it/mirrors/Mandrake/official/10.1/i586/media/main with media_info/hdlist.cz 
urpmi.addmedia contrib ftp://bo.mirror.garr.it/mirrors/Mandrake/official/10.1/i586/media/contrib with media_info/hdlist.cz
Utilizzo di Swaret su Slackware (http://www.swaret.org/)

1. Scaricare il pacchetto di installazione in formato tgz di Swaret

2. Installare Swaret con installpkg <swaret>.tgz

3. Modificare se necessario il file /etc/swaret.conf contenente le opzioni di configurazione di Swaret.

4. swaret –update (per scaricare la lista dei pacchetti disponibili per l’aggiornamento)

5. swaret –upgrade (per iniziare l’aggiornamento dei pacchetti in maniera interattiva)
La gestione dei processi

· ps, top (? Per lista comandi), kill, nice, renice

· ps –ae (mostra tutti i processi attivi)

· pstree: mostra gerarchia dei processi

· grep [Dd]avid lista (cerca in lista David, david]

· find . –name \*.txt –print

· find / -atime +5 –print (files accessed in the last five days)

· find . –user billg –type f –exec mv {} /tmp \;

· kill –l (mostra i segnali), kill 458 (manda il segnale SIGTERM), kill –9 458 (manda il segnale SIGKILL), il segnale SIGHUP dovrebbe far fermare e ripartire il processo che lo riceve.

· Priorità di default di un processo è 0, la priorità va da –20 a +19 ed i numeri più alti hanno meno priorità.

Solo root può assegnare valori negativi di priorità, nice serve per impostare la priorità di un comando alla partenza (nice 10 <comando>), una volta in esecuzione bisogna usare renice (renice priority –p pid).

· Il comando fc serve per recuperare comandi dalla history

· Se si ha uno script eseguibile nella home e questo non è incluso nel path, si deve indicare il pathname completo oppure ./script; è sconsigliabile aggiungere il . (directory corrente) nella variabile path (qualcuno potrebbe ad esempio sostituire il comando ls con uno script dannoso).

·  Per lanciare un comando in background si usa l’ampersand (“&”) (ls &) per mandarlo in background dal foreground si può:

· lanciare un comando (es. una find lunga)

· premere CTRL-Z

· jobs (per prendere il numero di job)

· bj jobnumber (per mandare in background)

· fg jobnumber (lo rimanda in foreground)

· CTRL-C per interrompere definitivamente il job

Il Sistema di avvio Berkeley-Style (Slackware)

Tutti i file di configurazione relativi alla procedura di avvio sono contenuti all’interno della directory /etc/rc.d/.

I vari script di avvio vengono eseguiti se hanno i diritti di esecuzione; e’ sufficiente quindi il comando chmod +/- x <script> per decidere se un certo demone/script deve partire all’avvio del sistema.

Il Bootloader GRUB

GRUB può essere utilizzato per effettuare il boot di Linux e di altri sistemi operativi tra cui Free BSD.

Per installare GRUB su di una macchina Linux:

1. Scaricare, compilare ed installare il pacchetto GRUB ottenibile www.gnu.org/software/grub
2. Creare la directory /boot/grub e copiare i file stage1, stage2,*stage1_5 dalla directory di installazione di grub (solitamente /usr/local/share/grub).

3. Preparare il file di scelta dei vari sistemi operativi, menu.lst e copiarlo in /boot/grub.

4. Preparare un dischetto di boot del grub con i seguenti comandi:

# cd /usr/share/grub/i386-pc
     
# dd if=stage1 of=/dev/fd0 bs=512 count=1
     
1+0 records in

     
1+0 records out

     
# dd if=stage2 of=/dev/fd0 bs=512 seek=1
     
153+1 records in

     
153+1 records out

5. Effettuare il boot con il dischetto; al termine della procedura di boot dovrebbe essere attiva la shell di grub.

6. Per installare grub nell’mbr del primo disco utilizzare setup (hd0) dopo aver impostato la root device di grub alla partizione che contiene la directory /boot/grub tramite il comando root (hd0,5) (in questo caso la root di grub viene cercata su /dev/hda6).

7. A questo punto grub dovrebbe essere correttamente installato nell’MBR del primo disco IDE e al momento del boot dovrebbe presentare il menu di scelte definito dal file menu.lst.

# Boot di Windows dal prompt di GRUB

      root        (hd0,0)

      makeactive

      chainloader +1

boot

# Boot di Linux dal prompt di GRUB

      root        (hd0,5)

      kernel /boot/vmlinuz


boot

Per ripristinare un installazione di GRUB sovrascritta ad esempio da una reinstallazione di Windows che ha sovrascritto l’MBR:

0. far partire il sistema da una distribuzione live (es. Knoppix)
1. mount /dev/hda5 /mnt (il root filesystem)

2. grub-install --root-directory=/mnt/boot hda
Linux Filesystem Hierarchy Standard

Per un’analisi del progetto di standardizzazione relativo all’organizazione del file system per un sistema UNIX (parte del progetto Linux Standard Base) fare riferimento a:

http://www.pathname.com/fhs/pub/fhs-2.3.html
Comandi utili per il trasferimento e lo scaricamento di file

Utilizzando la secure copy di SSH

scp david@157.161.177.130:vacation_message.php .
(copia il file vacation_message.php dalla home dell’utente <david> sulla macchina linux 157.161.177.130 nella directory corrente)

Utilizzando il comando WGET

wget http://mesh.dl.sourceforge.net/sourceforge/phpldapadmin/phpldapadmin-0.9.7.2.tar.gz
(Scarica l’archivio dal sito web mesh.dl.sourceforge.net utilizzando il protocollo http)
Modulo 5: Utilizzo in maniera approfondita della shell e dei comandi di Linux (Parte seconda); configurazione dei file system

La shell Bash; variabili di ambiente, personalizzazione, comandi, history ecc.

Cat /proc/version (per identificare la distribuzione di Linux corrente)

Uname –a (informazioni complete su macchina e kernel)

· La variabile di ambiente SHELL contiene la shell corrente (echo $SHELL).

· Per settare una variabile di ambiente in BASH, VAR=valore; senza il comando export il valore rimane visibile solo all’interno della shell corrente (echo $VAR).

· Se digitiamo VAR=valore; export VAR e lanciamo una nuova /bin/bash ci accorgiamo che con echo $VAR il valore persiste anche nelle shell figlie di quella dove abbiamo settato inizialmente la variabile.

· Introduzione alla shell; le variabili di ambiente (.bash_profile, PS1=”\h:\w>”, il comando export).

· Ad esempio posso usare nella variabile d’ambiente PS1 = $USER \h \w per stampare nel prompt lo username, il nome host e la directory corrente.

· ~ è il simbolo della home directory di un utente: cd ~david equivale a cd /home/david.

· File di inizializzazione shell utente /home/david/.profile, /home/david/.bash_profile, /home/david/.bash_login, le inizializzazioni per tutti gli utenti si trovano in /etc/profile.

· In /home/david/.bashrc in genere si trovano le definizioni degli alias per i comandi: alias rm ‘rm –i’, alias mv ‘mv –i’ , per evitare esiti catastrofici di comandi rm dati con leggerezza.

· /home/david/.bash_history contiene la history dei comandi controllata dalla variabile di ambiente HISTSIZE=1000 per il numero dei comandi da inserire nella history.

· /home/david/.bash_logout contiene i comandi da eseguire al momento del logout (ad esempio clear per cancellare i comandi rimasti a video).

· I comandi shell vengono separati dal ; mentre quelli che continuano su più righe sono separati da un ‘\’.

· I comandi racchiusi tra ` (ALT-96 o apice retroverso) vengono prima risolti dalla shell e poi passati come argomento al comando: es. ls `pwd` mostra i file nella dir corrente in quanto prima viene eseguito il comando pwd, e l’output viene poi passato al comando ls.

Lo script .bashrc viene eseguito quando parte una sottoshell all'interno di una shell (es. comando “su utente”); al momento del login viene eseguito .bash_profile.

Se esiste .bash_profile non viene cercato .profile e viene eseguito .bash_profile (questo vale per la shell BASH).

mkdir -p /home/david/documenti/linux (crea tutta la struttura delle dir)

Esercizio: personalizzare il prompt della shell e aggiungere “/usr/games/fortune” al momento del login di ogni utente.

Comandi shell avanzati (sed, awk, filtri, pipe, sort, tee, 2>&1, ecc.)

· Esistono 3 stream di default (stdin, stdout, stderr; ogni programma linux in esecuzione in condizioni normali ha a disposizione questi 3 flussi).

· redirezione input: esempio (dato un file lista): sort <lista  >listaordinata

· sort +1 (ordina sul secondo campo)

· append (sort <lista >>archivio)

· redirezione stderr (esempio sort <file inesistente> >& fileoutput); in questo modo si redirige sia lo stdout che stderr in fileoutput.

· per redirigere solo stderr (sort fileinesistente 2> fileoutput); difatti lo stdout in questo modo va al canale di default, ovvero il video.

· La pipe serve per connettere l’output di un comando con l’input di un altro per formare comandi complessi tramite l’utilizzo in cascata di comandi elementari (sort +1 lista | nl, per ottenere una lista ordinata e numerata).

· Cat /etc/passwd | wc –l (conta le righe di /etc/passwd).

· Pipes e redirezioni possono essere combinati insieme: who | wc –l > utenti.log.

· Il comando tee copia lo stdin in stdout ed in più scrive dentro un file dato come argomento (utile per mandare dati in pipe e salvarne anche una copia) (es. who | tee utenti | wc –l, conta gli utenti ed in più scrive la lista degli utenti nel file utenti).

· 2>&1 (redirige lo stderr nello stesso canale dell’stdout, es: wc –l fileinesistente >conteggio 2>&1; in questo modo l’errore finisce nel file di output insieme all’output).

· es. wc lista 2>&1 | tee conteggio | nl (l’output del comando wc finisce in conteggio insieme all’eventuale stderr e poi viene trasmesso in pipe come input per il comando nl: (quindi se wc fileinesistente 2>&1 | tee conteggio | nl, in conteggio trovo l’errore generato da wc che poi viene mandato in input (l’errore) al comando nl.

· find . –name README –print | xargs more (fornisce in input al comando more un risultato alla volta proveniente dalla find, ovvero permette di leggere un solo file alla volta).

· Esercizio: Trovare tutti i file in una directory che siano più nuovi di un certo file e copiarli in un’altra directory (confrontare la soluzione Windows tramite explorer e quella Linux da riga di comando):

find /tmp/source/ -name ‘*.mp3’ –newer lista.txt –exec cp {}/tmp/dest \;

· Esercizio: comando per stampare solo il numero dei processi in esecuzione dal più grande al più piccolo:

(Soluzione 1)

ps -ax | awk '{ print $1 }' | grep -v PID | sort –nr

(Soluzione 2)

ps -ax | cut –c 1-5 | grep -v PID | sort –nr

Il comando sed (stream editor) può essere utilizzato per fare operazioni globali su di un file (sostituzioni, cancellazioni selettive ecc.)

cat lista | sed ‘s/David/Davide/’

(AWK: linguaggio per la manipolazione di pattern, predecessore del PERL insieme a SED (editor di flusso)).

· tr ‘A-Z’ ‘a-z’ <lista (traduce le maiuscole in minuscole).

· head, tail (tail –f /var/log/messages, per osservare in tempo reale le modifiche al log di sistema).

· cat lista, tac lista.

· grep “^D” lista (tutte le righe che iniziano con D maiuscola)

· grep “e$” lista (tutte le righe che terminano in e)

· Esempi di pattern per grep (pagina 189)

· 1,$s/find/replace/g (comando di sostituzione globale in VI)

· Copia di blocchi in VI: marcare inizio blocco (ma), fine blocco (y’a), copia (p).

· Cancellazione di 3 righe (3dd), copia di 3 righe (3yy), trova (/), (n) occorrenza successiva.

· (u): undo, (.) ripete l’ultimo comando eseguito.

· Per copiare blocchi tra due file in VI: vi primo secondo; nel primo marcare un blocco con (ma, y’a), spostarsi nel secondo con (ESC:n oppure con ESC:e#) ed incollare con p; posso avere più blocchi memorizzati utilizzando mb, y’b ecc.

Esercizio:

Visualizzare la lista dei servizi dal file /etc/services, togliendo le righe che iniziano con il cancelletto e mettendo in ordine alfabetico i servizi e stampando solo servizio e porta separati da un tab.

cat /etc/services | grep -v "\#" | awk '{ print $1 "\t" $2 }' | sort | more

Versione 2 (visualizza solo servizio <TAB> porta in ordine ascendente ed eliminando ogni altra informazione ed espandendo il tab a 20 caratteri per ragioni di formattazione; con intestazione)

echo –e “Servizio\tPorta”

cat /etc/services | awk '{ if ($1 != "") print $1 "\t" $2 }' | grep -v "^#" | sort +1 -ng | expand -t 20 | sed 's/\/...//'

Esercizio (filesystem, fstab, fsck): creazione di una nuova partizione

Per creare un nuovo filesystem associato ad una nuova partizione su disco già pieno:

1. Partire in single user mode

2. umount /dev/hda7 (file system di / che deve essere ridimensionato)

3. e2fsck /dev/hda7 (prima della resize)

4. parted /dev/hda (utilizzare resize con numero di minor - print ed effettuare il resize della partizione)

5. reboot macchina

6. sempre in single user mode usare fdisk e creare una nuova partizione logica (/dev/hda9 - n - l -w) utilizzando lo spazio liberato

7. reboot macchina

8. mke2fs /dev/hda9 (crea un nuovo filesystem ext2 sulla partizione logica nuova)

9. e2fsck /dev/hda9 oppure fsck.ext2 /dev/hda9
10. vi /etc/fstab e aggiungere

/dev/hda9 /nuovo ext2 defaults 1 2

11. creare il mount point /nuovo

12. provare con mount /nuovo e df -k o df -h

13. controllare /etc/mtab

14. fare il reboot e controllare che il nuovo filesystem sia stato montato

· Quota, filesystem (fstab, mtab)

· Link simbolici ed hard links (accennare agli inode, il comando ln per creare link, ln –s crea un link simbolico).
Modulo 6: La programmazione della shell BASH; creazione di una partizione di swap; la gestione delle “quote” di disco

· Creazione e attivazione di un filesystem di swap (esercitazione)
· Creare una nuova partizione logica con spazio sufficiente per ospitare l’area di swap (es. /dev/hda8 di 512Mbyte con 256MB di RAM).

· Memorizzare la partition table da fdisk o cfdisk e riavviare la macchina.

· Creare il filesystem di swap con mkswap –c /dev/hda8.
· Attivare la partizione di swap con swapon /dev/hda8 per verificare che la partizione sia stata creata e formattata in maniera corretta.

· Modificare /etc/fstab per essere sicuri che l’area di swap venga montata sulla partizione swap corretta (/dev/hda8):

/dev/hda8
swap
swap
defaults
0 0

· Swapon viene eseguito all’avvio dentro rc.sysinit (System V).

· Fare il reboot della macchina e verificare che i messaggi di avvio non contengano errori relativi alla partizione di swap.

· Swapon –s (informazioni relative alla partizione di swap).

· Verificare con parted o cfdisk che la partizione /dev/hda8 sia di tipo Linux swap.

· Modificare /etc/fsab per montare /home sulla nuova partizione logica /dev/hda9 creata dal precedente ridimensionamento di / (ATTENZIONE: tutti i dati in /home non sono piu’ accessibili tramite questa operazione, o meglio la nuova partizione viene montata sulla vecchia versione di /home che era montata in precedenza sul filesystem di root; per accedervi smontare la nuova partizione).

La gestione e l’impostazione delle quote di utilizzo del disco (esercitazione)
Come prerequisito e’ necessario controllare se nel kernel e’ attivata l’opzione per la gestione delle quote di spazio su disco nel menu’ File System.
1. Creare una nuova partizione su di un disco esistente o su di un nuovo disco (es. /dev/hdb1).

2. Utilizzare cfdisk o fdisk per impostare filesystem type = linux (83).

3. Creare un filesystem ext3 sulla nuova partizione con: mkfs –t ext3 –L quotafs –cv /dev/hdb1
4. Per controllare il superblock della nuova partizione utilizzare: tune2fs –l /dev/hdb1
5. Montare il filesystem /home sulla nuova partizione modificando /etc/fstab ed utilizzando come opzioni defaults,usrquota su /home (filesystem su cui vogliamo attivare la gestione della quota).

6. Creare i file che conterranno le informazioni relative alle quote nel nuovo filesystem con: touch /home/aquota.user 
7. touch /home/aquota.group
8. chmod 600 /home/aquota.user /home/aquota.group
9. quotacheck –avug per inizializzare i database appena creati

10. quotaon –a (attiva la gestione quota sui filesystem definiti in /etc/fstab)

11. edquota -u david (imposta la quota di spazio ammessa per l'utente david)

12. Ogni utente puo’ controllare la propria situazione relativa allo spazio su disco tramite il comand quota
(attenzione, l'attivazione del controllo delle quote andrebbe attivato su di un file system appena creato)
Per verificare il funzionamento provare a mettere un limite di 100 su soft e 200 su hard (espressi in block, equivalgono ai kbyte) e provare a scrivere un file come utente david; è da notare che se si oltrepassa il limite soft si riceve uno warning e se si oltrepassa il limite hard non si riesce piu' a scrivere oltre il limite; si possono mettere limiti sul numero di file oltre che sulla dimensione (numero di inode).

con edquota -t si edita il "grace time" oltre il quale anche le violazioni soft vengono punite e non si è più in grado di scrivere sulla partizione anche se siamo sopra il “soft limit”.

Per controllare lo stato di un filesystem con quota:

quotaoff /home

quotacheck -avug

quotaon /home

Per permettere la scrittura anche in presenza del sistema di quota attivato:
quotaoff /home

scrittura

quotaon /home

quota visualizza lo stato attuale della propria quota.
La migrazione di un filesystem su di un nuovo disco (esercitazione)

Lo scopo dell’esercizio e’ quello di simulare lo spostamento di una cartella come /var su di un nuovo disco rigido o su di una nuova partizione.

1. Creare una nuova partizione su di un disco esistente o su di un nuovo disco (es. /dev/hdb1).

2. Creare un filesystem ext3 sulla nuova partizione tramite il comando mkfs –t ext3 –L newpart –cv /dev/hdb1
3. Montare manualmente la nuova partizione sotto /mnt.

4. Copiare tutto contenuto della directory /var attuale nella nuova partizione con il comando cp –pR /var/* .
5. Rinominare la vecchia directory /var in /var.old

6. Modificare il file /etc/fstab in modo da montare in maniera permanente /var sulla nuova partizione.

7. Far ripartire il computer e controllare tramite il comando df –k che /var/ sia montata sul nuovo filesystem.

8. A questo punto e’ possibile cancellare la vecchia /var.old per liberare spazio nel filesystem di root.

Programmazione bash

· echo –e “ciao\tdavid” (il comando echo interpreta le sequenze di escape)

$ vi sayH
#
#Script to read your name from key-board
#
echo "Your first name please:"
read fname
echo "Hello $fname, Lets be friend!"
	Mathematical Operator in  Shell Script 
	Meaning
	Normal Arithmetical/ Mathematical Statements
	But in Shell

	 
	 
	 
	For test statement with if command
	For [ expr ] statement with if command

	-eq
	Is equal to
	5 == 6
	if test 5 -eq 6
	if [ 5 -eq 6 ]

	-ne
	Is not equal to
	5 != 6
	if test 5 -ne 6
	if [ 5 -ne 6 ]

	-lt
	is less than
	5 < 6
	if test 5 -lt 6
	if [ 5 -lt 6 ]

	-le
	is less than or equal to
	5 <= 6
	if test 5 -le 6
	if [ 5 -le 6 ]

	-gt
	is greater than
	5 > 6
	if test 5 -gt 6
	if [ 5 -gt 6 ]

	-ge
	is greater than or equal to
	5 >= 6
	if test 5 -ge 6
	if [ 5 -ge 6 ]


NOTE: == is equal, != is not equal.

For string Comparisons use

	Operator
	Meaning

	string1 = string2
	string1 is equal to string2

	string1 != string2
	string1 is NOT equal to string2

	string1
	string1 is NOT NULL or not defined 

	-n string1
	string1 is NOT NULL and does exist

	-z string1
	string1 is NULL and does exist


Shell also test for file and directory types

	Test
	Meaning

	-s file   
	Non empty file

	-f file   
	Is File exist or normal file and not a directory 

	-d dir    
	Is Directory exist and not a file

	-w file  
	Is writeable file

	-r file   
	Is read-only file

	-x file   
	Is file is executable


Logical Operators

Logical operators are used to combine two or more condition at a time
	Operator           
	Meaning 

	! expression
	Logical NOT

	expression1  -a  expression2
	Logical AND

	expression1  -o  expression2
	Logical OR


#!/bin/sh

X=0

while [ -n "$X" ]

do

  echo "Enter some text (RETURN to quit)"

  read X

  if [ -n "$X" ]; then

    echo "Hai digitato: $X"

  fi

done

#!/bin/sh

echo "I was called with $# parameters" (numero di parametri)

echo "My name is $0" (nome del programma stesso)

echo "My first parameter is $1"

echo "My second parameter is $2"

echo "All parameters are $@" (lista di tutti I parametri)

(Test output di un comando tramite $?, 0 esito OK)

#!/bin/sh

/usr/local/bin/my-command

if [ "$?" -ne "0" ]; then

  echo "Errore nel comando"

fi

(per ogni utente in passwd stampa il nome utente ed il nome completo)

for a in `cat /etc/passwd | cut -d: -f1`

do


MYNAME=`grep "$a:" /etc/passwd | cut -d: -f5`


echo -e $a "\t" $MYNAME | expand -t15

done

(per ogni directory in  input stampa occupazione in Kbyte oppure il msg “Dir inesistente”)

#!/bin/sh

if [ $# -eq 1 ]; then

  echo "Usage: space.sh <dir> …"

fi

for a

do


echo –ne “La dir $a occupa `du –sk $a | awk ‘{ print $1 }’` bytes \n”

done 

Esercitazione(1):

Scrivere uno shell script interattivo per l’aggiunta di utenti con nome, nome completo, commenti; continuare l’inserimento di utenti fino a che non viene selezionato q.

Useradd –c “Umberto Pone” umberto

Passwd umberto umberto

(Per far prendere la password in input a passwd in maniera non interattiva)

cat pino | passwd pino --stdin

(ciclo da 1 a 10 con Bash)

#!/bin/sh

counter=1

while [ $counter -le 10 ]

do


echo $counter


counter=`expr $counter + 1`

done

Script generico con gestione dell’exit code e l’interpretazione dei parametri –x e dei file su cui operare; mostra inoltre come funziona basename e trap.

#!/bin/bash

# tellspace - visualizza spazio su disco di una serie di file

# usage: tellspace [opzioni] file [...files]

stat=1 #codice uscita di default

trap 'exit $stat' 0

trap 'echo "`basename $0`: Sono stato interrotto..." 1>&2' 9 15

files= switches=

for arg

do


case "$arg" in


-*) switches="$switches $arg";;


*)  files="$files $arg";;


esac

done

case "$files" in


"") echo "Usage `basename $0` [opzioni] [file]" 1>&2 ;;


*)  for file in $files


    do du $switches "$file"


    done


    stat=0


    ;;

esac

Modulo 7: La ricompilazione del Kernel; la gestione dei log di sistema; il demone cron

Ricompilazione kernel

Kernel re-compile is required in order to make the kernel very lean and which will result in FASTER operating system . It is also required to support any new devices.

uname –a per verificare la versione del kernel attualmente installata (es. 2.4.18-14)

I kernel source stanno nel cd 2 della distribuzione RedHat 8.0 oppure possono essere scaricati da www.kernel.org (i cosiddetti “vanilla” kernel, direttamente dal team di sviluppo e quindi privi di ogni personalizzazione).

Le versioni 2.1 , 2.3, 2.5 sono di sviluppo le 2.2, 2.4, 2.6 sono di produzione.

Kernel patches have filenames such as patch-2.2.6.bz2. In this example, it's the patch to upgrade from 2.2.5 to 2.2.6. You should download patches into the /usr/src/linux/ directory. Depending on what compression format you downloaded the patch in, you uncompress it differently. For bzip2, the compression format this patch uses, you use the commandline bzcat patch-2.2.6.bz2 | patch -p1. If you downloaded it in a gzipped format, you would type zcat patch-2.2.6.gz | patch -p1.

Prima di ricompilare controllare le dipendenze dei pacchetti necessari per la compilazione:

Current Minimal Requirements

****************************

Upgrade to at *least* these software revisions before thinking you've

encountered a bug!  If you're unsure what version you're currently

running, the suggested command should tell you.

- Kernel modules         2.1.121              ; insmod -V

- Gnu C                  2.7.2.3              ; gcc --version

- Binutils               2.8.1.0.23           ; ld -v

- Linux libc5 C Library  5.4.46               ; ls -l /lib/libc.so.*

- Linux libc6 C Library  2.0.7pre6            ; ls -l /lib/libc.so.*

- Dynamic Linker (ld.so) 1.9.9                ; ldd --version or ldd -v

- Linux C++ Library      2.7.2.8              ; ls -l /usr/lib/libg++.so.*

- Procps                 1.2.9                ; ps --version

· /usr/src/linux è un soft link che punta ai sorgenti, necessario per l’operazione di ricompilazione (per ragioni di spazio questi possono essere ricompilati in un’altro file sytem o directory).

· I sorgenti del kernel da ricompilare solitamente devono essere posizionati in /usr/src/linux.

· make clean e make mrproper (per pulire risultati intermedi di compilazione e per avere una situazione di partenza pulita).

· make config (configurazione del kernel solo testo), make menuconfig (configurazione testo ma con menu), make xconfig (configurazione kernel in ambiente X).

· Fare attenzione (da make menuconfig a selezionare il corretto tipo di CPU, attivare SMP e disabilitare il supporto per i portatili se non utilizzato) -> Processor type and feature.

· Ad esempio disabilitare il supporto per SCSI, PCMCIA, BlueTooth, ISDN, RAID, HotPlug, Firewire se non si dispone di tali dispositivi e non si prevede di averne in futuro (un kernel con meno parti inutili è un kernel più piccolo che usa meno memoria ed è più veloce ed efficiente).

· vmlinuz in /boot punta all’immagine compressa del kernel che poi verrà espansa (vmlinux-2.4.18-14) ed utilizzata per avviare il kernel (1141245 la dimensione per il kernel compresso e 3201477 la dimensione per il kernel non compresso; questo per valutare quanto la rimozione di alcuni moduli possa ridurre la dimensione del kernel una volta ricompilato).

· Loadable module support va attivato se si vuole avere la possibilità di aggiungere o togliere moduli al kernel a runtime (a seconda della necessità); I tool per farlo sono insmod e rmmod.
· Make dep (crea il makefile)

· Una volta generato il makefile è necessario cambiare in /usr/src/linux2-4/Makefile il valore di EXTRAVERSION (EXTRAVERSION = -14MioKernel05052003) in modo da riconoscere il nuovo kernel compilato da quello originale).

· Make bzImage (la compilazione vera e propria; può essere un ideale candidato per essere lanciata in background con nohup make bzImage &).

· Make modules e make modules_install (chiaramente se abbiamo attivato il supporto per il kernel modulare).

· E’ consigliabile avviare la compilazione del kernel vero e proprio e dei moduli in maniera parallela per risparmiare tempo (make modules 1>modules.out 2>modules.err &).

· Una volta compilato il kernel compresso si trova in /usr/src/linux2-4/arch/i386/boot/bzImage (confrontare la dimensione del nuovo kernel compresso rispetto alla precedente).

· mkinitrd /boot/initrd-2.4.18-14Custom.img 2.4.18-14MioKernel05052003 (serve per creare il file .img da utilizzare all’avvio) in /lib/modules.

· Cp bzImage /boot/bzImage.MioKernel.05052003 (Per lasciare intatto il kernel corrente) e cp /usr/src/.config /boot/config-2.4.18-14-05052003 per ragioni di documentazione.

· Copiare la System.map da /usr/src/linux-2.4.20/System.map in /boot ed assegnare un nuovo nome (ad esempio System.map-2.4.20) e cambiare il symlink (ln –s System.map-2.4.20 System.map).

· Modificare il file di configurazione di grub in /boot/grub e aggiungere una nuova entry per identificare l’immagine del kernel appena creata; attenzione ad indicare correttamente il nome della nuova immagine creata ed il nome corretto del file .img per initrd.

· Verificare che il nuovo kernel effettui correttamente il boot e che uname –a riporti la extraversione modificata nel Makefile.

· Se qualcosa non funziona ed il sistema non effettua più il boot è necessario partire dal disco 1 della Red Hat 8.0 e selezionare linux rescue all’avvio selezionando l’opzione Rescue; il sistema viene montato sotto /mnt/sysimage ed è possibile effettuare le operazioni di ripristino e poi ritentare il boot (con Mandrake le operazioni sono analoghe).

· Per ragioni di sicurezza eventualmente alla fine si può decidere di rimantare /boot in modalità readonly aggiungendo ro in /etc/inittab.

Domande: che cosa è il kernel ? The Unix kernel acts as a mediator for your programs and your hardware. First, it does (or arranges for) the memory management for all of the running programs (processes), and makes sure that they all get a fair (or unfair, if you please) share of the processor's cycles. In addition, it provides a nice, fairly portable interface for programs to talk to your hardware. 

· Come mai si utilizza bzImage, mentre il kernel di default si chiama vmlinuz ? bzImage è uno dei target della compilazione, rappresenta l’immagine compressa del kernel; vmlinux è il kernel non compresso, il boot non va effettuato con questo ma con un’immagine compressa come bzImage.

A cosa serve il file .img di initrd ?

The initrd is the "initial ramdisk". It is enough files stored in a ramdisk to store needed drivers . You need the drivers so that the kernel can mount / and kick off init. You can avoid this file 'initrd.img' and eliminate the need of 'initrd.img', if you build your scsi drivers right into the kernel, instead of into modules. (Many persons recommend this). 

Consider a system with zero IDE disks and one SCSI disk containing a LINUX installation. There are BIOS interrupts to read the SCSI disk, just as there were for the IDE, so LILO can happily access a kernel image somewhere inside the SCSI partition. However, the kernel is going to be lost without a kernel module [lsqb ]See Chapter 42. The kernel doesn't support every possible kind of hardware out there all by itself. It is actually divided into a main part (the kernel image discussed in this chapter) and hundreds of modules (loadable parts that reside in /lib/modules/) that support the many type of SCSI, network, sound etc., peripheral devices.] that understands the particular SCSI driver. So although the kernel can load and execute, it won't be able to mount its root file system without loading a SCSI module first. But the module itself resides in the root file system in /lib/modules/. This is a tricky situation to solve and is done in one of two ways: either (a) using a kernel with preenabled SCSI support or (b) using what is known as an initrd preliminary root file system image. 

The first method is what I recommend. It's a straightforward (though time-consuming) procedure to create a kernel with SCSI support for your SCSI card built-in (and not in a separate module). Built-in SCSI and network drivers will also autodetect cards most of the time, allowing immediate access to the device--they will work without being given any options [lsqb ]Discussed in Chapter 42.] and, most importantly, without your having to read up on how to configure them. This setup is known as compiled-in support for a hardware driver (as opposed to module support for the driver). The resulting kernel image will be larger by an amount equal to the size of module. Chapter 42 discusses such kernel compiles. 

The second method is faster but trickier. LINUX supports what is known as an initrd image ( initial rAM disk image). This is a small, +1.5 megabyte file system that is loaded by LILO and mounted by the kernel instead of the real file system. The kernel mounts this file system as a RAM disk, executes the file /linuxrc, and then only mounts the real file system. 
Come funziona il meccanismo dei moduli ?

kmod, kernel module loader; i moduli vengono caricati a runtime al momento in cui la funzionalità offerta dal modulo è richiesta, se il kernel è configurato per farlo (vedere in make menuconfig -> loadable module support -> kernel module loader); kmod utilizza modprobe per caricare / scaricare in maniera intelligente i moduli.

Anche per poter scaricare i moduli dal kernel è necessario attivare la rispettiva opzione durante la compilazione del kernel.

· Uname –release serve per capire la versione del kernel e quindi anche il nome della directory da cui verranno prelevati i moduli sotto /lib/modules.

· Se si hanno più kernel compilati e utilizzati sulla stessa macchina modprobe è in grado di capire dalla versione del kernel quali moduli andare a caricare dalla corretta directory in /lib/modules.

· If the kernel fails to load a module (say loadable module for network card or other devices), then you may want to try to build the driver for device right into the kernel. Sometimes loadable module will NOT work and the driver needs to be built right inside the kernel. For example - some network cards do not support loadable module feature - you MUST build the driver of the network card right into linux kernel. Hence, in 'make xconfig' you MUST not select loadable module for this device.

· Esercitazione: aggiornare il kernel all’ultima versione stabile disponibile scaricando i sorgenti da www.kernel.org (al momento dell’ultima revisione di questo documento la 2.4.28 e la 2.6.8).

 Loadable modules are pieces of kernel code which are not linked (included) directly in the kernel. One compiles them separately, and can insert and remove them into the running kernel at almost any time. Due to its flexibility, this is now the preferred way to code certain kernel features. Many popular device drivers, such as the PCMCIA drivers and the QIC-80/40 tape driver, are loadable modules.

Su www.kernel.org si può trovare l’ultima versione del kernel da poter compilare (2.4.28 per la 2.4); I sorgenti possono essere scaricati in maniera completa oppure se esiste, sotto forma di patch da versione X a versione Y; le patch si applicano ai sorgenti e POI si recompila il kernel. (vedi comando patch).

gestione dei log

· il demone responsabile della gestione dei log è syslogd (può essere controllato /etc/rc.d/init.d/syslog start|stop.

· Cosa viene loggato ed in che modo è controllato in /etc/syslog.conf

# Log all kernel messages to the console.

# Logging much else clutters up the screen.

#kern.*                                                 /dev/console

(é commentato quindi i messaggi del kernel vanno nel file messages)

# Log anything (except mail) of level info or higher.

# Don't log private authentication messages!

*.info;mail.none;authpriv.none;cron.none                /var/log/messages

(tutti i messaggi di tipo info vanno in /var/log/messages tranne mail, authpriv e cron)

# The authpriv file has restricted access.

authpriv.*                                              /var/log/secure

(Log per authpriv; contiene tutti le login fatte ad ftp, ssh, telnet ecc.)

# Log all the mail messages in one place.

mail.*                                                  /var/log/maillog

(Log per la posta)

# Log cron stuff

cron.*                                                  /var/log/cron

# Everybody gets emergency messages

*.emerg                                                 *

# Save news errors of level crit and higher in a special file.

uucp,news.crit                                          /var/log/spooler

# Save boot messages also to boot.log

local7.*                                                /var/log/boot.log

· /var/log/wtmp contiene i vari login effettuati con il tempo di durata (viene esaminato tramite il comando last).

· /var/log/utmp contiene informazioni sugli utenti correntemente collegati (visibile con who, w).

· /var/log/lastlog contiene informazioni sull’ultima login effettuata da ogni utente (si visualizza con lastlog).

· Il programma che effettua la rotazione dei log è /usr/sbin/logrotate ed è configurato in /etc/logrotate.conf); nella configurazione può essere stabilito quante settimane di log mantenere ed ogni quanto effettuare la rotazione e se comprimere o meno i log.

· rotate count

· Log files are rotated <count>  times  before  being  removed  or mailed to the address specified in a mail directive. If count is 0, old versions are removed rather then rotated.

· Normalmente i log vengono ruotati ogni settimana (comando weekly) e vengono effettuate <count> rotazioni (a seconda del comando rotate) prima di essere distrutti (o copiati da qualche parte o inviati per posta).

· Le impostazioni particolari per ogni tipo di log (ad esempio quello di Apache in /var/log/httpd/*) vengono definite nella directory /etc/logrotate.d con singoli script per ogni demone che decide come gestire i propri log (oltre alle impostazioni valide per tutti i log definite in /etc/logrotate.conf).

Il demone cron

· I job possono essere schedulati con il comando at oppure con il comando crontab tramite l’utilizzo del demone crond; job che devono girare sempre ad intervalli regolari è bene che utilizzino cron.

· At è controllato dal demone atd: /etc/rc.d/init.d/atd start; la sintassi è at 16:50 <invio>, il comando at chiede i comandi da eseguire fino alla sequenza di caratteri CTRL-D; il risultato dell’esecuzione del job dovrebbe essere inviato all’utente sotto forma di mail (/etc/at.allow e /etc/at.deny stabiliscono restrizioni nell’utilizzo del comando at).

· Ogni utente ha una propria crontab; crontab –l visualizza la crontab corrente per l’utente e crontab –e edita la crontab (crontab –r la rimuove).

· 01      17      *       *       *       ls /home/david > /tmp/lista 2>&1 (ad esempio esegue il comando alle 17 e 01 tutti i giorni (il significato dei 5 parametri prima del comando da eseguire e’: minuti, ore, giorno del mese, mese, giorno della settimana; ‘*’ significa tutti).

Modulo 8: L’ambiente X, configurazione dei servizi DNS e DHCP. 

L’ambiente X

· In /etc/sysconfig/desktop e' indicato il desktop manager di default che viene lanciato da startx --> che a sua volta chiama xinit.(RedHat)

· In /etc/X11/xinit esiste il file xinitrc che contiene le informazioni per tutti gli utenti in mancanza di un .xinitrc per ogni utente (xinitrc può essere un link simbolico al corretto script di avvio per l’ambiente grafico che si vuole avviare es. ln –s xinitrc.kde xinitrc).

· xinitrc esegue poi tutti gli script di configurazione che si trovano in /etc/X11/xinit/xinitrc.d.

· In particolare dentro xinitrc.d troviamo xinput il quale controlla /etc/sysconfig/desktop e determina quale desktop manager lanciare (GNOME o KDE).(RedHat)

· XFree86 oppure Xorg sono implementazioni Open Source di un X Window System.

· xdm e' in alternativa a startx -> xinit per avere il login grafico oltre alla partenza dell'ambiente grafico (X display Manager); alla fine di xdm comunque parte il desktop manager scelto.

· configurazione di xdm in /etc/X11/xdm/xdm-config

· gpm: servizio per aggiungere il supporto del mouse alle applicazioni text based

· A runlevel 5 parte XFS (X Font Server) (RedHat)

· Parti del sottosistema grafico:

· X Server: XFree86 - X System release 11

· configurazione in /etc/X11/XF86Config

· Domande: ma come si cambia la risoluzione attuale ?

· la configurazione viene salvata in XF86Config.

· X Server gira sulla macchina dotata di monitor, su che macchina visualizzare l'ambiente grafico X (output) e' controllato dalla variabile d'ambiente DISPLAY.

· In genere sia client che server girano sulla stessa macchina ma e' possibile che un'applicazione giri su di una macchina ed utilizzi il display di un'altra per visualizzare l'output grafico in ambiente X.

· DISPLAY=hostname:displaynumber.screennumber

· hostname e' la macchina a cui il monitor e' fisicamente connesso e su cui gira il server X.

· display e' il numero dello schermo (se una macchina ha piu' schermi collegati ad una stessa tastiera e mouse ).

· in pratica dysplaynumber identifica le varie istanze di X Server se se ne hanno piu' di una che gira sulla stessa macchina.

· screennumber se si hanno piu' schermi su cui si visualizzano finestre diverse (quindi stessa istanza di X server che visualizza su schermi diversi finestre diverse).

· Un'applicazione deve essere autorizzata a connettersi ad un X server per poterne visualizzare l'output (xhost + per autorizzare tutti ad utilizzare il proprio X-server).

· Le font con cui visualizzare i caratteri in ambiente X possono essere reperite da un X font server (xfs).

La storia e l’evoluzione di X-Windows

The X Window System standard was originally developed at the Laboratory for Computer Science at the Massachusetts Institute of Technology,  and all  rights  thereto  were  assigned  to the X Consortium on January 1, 1994.  X Consortium, Inc. closed its doors on December 31,  1996.   All rights  to  the X Window System have been assigned to the Open Software Foundation.

X (or the 'X Window System') is the windowing and graphics environment of choice for Unix systems. Its particular strength (and the key bit that we are interested in for this document) is that it separates the running applications (web browser, word processor, etc) from the actual graphics screen and input devices (mouse, keyboard, etc) via a network communications mechanism.

Essentially, this means that you can be running an application on one machine, but have its input and output redirected to another machine via a network. This is the key feature that makes an X terminal possible. 

Put simply, XDM (the X Display Manager) can be thought of as a graphical replacement for the command line 'login' prompt. In reality, it can actually do much more than that.

Typically, it would be started by the 'root' user (or the system startup scripts) on power up, and would present a user with a graphical login prompt. It will then manage the users X session once they login - i.e. it will initiate the running of their window manager and applications.

This could be considered a typical 'simple local machine login' configuration, as may be found installed by many Linux distributions by default. However, XDM can also manage remote X servers and provide login prompts to remote 'X terminals'. In short, it is not limited to the local machine - it can easily manage other machines connected via a network.

XDM is a very configurable utility and this document will only just 'scratch the surface' of what may be achieved. This document aims to provide enough information to configure your X terminals and application servers to connect to each other. The reader is referred to Section 7 for further information on the topics discussed here.

A note on security: X (in its default configuration) and XDMCP are not particularly secure. I am assuming that you are running X on a 'trusted' network and that security is not an issue. For details of how to tighten up your X connections (and more details about using the networking capabilities of X) please refer to the 'Running Remote X Applications' Howto document, which is also part of the LDP (see Section 7).

What is an X terminal

This term could be used to cover various configurations, but at its simplest, is a machine with a network connection, keyboard, mouse and monitor, configured to run the X Windows System to connect to an application server somewhere on the network.

There are several configurations of 'X terminal' with varying levels of functionality, ranging from completely diskless terminals to full X workstations.

Some Terminology

Before I go any further, I ought to explain the terms I will be using in this document. When talking about X, there is quite a lot of confusion over what is serving facilities to what. This is especially true when you are considering distributed sessions over a network involving X terminals. I will be using the terms described below.

Diskless X terminal

This would be a machine with no local disks, that would perform its boot up from an EPROM (or similar) and utilises a network connection to a server. It would obtain its network configuration, operating system, system configuration and all applications from the server. Once booted however, this would be the same as a 'dumb X terminal' (see below). Typically this configuration would use a combination of the following network protocols in order to boot: BOOTP, DHCP, TFTP, etc. Refer to Section 7 for some references that detail how to build diskless X terminals.

Dumb X terminal

This would be a machine that boots from its local disk into an operating system, and starts the 'X server' program and nothing more. Somehow, a login prompt would be provided on the machine, to enable a user to login to an 'application server' somewhere on the network.

X Workstation

This would be similar to a dumb X terminal, but would provide the option of logging on to the local machine itself, hence would be quite capable of becoming a standalone workstation (i.e. no network connectivity) if required. Most distributions can be configured 'out of the box' as a stand-alone X Workstation, with a graphical login prompt.

Application Server

In the context of this document, I use the term 'application server' to describe a machine that will provide the applications (X clients) that our X terminal will want to run. This can include everything from editors and browsers, through to the actual 'Window Manager' itself.

X Server

This is the program that manages the display of a machine with a physical console (display, keyboard, mouse, etc). It can be thought of as a combined graphics card, keyboard and mouse 'driver'. This will provide these facilities as a service to X clients (hence the term 'server'). Please refer to the X User Howto in Section 7 for more details.

X Client

This is an application that requires the use of an X server to access input (keyboard and mouse) and output (display). An X client cannot produce output without the services of the X server. The X server could be running locally (on the same machine, as is the case with an X workstation) or elsewhere on the network (as is the case with an X terminal connecting to an Application Server).

From the above descriptions, an X Workstation could be thought of as consisting of a dumb X terminal and application server running on the same machine.

This document will be looking at the architecture of the various options listed above and will describe the role that XDM can play in configuring them.

What can XDM do

XDM is responsible for providing the user with a login prompt and initiating their X session. It can manage local sessions (i.e. people logging into an X workstation) or sessions on remote machines, via a connection to an application server, from a diskless or dumb X terminal.

XDM would typically run on an application server, to permit users to logon and run applications from that server.

# Run xdm in runlevel 5

# xdm is now a separate service

x:5:respawn:/etc/X11/prefdm -nodaemon

(Questa riga di inittab fa partire automaticamente xdm a runlevel 5)

Altrimenti a runlevel 3 il sistema X si dovrebbe avviare tramite lo script startx che chiama xinit).

Gnome e KDE sono i due window manager che possono essere utilizzati insieme all'ambiente base X (XFree86).

Gnome si configura da /etc/X11/gdm/gdm.conf.

Stand alone X Workstation (macchina Linux in runlevel 5)

:0 local /usr/X11R6/bin/X

(Il server X parte su localhost sul primo display)

X was designed with a client-server architecture. The applications themselves are the clients; they communicate with the server and issue requests, also receiving information from the server.

The X server maintains exclusive control of the display and services requests from the clients. At this point, the advantages of using this model are pretty clear. Applications (clients) only need to know how to communicate with the server, and need not be concerned with the details of talking to the actual graphics display device. At the most basic level, a client tells the server stuff like "draw a line from here to here", or "render this string of text, using this font, at this position on-screen".

This would be no different from just using a graphics library to write our application. However the X model goes a step further. It doesn't constrain the client being in the same computer as the server. The protocol used to communicate between clients and server can work over a network, or actually, any "inter-process communication mechanism that provides a reliable octet stream". Of course, the preferred way to do this is by using the TCP/IP protocols. As we can see, the X model is really powerful; the classical example of this is running a processor-intensive application on a Cray computer, a database monitor on a Solaris server, an e-mail application on a small BSD mail server, and a visualization program on an SGI server, and then displaying all those on my Linux workstation's screen.

So far we've seen that the X server is the one handling the actual graphics display. Also, since it's the X server which runs on the physical, actual computer the user is working on, it's the X server's responsibility to perform all actual interactions with the user. This includes reading the mouse and keyboard. All this information is relayed to the client, which of course will have to react to it.

X provides a library, aptly called Xlib, which handles all low-level client-server communication tasks. It sounds obvious that, then, the client has to invoke functions contained within Xlib to get work done.

At this point everything seems to be working fine. We have a server in charge of visual output and data input, client applications, and a way for them to communicate between each other. In picturing a hypothetical interaction between a client and a server, the client could ask the server to assign a rectangular area on the screen. Being the client, I'm not concerned with where i'm being displayed on the screen. I just tell the server "give me an area X by Y pixels in size", and then call functions to perform actions like "draw a line from here to there", "tell me whether the user is moving the mouse in my screen area" and so on.

However, we never mentioned how the X server handles manipulation of the clients' on-screen display areas (called windows). It's obvious, to anyone who's ever used a GUI, that you need to have control over the "client windows". Typically you can move and arrange them; change size, maximize or minimize windows. How, then, does the X server handle these tasks? The answer is: it doesn't.

One of X's fundamental tenets is "we provide mechanism, but not policy". So, while the X server provides a way (mechanism) for window manipulation, it doesn't actually say how this manipulation behaves (policy).

All that mechanism/policy weird stuff basically boils down to this: it's another program's responsibility to manage the on-screen space. This program decides where to place windows, gives mechanisms for users to control the windows' appearance, position and size, and usually provides "decorations" like window titles, frames and buttons, that give us control over the windows themselves. This program, which manages windows, is called (guess!) a "window manager".

"The window manager in X is just another client -- it is not part of the X window system, although it enjoys special privileges -- and so there is no single window manager; instead, there are many, which support different ways for the user to interact with windows and different styles of window layout, decoration, and keyboard and colormap focus."

The X architecture provides ways for a window manager to perform all those actions on the windows; but it doesn't actually provide a window manager.

There are, of course, a lot of window managers, because since the window manager is an external component, it's (relatively) easy to write one according to your preferences, how you want windows to look, how you want them to behave, where do you want them to be, and so on. Some window managers are simplistic and ugly (twm); some are flashy and include everything but the kitchen sink (enlightenment); and everything in between; fvwm, amiwm, icewm, windowmaker, afterstep, sawfish, kwm, and countless others. There's a window manager for every taste.

A window manager is a "meta-client", whose most basic mission is to manage other clients. Most window managers provide a few additional facilities (and some provide a lot of them). However one piece of functionality that seems to be present in most window managers is a way to launch applications. Some of them provide a command box where you can type standard commands (which can then be used to launch client applications). Others have a nice application launching menu of some sort. This is not standardized, however; again, as X dictates no policy on how a client application should be launched, this functionality is to be implemented in client programs. While, typically, a window manager takes on this task (and each one does it differently), it's conceivable to have client applications whose sole mission is to launch other client applications; think a program launching pad. And of course, people have written large amounts of "program launching" applications.

Up to this point we have an idea of how X has a client-server architecture, where the clients are our application programs. Under this client-server graphic system, we have several possible window managers, which manage our screen real estate; we also have our client applications, which are where we actually get our work done, and clients can be programmed using several possible different toolkits.

Here's where the mess begins. Each window manager has a different approach to managing the clients; the behavior and decorations are different from one to the next. Also, as defined by which toolkit each client uses, they can also look and behave differently from each other. Since there's nothing that says authors have to use the same toolkit for all their applications, it's perfectly possible for a user to be running, say, six different applications, each written using a different toolkit, and they all look and behave differently. This creates a mess because behavior between the apps is not consistent. If you've ever used a program written with the Athena widgets, you'll notice it's not too similar to something written using Gtk. And you'll also remember it's a mess using all these apps which look and feel so different. This basically negates the advantage of using a GUI environment in the first place.

On a more technical standpoint, using lots of different toolkits increases resource usage. Modern operating systems support the concept of dynamic shared libraries. This means that if I have two or three applications using Gtk, and I have a dynamic shared version of Gtk, then those two or three applications share the same copy of Gtk, both on the disk and in memory. This saves resources. On the other hand, if I have a Gtk application, a Qt application, something Athena-based, a Motif-based program such as Netscape, a program that uses FLTK and another using XForms, I'm now loading six different libraries in memory, one for each of the different toolkits. Keep in mind that all the toolkits provide basically the same functionality.

There are other problems here. The way of launching programs varies from one window manager to the next. Some have a nice menu for launching apps; others don't, and they expect us to open a command-launching box, or use a certain key combination, or even open an xterm and launch all your apps by invoking the commands. Again, there's no standarization here so it becomes a mess.

Finally, there are niceties we expect from a GUI environment which our scheme hasn't covered. Things like a configuration utility, or "control panel"; or a graphical file manager. Of course, these can be written as client apps. And, in typical free software fashion, there are hundreds of file managers, and hundreds of system configuration programs, which conceivably, further the mess of having to deal with a lot of disparate software components.

Here's where the concept of a desktop environment kicks in. The idea is that a desktop environment provides a set of facilities and guidelines aiming to standardizing all the stuff we mentioned so that the problems we mentioned earlier are minimized.

The concept of a desktop environment is something new to people coming for the first time to Linux because it's something that other operating systems (like Windows and the Mac OS) intrinsically have. For example, MacOS, which is one of the earliest graphical user interfaces, provides a very consistent look-and-feel during the entire computing session. For instance, the operating system provides a lot of the niceties we mentioned: it provides a default file manager (the finder), a systemwide control panel, and single toolkit that all applications have to use (so they all look the same). Application windows are managed by the system (strictly speaking there's a window manager working there). Finally, there are a set of guidelines that tell developers how their applications should behave, recommend control looks and placement, and suggest behaviors according to those of other applications on the system. All this is done in the sake of consistency and ease of use.

This begs the question, "why didn't the X developers do things that way in the first place?". It makes sense; after all, it would have avoided all the problems we mentioned earlier. The answer is that in designing X, its creators chose to make it as flexible as possible. Going back to the policy/mechanism paradigm, the MacOS provides mostly policies. Mechanisms are there, but they don't encourage people to play with those. As a result I lose versatility; if I don't like the way MacOS manages my windows, or the toolkit doesn't provide a function I need, I'm pretty much out of luck. This doesn't happen under X, altough as seen before, the price of flexibility is greater complexity.

Under Linux/Unix and X, it all comes down to agreeing on stuff and sticking to it. Let's take KDE for example. KDE includes a single window manager (kwm), which manages and controls the behavior of our windows. It recommends using a certain graphic toolkit (Qt), so that all KDE applications look the same, as far as their on-screen controls go. KDE further extends Qt by providing a set of environment-specific libraries (kdelibs) for performing common tasks like creating menus, "about" boxes, program toolbars, communicating between programs, printing, selecting files, and other things. These make the programmer's work easier and standardize the way these special features behave. KDE also provides a set of design and behavior guidelines to programmers, with the idea that, if everybody follows them, programs running under KDE will both look and behave very similarly. Finally, KDE provides, as part of the environment, a launcher panel (kpanel), a standard file manager (which is, at the time being, Konqueror), and a configuration utility (control panel) from which we can control many aspects of our computing environment, from settings like the desktop's background and the windows' titlebar color to hardware configurations.

The KDE panel is an equivalent to the MS Windows taskbar. It provides a central point from which to launch applications, and it also provides for small applications, called "applets", to be displayed within it. This gives functionality like the small, live clock most users can't live without.

We used KDE as an example, but it's by no means the earliest desktop environment for Unix systems. Perhaps one of the earliest is CDE (Common Desktop Environment), another sibling of the OSF. As per the CDE FAQ: "The Common Desktop Environment is a standard desktop for UNIX, providing services to end-users, systems administrators, and application developers consistently across many platforms." The key here is consistency. However CDE wasn't as feature-rich and easy as it needed to be. Along with Motif, CDE has practically disappeared from the free software world, having been replaced by better alternatives.

Under Linux, the two most popular desktop environments are KDE and GNOME, but they're not the only ones. A quick internet search will reveal about half a dozen desktop environments: GNUStep, ROX, GTK+XFce, UDE, to name a few. They all provide the basic facilities we mentioned earlier. GNOME and KDE have had the most support, both from the community and the industry, so they're the most advanced ones, providing a large amount of services to users and applications.

We mentioned KDE and the components that provide specific services under that environment. As a good desktop environment, GNOME is somewhat similar in that. The most obvious difference is that GNOME doesn't mandate a particular window manager (the way KDE has kwm). The GNOME project has always tried to be window manager-agnostic, acknowledging that most users get really attached to their window managers, and forcing them to use something that manages windows differently would detract from their audience. Originally GNOME favored the Enlightenment window manager, and currently their preferred window manager is Sawfish, but the GNOME control panel has always had a window manager selector box.

Other than this, GNOME uses the Gtk toolkit, and provides a set of higher-level functions and facilities through the gnome-libs set of libraries. GNOME has its own set of programming guidelines in order to guarantee a consistent behavior between compliant applications; it provides a panel (called just "panel"), a file manager (gmc, altough it's probably going to be superseded by Nautilus), and a control panel (the gnome control center).

Each user is free to choose whichever desktop environment feels the best. The end result is that, if you use an all-kde or all-gnome system, the look and feel of the environment is very consistent; and your applications all interact between them pretty nicely. This just wasn't possible when we had apps written in a hodgepodge of different toolkits. The range of facilities provided by modern desktop environments under Linux also enable some other niceties, like component architectures (KDE has Kparts and GNOME uses the Bonobo component framework), which allow you to do things like having a live spreadsheet or chart inside a word processing document; global printing facilities, similar to the printing contexts found in Windows; or scripting languages, which let more advanced users write programs to glue applications together and have them interact and cooperate in interesting ways.

Under the Unix concept of "desktop environment", you can have programs from one environment running in another. I could conceivably use Konqueror within GNOME, or Gnumeric under KDE. They're just programs, after all. Of course the whole idea of a desktop environment is consistency, so it makes sense to stick to apps that were designed for your particular environment; but if you're willing to cope with an app that looks "out of place" and doesn't interact with the rest of your environment, you are completely free to do so.

This is an example of how a typical GNOME session goes, under a modern desktop environment in a Linux system. It's very similar to how things work under other environments, assuming they work on top of X.

When a Linux system starts X, the X server comes up and initializes the graphic device, waiting for requests from clients. First a program called gnome-session starts, and sets up the working session. A session includes things such as applications I always open, their on-screen positions, and such. Next, the panel gets started. The panel appears at the bottom (usually) and it's sort of a dashboard for the windowing environment. It will let us launch programs, see which ones are running, and otherwise control the working environment. Next, the window manager comes up. Since we're using GNOME, it could be any of several different window managers, but in this case we'll assume we're running Sawfish. Finally, the file manager comes up (gmc or Nautilus). The file manager handles presentation of the desktop icons (the ones that appear directly on the desktop). At this point my GNOME environment is ready to work.

So far all of the programs that have been started are clients, connecting to the X server. In this case the X server happens to be in the same computer, but as we saw before, it need not be.

We'll now open an xterm to type some commands. When we click on the xterm icon, the panel spawns, or launches, the xterm application. It's another X client application, so it starts, connects to the X server and begins displaying its stuff. When the X server assigns screen space for my xterm, it lets the window manager (Sawfish) decorate the window with a nice titlebar, and decide where it will be on screen.

Let's do some browsing. We click on the Netscape icon on the panel, and up comes a browser. Keep in mind that this browser doesn't use GNOME's facilities, nor does it use the Gtk toolkit. It looks a bit out of place here... also, it doesn't interact very nicely with the rest of the environment. I'll open the "File" menu. Motif is providing the on-screen controls, so it's the Motif library's job to make the appropriate calls to the underlying Xlib, draw the necessary on-screen elements to display the menu and let me select the "exit" option, closing the application.

Now I open a Gnumeric spreadsheet and start doing some stuff. At some point I need to do some work on the xterm I had open, so I click on it. Sawfish sees that, and, being in charge of managing windows, brings the xterm to the top and gives it focus so I can work there.

After that, I go back to my spreadsheet, now that I'm finished I want to print my document. Gnumeric is a GNOME application, so it can use the facilities provided by the GNOME environment. When I print, Gnumeric calls the gnome-print library, which actually communicates with the printer and produces the hard copy I need.

Come si configura la rete nelle varie distribuzioni

	Distro
	Configuration Files
	Conf Tool

	Debian
	/etc/network/interfaces - Interfaces and network parameters
	

	RedHat
	/etc/sysconfig/network-scripts/ifcfg-* - Configuration files for each interface. The same file can be found, divided per profile, in /etc/sysconfig/networking/devices/* 
/etc/sysconfig/network - Hostname, default gateway, general configuration
/etc/sysconfig/static-routes - Static routes (if any) 
	redhat-config-network

	SlackWare
	/etc/rc.d/rc.inet1 - IP and network parameters
/etc/rc.d/rc.inet2 - Network Services configuration
	netconfig

	Mandrake
	/etc/sysconfig/network-scripts/ifcfg-* - Configuration files for each interface. The same file can be found, divided per profile, in /etc/sysconfig/networking/devices/* 
/etc/sysconfig/network - Hostname, default gateway, general configuration
/etc/sysconfig/static-routes - Static routes (if any)
	drakconnect

	Gentoo
	/etc/conf.d/net - Ip network and interfaces parameters
/etc/conf.d/routes - Static routes
	

	SUSE
	/etc/sysconfig/network/ifcfg-* - Configuration files for each interface.
/etc/sysconfig/network/config - General network configuration
	Yast2


DHCP (Dynamic Host Configuration Protocol)

/etc/sysconfig/network-scripts/ifcfg-eth0 (Mandrake)

/etc/rc.d/rc.inet1.conf (Slackware)

è da cambiare lato client per configurare il client DHCP su di un’interfaccia.

DEVICE=eth0

BOOTPROTO=dhcp

ONBOOT=yes

(configurazione di eth0 per ricevere un IP dinamico da DHCP server).

/etc/dhcpd.conf deve esistere.

aggiungere obbligatoriamente un range per una subnet ed il parametro ddns-update.

ddns-update-style none;

subnet 192.168.0.0 netmask 255.255.255.0 {


range 192.168.0.30 192.168.0.40;


default-lease-time 600;


max-lease-time 7200;

}

in /var/lib/dhcp si trova il file dhcpd.leases con i leases correnti

lease 192.168.0.40 {

  starts 3 2003/05/14 21:11:48;

  ends 3 2003/05/14 21:21:48;

  binding state active;

  next binding state free;

  hardware ethernet 00:a0:24:b4:e8:b3;

  uid "\001\000\240$\264\350\263";

  client-hostname "david2";

}

esercizio: utilizzare bootp per dare ad alcuni host sempre lo stesso indirizzo ip per forzare l'assegnazione di un ip specifico in base al MAC address; in pratica l’host al momento dell’accensione manda un messaggio broadcast in rete con il proprio indirizzo IP, se un server bootp è in ascolto questi risponde con un indrizzo IP associato staticamente al MAC address della scheda di rete dell’host.

host david2 {


hardware ethernet 00:a0:24:b4:e8:b3;


fixed-address 192.168.0.35;

}

esercizio 2: il dhcp aggiorna automaticamente il DNS ?

/etc/sysconfig/networking/device (RedHat) trovo il file di configurazione dell'interfaccia eth0 in cui tramite netconfig scriviamo di usare il dhcp.

USERCTL=no

PEERDNS=no

TYPE=Ethernet

DEVICE=eth1

HWADDR=00:e0:18:9a:a1:b9

BOOTPROTO=none

NETMASK=255.0.0.0

ONBOOT=yes

IPADDR=10.0.0.1

NETWORK=10.0.0.0

BROADCAST=10.255.255.255

Configurazione nuova scheda di rete aggiunta sulla rete 10

IP Forwarding (Routing tra sottoreti IP)

Per attivare sempre l'ip forwarding (necessario per il routing tra sottoreti ip) è necessario in /etc/sysctl.conf attivare IP_FORWARD 1 altrimenti tutte le volte che la macchina parte trovo 0 in /proc/sys/net/ipv4/ip_forward e l'ip forwarding non è attivo.

L'ip forwarding non e' gestito da un demone ma e' parte del protocollo ipv4 e quindi va attivato come supporto a livello di kernel.

Una volta attivato: mettere 192.168.0.0 da una parte e 10.0.0.0 dall'altra e provare se le due sottoreti riescono a dialogare tra di loro (due macchine di ogni sottorete riescono a fare un ping tra di loro).

Configurazione di un DNS

Per attivare un caching only DNS, il quale risolve solo la zona locale e' sufficiente installare named e mettere in /etc/resolv.conf nameserver 127.0.0.1, la configurazione di default in /etc/named.conf e /var/named e' gia' predisposta per questo tipo di name server.

Prova: dig -x 127.0.0.1 (indica se il dns e' attivo)

dig @name-server www.tin.it (il nome e' risolto dal dns installato in locale e messo nella cache; lo si puo' vedere dando di nuovo il comando dig dello stesso nome).

Il comando dig -x 157.161.177.130 effettua il reverse DNS lookup (risoluzione inversa) ovvero passa un indirizzo e vuol sapere il nome, al contrario della modalita' standard di passare un mome ed aspettarsi un indirizzo.

dig agbms.ch ns (richiede il record NS della zona agbms.ch)

dig agbms.ch MX (richiede il record MX della zona agbms.ch)

Per settare un caching nameserver è necessario installare oltre a BIND anche il pacchetto caching-nameserver (disco 1 della RedHat 8.0).

(reverse lookup zone /var/named/192.168.0)

$TTL
86400

@


1D IN SOA
ns.linux.tekna. admin.linux.tekna. (






200305161

; serial (D. Bandinelli)






3H

; refresh






15M

; retry






1W

; expiry






1D )

; minimum
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ns.linux.tekna.

2
PTR
ns.linux.tekna.

(/var/named/linux.tekna)

$TTL
86400
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; serial (D. Bandinelli)






3H

; refresh






15M

; retry






1W

; expiry
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1D IN MX
10 mail.linux.tekna.

localhost
A
127.0.0.1

ns
A
192.168.0.2

mail
CNAME
ns


(/etc/named.conf per caching e zona linux.tekna)

// generated by named-bootconf.pl

options {


directory "/var/named";


/*


 * If there is a firewall between you and nameservers you want


 * to talk to, you might need to uncomment the query-source


 * directive below.  Previous versions of BIND always asked


 * questions using port 53, but BIND 8.1 uses an unprivileged


 * port by default.


 */


// query-source address * port 53;

};

// 

// a caching only nameserver config

// 

controls {


inet 127.0.0.1 allow { localhost; } keys { rndckey; };

};

zone "." IN {


type hint;


file "named.ca";

};

zone "localhost" IN {


type master;


file "localhost.zone";


allow-update { none; };

};

zone "0.0.127.in-addr.arpa" IN {


type master;


file "named.local";


allow-update { none; };

};

zone "linux.tekna" IN {


type master;


file "linux.tekna";


allow-update { none; };

};

zone "0.168.192.in-addr.arpa" IN {


type master;


file "192.168.0";


allow-update { none; };

};

include "/etc/rndc.key";

Disabilitare il transfer completo di una zona

Per non trasferire tutte le informazioni di una zona con dig <nome del dominio> axfr si deve impostare in named.conf: (per ogni zona).

allow-transfer{

                none;

        };

Per sincronizzare DNS e DHCP, mettere allow-update { localhost; } sulla zona da aggiornare e settare in dhcpd.conf

ddns-update-style interim;

(Probabilmente va indicata la zona ed il reverse nel file di configurazione del dhcp)

option domain-name "agbms.ch";

option domain-name-servers ns.agbms.ch, ns.imp.ch;

ddns-domainname "agbms.ch";

ddns-rev-domainname "in-addr.arpa";

ddns-update-style ad-hoc;

#option subnet-mask 255.255.255.224;

default-lease-time 7000;

max-lease-time 7200;

authoritative;

zone 0.0.10.in-addr.arpa. {  # The name of the ptr zone

        primary 157.161.177.130;      # The IP address of the primary name server

}

zone 0.1.10.in-addr.arpa. {  # The name of the ptr zone

        primary 157.161.177.130;      # The IP address of the primary name server

}

zone 0.2.10.in-addr.arpa. {  # The name of the ptr zone

        primary 157.161.177.130;      # The IP address of the primary name server

}

zone agbms.ch. {        # The name of the forward zone

       primary 157.161.177.130;      # The IP address of the primary name server

}

Modulo 9: Amministrazione servizi di rete (parte II); xinetd, aggiornamento DNS-DHCP, Sendmail

Approfondimento di xinetd (Extended Internet Services Daemon) e concetto di tcp wrappers

Xinetd performs  the  same  function as inetd; it starts programs that provide Internet services.  Instead of having such servers  started  at system  initialization  time, and be dormant until a connection request arrives, xinetd is the only daemon process started and  it  listens  on all  service  ports  for the services listed in its configuration file.

When a request comes in, xinetd starts the appropriate server.Because of the way it operates, xinetd (as well as inetd) is also referred to as a superserver.

The services listed in xinetd configuration  file  can  be  separated into two groups.  Services in the first group are called multi-threaded and they require the forking of a new server process for each new  connection  request.The  new  server then handles that connection.For such services, xinetd keeps listening for new requests so that  it  can spawn  new  servers.On the other hand, the second group includes services for which the service daemon is responsible for handling all  new connection  requests.Such  services  are  called single-threaded and xinetd will stop handling new requests for them until the server  dies.Services in this group are usually datagram-based.

So far, the only reason for the existence of a superserver was to conserve system resources by avoiding to fork a  lot  of  processes  which might  be  dormant  for  most of their lifetime.  While fulfilling this function, xinetd takes advantage of the idea of a superserver to  provide  features such as access control and logging.  Furthermore, xinetd is not limited to services listed in /etc/services.Therefore, anybody can use xinetd to start special-purpose servers.

Applicazione dei tcp wrappers a xinetd e ai vari sottoservizi

The classical inetd helps controlling network connections to a computer. When a request comes to a port managed by inetd, then inetd forwards it to a program called tcpd. Tcpd decides, in accordance with the rules contained in the hosts.{allow, deny} files whether or not to grant the request. If the request is allowed, then the the corresponding server process (e.g ftp) can be started. This mechanism is also referred to as tcp_wrapper. 

Funzionalità di XINETD

· access control for TCP, UDP and RPC services (the latter ones aren't well supported yet). 

· access control based on time segments 

· full logging, either for connection success or failure 

· efficient containment against Denial of Services (DoS) attacks (attacks which attempt to freeze a machine by saturating its resources) : 

· limitation on the number of servers of the same type to run at a time 

· limitation on the total number of servers 

· limitation on the size of the log files. 

· binding of a service to a specific interface: this allows you, for instance, to make services available to your private network but not to the outside world. 

· can be used as a proxy to other systems. Quite useful in combination with ip_masquerading (or Network Address Translation - NAT) in order to reach the internal network.

Esercitazione: utilizzare la configurazione di telnet per verificare facilmente le possibilità di configurare l’accesso ai servizi configurati tramite inetd - tcpd; le possibilità sono, l’utilizzo di hosts.allow e hosts.deny sotto /etc (solo inetd) oppure l’utilizzo di /etc/xinetd.conf (solo xinetd).

Questi due file di configurazione (hosts.allow e hosts.deny) erano utilizzati con il meccanismo precedente dei TCP Wrappers gestito dal demone tcpd;adesso tale funzionalità è integrata nel super-server XINETD e quindi si possono continuare ad utilizzare tali file per fare le stesse configurazioni ma tale pratica è sconsigliata perchè si hanno troppe modalità che possono confondere l’amministratore di sistema (es. provare a configurare:

service telnet

{

        disable = no

        flags           = REUSE

        socket_type     = stream

        wait            = no

        user            = root

        server          = /usr/sbin/in.telnetd

#       only_from       = 192.168.0.2

        log_on_failure  += USERID

}

(hosts.allow)

in.telnetd: 192.168.0.2

(hosts.deny)

ALL:ALL

(In questo modo chiudo tutto e permetto solo di effettuare telnet dall’host con indirizzo 192.168.0.2); lo stesso risultato era ottenibile togliendo il commento alla riga di /etc/xinetd.d/telnet (almeno per il servizio telnet).

Verificare anche in /var/log/messages che tutte le operazioni di tentata violazione di queste regole vengono loggate.

Inoltre nelle singole configurazioni di xinetd posso utilizzare access_times e no_access = 192.0.0.0/8 (per impedire l’accesso a tutte le macchine con indirizzo che inizia con 192, ricordarsi che /8 significa che i primi 8 bit della netmask sono a 1 e quindi è 255.0.0.0); esempio only_from = 192.168.0.0/24 10.0.0.0/8 permette l’accesso a tutte le macchine delle reti 192.168.0 e 10.

Instances=4; permette di limitare a 4 le istanze del servizio correntemente in esecuzione.

(N.B. Solo con Tcpd oppure con Xinetd compilato con supporto per hosts.allow, hosts.deny)

Per chiudere o abilitare un servizio posso usare anche questa forma in hosts.allow e hosts.deny (servizio:utente@macchina) ALL:ALL@ALL
Aggiornamento dinamico tra DNS e DHCP

· Su /etc/named.conf -> dig linux.tekna axfr (full zone transfer)

· Se si vuole disabilitare il full zone transfer aggiungere in named.conf -> allow-transfer { none; } per ragioni di sicurezza

· Allow-update { 192.168.0.2; } (indirizzo dell’ip da cui è permesso aggiornare }

(dhcpd.conf con attivazione update dinamico DNS – Interim)

option domain-name "linux.tekna";

option domain-name-servers ns.linux.tekna;

ddns-domainname "linux.tekna";

ddns-rev-domainname "in-addr.arpa";

ddns-update-style interim;

subnet 10.0.0.0 netmask 255.0.0.0 {


range 10.10.0.1 10.10.0.100;


default-lease-time 600;


max-lease-time 7200;

}

zone linux.tekna. { primary 192.168.0.2; }

zone 0.168.192.in-addr.arpa. { primary 192.168.0.2; }

subnet 192.168.0.0 netmask 255.255.255.0 {


range 192.168.0.50 192.168.0.60;


default-lease-time 600;


max-lease-time 7200;

}

(named.conf con attivazione update dinamico DNS – Interim e log dei messaggi di update per finalità di debug; creare i file di debug con touch prima di far partire il Name Server).

options {


directory "/var/named";


// query-source address * port 53;

};

controls {


inet 127.0.0.1 allow { localhost; } keys { rndckey; };

};

zone "." IN {


type hint;


file "named.ca";

};

zone "localhost" IN {


type master;


file "localhost.zone";


allow-update { none; };

};

zone "0.0.127.in-addr.arpa" IN {


type master;


file "named.local";


allow-update { none; };

};

zone "linux.tekna" IN {


type master;


file "linux.tekna";


allow-update { 192.168.0.2; }; (la macchina a cui è permesso l’update deve essere il DHCP server stesso)


allow-transfer { none; };

};

zone "0.168.192.in-addr.arpa" IN {


type master;


file "192.168.0";


allow-update { 192.168.0.2; };


allow-transfer { none; };

};

logging {

channel update_debug {

file "/var/log/david-dhcp.log";

severity  debug 3;

print-category yes;

print-severity yes;

print-time     yes;

};

channel security_info    {

file "/var/log/david-named.info";

severity  info;

print-category yes;

print-severity yes;

print-time     yes;

};

category update { update_debug; };

category security { security_info; };

};

include "/etc/rndc.key";

Verificare l’aggiornamento del file di zona, tramite il ping e tramite la consultazione del trace file  (attivato con logging); verificare anche dig david2.linux.tekna.

(La zona linux.tekna con il record A aggiornato dinamicamente ed un CNAME tra www ed ns)

$ORIGIN .

$TTL 86400
; 1 day

linux.tekna

IN SOA
ns.linux.tekna. root.linux.tekna. (





200305162  ; serial





10800      ; refresh (3 hours)





900        ; retry (15 minutes)





604800     ; expire (1 week)





86400      ; minimum (1 day)





)




NS
ns.linux.tekna.




MX
10 mail.linux.tekna.

$ORIGIN linux.tekna.

$TTL 300
; 5 minutes

david2


A
192.168.0.60

$TTL 86400
; 1 day

localhost

A
127.0.0.1

mail


CNAME
ns

ns


A
192.168.0.2

www


CNAME
ns

La configurazione di sendmail

Sendmail is the grand-father of all MTAs. It was originally written by Eric Allman while he was at the University of California at Berkeley. The original program, "delivermail", was shipped in 1979 with 4.0 and 4.1 BSD Unix. But delivermail was a very inflexible program. In fact, its configuration was written into it at compile time. As the ARPAnet (the pre-cursor to the modern Internet) was slowly being changed over to TCP (Transmission Control Protocol) from NCP (Network Control Protocol) Eric evolved delivermail into sendmail. His approach was quite liberal but it had to be. For example, during this timeframe UUCP mail often was transmitted with no headers at all, so sendmail had to create them from scratch. This methodology set the standard for MTAs as it required that they be very accepting and make modifications to inbound and outbound mail rather than rejecting it for protocol non-conformance. The first version of sendmail shipped to the world was included with 4.1c BSD which was also the first version of UNIX to include TCP/IP. Since that first release Eric has continued to work on sendmail but he is not the only person to work on sendmail's development. 

Lista dei file installati da Sendmail 8.12.5-7

/etc/aliases (file degli alias di posta; es. david.bandinelli@linux.tekna, david@linux.tekna -> newaliases per aggiornare)

/etc/mail

/etc/mail/Makefile

/etc/mail/access (controllo dell’accesso alle funzionalità di RELAY)

/etc/mail/domaintable

/etc/mail/helpfile

/etc/mail/local-host-names

/etc/mail/mailertable

/etc/mail/sendmail.cf (file di configurazione esteso)

/etc/mail/sendmail.mc (file di configurazione macro)

/etc/mail/statistics

/etc/mail/submit.cf

/etc/mail/submit.mc

/etc/mail/trusted-users

/etc/mail/virtusertable

/etc/pam.d/smtp

/etc/rc.d/init.d/sendmail (file di avvio del servizio)

/etc/smrsh

/etc/sysconfig/sendmail (file di configurazione iniziale servizio)

/usr/bin/hoststat

/usr/bin/mailq.sendmail

/usr/bin/makemap

/usr/bin/newaliases.sendmail

/usr/bin/purgestat

/usr/bin/rmail.sendmail

/usr/lib/sasl/Sendmail.conf

/usr/lib/sendmail

/usr/sbin/mailstats

/usr/sbin/makemap

/usr/sbin/praliases

/usr/sbin/sendmail.sendmail

/usr/sbin/smrsh

The access file is aptly named as its purpose is to control access to the sendmail daemon. It is used both to allow and deny relay access. Here are a couple of examples of what the file's entries may look like:

	    192.168.1.1     RELAY

    10.0.0.6        RELAY

    gooddomain.net  RELAY

    baddomain.net   550 Mail from your domain is denied

    192.168.1.10    550 Internet mail may not be sent from this host.

    


Sendmail users who have used earlier versions of Red Hat Linux may be accustomed to using other files to control this functionality but in the newer version of sendmail use of these files has been deprecated. Actually, using a single file to control access is much simpler. You just need to understand the rules for its use. 

The domaintable allows an old domain to be mapped to a new one. It enables transitions from old domain names to new domain names by rewriting the old domain name to the new one. 

The mailertable is a very useful hack which can help you to do some amazing things. It allows you to specify not only a domain translation (or forward) to a new domain name but you can also specify the delivery agent. Here's a sample: 

	    thisdomain.net  smtp:thatdomain.com

    


Also, if your DNS is sometimes a problem or you do not have DNS available to you, you can specify the destination by IP address like this: 

	    thisdomain.net  smtp:[192.168.1.1]

    


The brackets used here tell sendmail not to use DNS. This can be used in many ways but direct forwards of inbound mail come to mind. If a domain's MX is located on your machine but the actual users are elsewhere this is a perfect use for the mailertable hack. Essentially, it's a very powerful tool for redirecting mail. 

The final file in the quartet is the virtusertable. This file is another database but this one maps virtual domains and addresses into new addresses. Its most common use is to allow multiple accounts of the same name (but different domains) on a single host. Here is an example: 

	    webmaster@domain.com            bob

    webmaster@otherdomain.com       ralph

    


In the above example, bob is a local user who will receive mail addressed to webmaster at one domain and ralph is also a local user who will receive mail sent to webmaster at a different domain both of which may be hosted on the same box. The address on the right could also be a remote address. In this way you could allow multiple people to be "webmaster" for email purposes and yet all of their mail will remain separate. 

Configuration files are located in /etc (sendmail.cf and aliases) and in /etc/mail (all of the map or .db files). The m4 configuration hacks and features are in /usr/lib/sendmail-cf and the documentation is located in /usr/doc/sendmail.

Versione consigliata (con patch di sicurezza) su www.sendmail.org: sendmail 8.12.9

Esercitazione: Configurazione del mail server e servizio POP3 su dominio di test linux.tekna

1.Controllare la versione di sendmail (rpm –qa | grep sendmail) e che anche il macro processor m4 sia installato.

2. In /etc/mail/sendmail.mc effettuare le modifiche:

DAEMON_OPTIONS(`Port=smtp,Addr=192.168.0.2, Name=MTA')

dnl NOTE: binding both IPv4 and IPv6 daemon to the same port requires

dnl       a kernel patch

dnl DAEMON_OPTIONS(`port=smtp,Addr=::1, Name=MTA-v6, Family=inet6')

dnl We strongly recommend to comment this one out if you want to protect

dnl yourself from spam. However, the laptop and users on computers that do

dnl not have 24x7 DNS do need this.

FEATURE(`accept_unresolvable_domains')dnl

dnl FEATURE(`relay_based_on_MX')dnl

MAILER(smtp)dnl

MAILER(procmail)dnl

Cwlinux.tekna

3. rigenerare sendmail.cf (prima salvare l’originale) tramite m4 sendmail.mc > sendmail.cf.new; controllare che tutto sia andato bene e copiare il nuovo cf in sendmail.cf.

ATTENZIONE: installare il pacchetto sendmail-cf altrimenti non è possibile utilizzare m4 per rigenerare il sendmail.cf; la rigenerazione va fatta inoltre nella directory di installazione di sendmail-cf (/usr/share/sendmail-cf/cf), copiandoci l’mc modificato nella directory /etc/mail.

4. editare /etc/mail/access ed effettuare le seguenti modifiche per permettere il relay:

localhost.localdomain      RELAY

localhost                     
RELAY

127.0.0.1                       
RELAY

192.168.0.2                     
RELAY

linux.tekna                     
RELAY

Una volta modificato il file access, ricostruire il database con make access.db

5. editare /etc/aliases ed aggiungere gli alias per gli utenti di posta:

#nuovi alias

david.bandinelli:       david

d.bandinelli:
david

webmaster:      
david

sysadmin:       
david

pino.silvestre: 
pino

6. Utilizzare il comando newaliases per aggiornare il database degli alias.

7. Editare in /etc/xinetd.d/ipop3 ed abilitare il servizio pop3 (far ripartire xinetd ).

8. Far partire sendmail e verificare che stia girando (ps -ax | grep sendmail).

9. Verificare che il DNS (Named) stia girando per il dominio linux.tekna e che il record MX sia risolto (dig mail.linux.tekna).

10. Da un client provare a fare telnet sulla porta 25 del mail server e vedere se risponde l’SMTP (telnet mail.linux.tekna 25); (HELO localhost; EHLO localhost).

11. Da un client provare a fare telnet sulla porta 110 del mail server e verificare se risponde il servizio POP3 (ATTENZIONE: nella distribuzione Mandrake 9.2 il demone ipop3d, il quale gira sotto XINETD, è presente nel pacchetto IMAP, quindi per installarlo è necessario digitare urpmi imap).
12. Configurare un client Outlook con un nuovo account mail.linux.tekna (indirizzo utente@linux.tekna, userid utente, pwd password dell’utente, incoming mail: mail.linux.tekna, outgoing mail: mail.linux.tekna); il client deve avere come DNS quello che risolve il dominio linux.tekna dato che il dominio è fittizio (altrimenti non si può inviare posta a utente@linux.tekna).

13. Provare ad inviare e a ricevere una mail da Outlook ad un utente creato sul mail server.

13. Verificare in /var/log/maillog il passaggio del messaggio (From: To:).

14. Verificare che in /var/spool/mail/nome utente il messaggio sia in attesa di essere scaricato.

15. Utilizzare elm –f (mutt –f) nome utente in /var/spool/mail per esaminare i messaggi in attesa nella coda.

ESERCITAZIONE FACOLTATIVA: Installazione e configurazione della posta via web tramite squirrelmail (ha bisogno del servizio IMAP sulla porta 143); per la configurazione fare riferimento a  /usr/share/squirrelmail/config/conf.pl e alla documentazione in /usr/share/doc/squirrelmail-1.2.7/INSTALL.

Sendmail.mc con relay abilitato anche da localhost.localdomain (serve per procmail)

DAEMON_OPTIONS(`Port=smtp,Addr=192.168.0.2, Name=MTA')

DAEMON_OPTIONS(`Port=smtp,Addr=127.0.0.1, Name=MTA')

dnl NOTE: binding both IPv4 and IPv6 daemon to the same port requires

dnl       a kernel patch

dnl DAEMON_OPTIONS(`port=smtp,Addr=::1, Name=MTA-v6, Family=inet6')

dnl We strongly recommend to comment this one out if you want to protect

dnl yourself from spam. However, the laptop and users on computers that do

dnl not have 24x7 DNS do need this.

FEATURE(`accept_unresolvable_domains')dnl

dnl FEATURE(`relay_based_on_MX')dnl

MAILER(smtp)dnl

MAILER(procmail)dnl

Cwlinux.tekna

Cwlocalhost.localdomain

Procmail:

SHELL=/bin/sh

:0 Whc: vacation.lock

* !^FROM_DAEMON

* !^X-Loop: david@linux.tekna

| formail -rD 8192 vacation.cache

        :0 ehc                  # if the name was not in the cache

        |       (formail -rA"Precedence: junk" \

                        -A"X-Loop: david@linux.tekna" ; \

                        cat $HOME/.vacation_message ; \

                echo "--"; cat $HOME/.signature \

                ) | /usr/sbin/sendmail -oi -t

il file .procmailrc deve avere utente david.david e permessi 644, il file .vacation_message deve avere almeno 644.

(controllare in /var/log/maillog l’elaborazione del procmail)

ATTENZIONE: Il relay è controllato direttamente dal file mc.

Per creare un alias tra un dominio di posta ed un altro (ad esempio consegnare all’utente david@agbms.ch la posta destinata all’utente david@agbnmr.com) è necessario aggiungere il dominio agbnmr.com al file di configurazione /etc/mail/local-host-mail.

Se si vuole che il dominio possa anche spedire posta, è necessario abilitare il relay tramite il file di configurazione /etc/mail/access.

Configurazione di Postfix

Cancellazione di un elemento dalla coda dei messaggi

Mailq (per recuperare l’id del messaggio)
postsuper -d <id del messaggio>

Modulo 10: Amministrazione servizi Internet e tecniche per lo sviluppo web (Apache, PHP, MySQL)

Apache 2.0 - Caratteristiche versione 2.0 rispetto alla versione 1.3
Unix Threading 
On Unix systems with POSIX threads support, Apache can now run in a hybrid multiprocess, multithreaded mode. This improves scalability for many, but not all configurations. 

New Build System 

The build system has been rewritten from scratch to be based on autoconf and libtool. This makes Apache's configuration system more similar to that of other packages. 

Multiprotocol Support 

Apache now has some of the infrastructure in place to support serving multiple protocols. mod_echo has been written as an example. 

Better support for non-Unix platforms 

Apache 2.0 is faster and more stable on non-Unix platforms such as BeOS, OS/2, and Windows. With the introduction of platform-specific multi-processing modules (MPMs) and the Apache Portable Runtime (APR), these platforms are now implemented in their native API, avoiding the often buggy and poorly performing POSIX-emulation layers. 

New Apache API 

The API for modules has changed significantly for 2.0. Many of the module-ordering/-priority problems from 1.3 should be gone. 2.0 does much of this automatically, and module ordering is now done per-hook to allow more flexibility. Also, new calls have been added that provide additional module capabilities without patching the core Apache server. 

IPv6 Support 

On systems where IPv6 is supported by the underlying Apache Portable Runtime library, Apache gets IPv6 listening sockets by default. Additionally, the Listen, NameVirtualHost, and VirtualHost directives support IPv6 numeric address strings (e.g., "Listen [fe80::1]:8080"). 

Filtering 

Apache modules may now be written as filters which act on the stream of content as it is delivered to or from the server. This allows, for example, the output of CGI scripts to be parsed for Server Side Include directives using the INCLUDES filter in mod_include. The module mod_ext_filter allows external programs to act as filters in much the same way that CGI programs can act as handlers. 

Multilanguage Error Responses 

Error response messages to the browser are now provided in several languages, using SSI documents. They may be customized by the administrator to achieve a consistent look and feel. 

Simplified configuration 

Many confusing directives have been simplified. The often confusing Port and BindAddress directives are gone; only the Listen directive is used for IP address binding; the ServerName directive specifies the server name and port number only for redirection and vhost recognition. 

Native Windows NT Unicode Support 

Apache 2.0 on Windows NT now uses utf-8 for all filename encodings. These directly translate to the underlying Unicode file system, providing multilanguage support for all Windows NT-based installations, including Windows 2000 and Windows XP. This support does not extend to Windows 95, 98 or ME, which continue to use the machine's local codepage for filesystem access. 

Regular Expression Library Updated 

Apache 2.0 includes the Perl Compatible Regular Expression Library (PCRE). All regular expression evaluation now uses the more powerful Perl 5 syntax. 

Module Enhancements

mod_ssl 

New module in Apache 2.0. This module is an interface to the SSL/TLS encryption protocols provided by OpenSSL. 

mod_dav 

New module in Apache 2.0. This module implements the HTTP Distributed Authoring and Versioning (DAV) specification for posting and maintaining web content. 

mod_deflate 

New module in Apache 2.0. This module allows supporting browsers to request that content be compressed before delivery, saving network bandwidth. 

mod_auth_ldap 

New module in Apache 2.0.41. This module allows an LDAP database to be used to store credentials for HTTP Basic Authentication. A companion module, mod_ldap provides connection pooling and results caching. 

mod_auth_digest 

Includes additional support for session caching across processes using shared memory. 

mod_charset_lite 

New module in Apache 2.0. This experimental module allows for character set translation or recoding. 

mod_file_cache 

New module in Apache 2.0. This module includes the functionality of mod_mmap_static in Apache 1.3, plus adds further caching abilities. 

mod_headers 

This module is much more flexible in Apache 2.0. It can now modify request headers used by mod_proxy, and it can conditionally set response headers. 

mod_proxy 

The proxy module has been completely rewritten to take advantage of the new filter infrastructure and to implement a more reliable, HTTP/1.1 compliant proxy. In addition, new <Proxy> configuration sections provide more readable (and internally faster) control of proxied sites; overloaded <Directory "proxy:..."> configuration are not supported. The module is now divided into specific protocol support modules including proxy_connect, proxy_ftp and proxy_http. 

mod_negotiation 

A new ForceLanguagePriority directive can be used to assure that the client receives a single document in all cases, rather than NOT ACCEPTABLE or MULTIPLE CHOICES responses. In addition, the negotiation and MultiViews algorithms have been cleaned up to provide more consistent results and a new form of type map that can include document content is provided. 

mod_autoindex 

Autoindex'ed directory listings can now be configured to use HTML tables for cleaner formatting, and allow finer-grained control of sorting, including version-sorting, and wildcard filtering of the directory listing. 

mod_include 

New directives allow the default start and end tags for SSI elements to be changed and allow for error and time format configuration to take place in the main configuration file rather than in the SSI document. Results from regular expression parsing and grouping (now based on Perl's regular expression syntax) can be retrieved using mod_include's variables $0 .. $9. 

mod_auth_dbm 

Now supports multiple types of DBM-like databases using the AuthDBMType directive

La compilazione di Apache 2 con supporto per il linguaggio PHP e per OpenSSL
1. Scaricare e compilare i sorgenti di Apache 2 dal sito www.apache.org (ultima versione 2.0.55) con le seguenti opzioni: 

./configure –-enable-so –-enable-ssl

2. Scaricare e compilare i sorgenti di PHP 4 dal sito www.php.net (ultima versione 4.4.1) con le seguenti opzioni: 

./configure –-with-mysql –-with-apxs2=/usr/local/apache2/bin/apxs
 
(Utilizzare l’opzione --with-ldap per attivare il supporto ad OpenLDAP)
3. Attivare il caricamento del modulo PHP di Apache tramite la direttiva di configurazione: 

LoadModule php4_module modules/libphp4.so (in httpd.conf)
4. Attivare la gestione da parte di Apache delle pagine con estensione .php tramite la direttiva di configurazione:


AddType application/x-httpd-php .php (in httpd.conf)
La corretta compilazione di Apache può essere verificata lanciando Apache con il comando:

/usr/local/apache2/bin/apachectl startssl

e verificando che nel log /usr/local/apache2/logs/error_log sia presente la seguente riga:

Apache/2.0.55 (Unix) mod_ssl/2.0.55 OpenSSL/0.9.7g PHP/4.4.1 configured
Inoltre tramite il comando netstat –l si può verificare che Apache sia in ascolto sulla porta 443 (default) di SSL:

tcp        0      0 *:https                 *:*                     LISTEN

Configurazione (moduli)

· ServerName www.linux.tekna:80 (Attivare l’opzione ServerName per identificare il web server stesso).

· /etc/httpd/conf/httpd.conf (tutte le operazioni di configurazione vengono fatte all’interno di questo file).

· httpd 2.0.40-8 (versione di Apache installata su RedHat 8.0).

· DocumentRoot "/var/www/html" (la root del web server in cui vengono pubblicate le pagine; sono validi anche link simbolici sotto questa directory)

· <Directory /> 

Options FollowSymLinks

AllowOverride None

</Directory>

(Sulla DocumentRoot “/” attiviamo la possibilità di inserire link simbolici e non permettiamo nessun tipo di configurazione esterna tramite file .htaccess).

Esercizio 1: creare un file index.html all’interno della document root e verificarne l’accesso puntando all’indirizzo www.linux.tekna.

Virtual Hosts

IP-based virtual hosts use the IP address of the connection to determine the correct virtual host to serve. Therefore you need to have a separate IP address for each host. With name-based virtual hosting, the server relies on the client to report the hostname as part of the HTTP headers. Using this technique, many different hosts can share the same IP address.

Name-based virtual hosting is usually simpler, since you need only configure your DNS server to map each hostname to the correct IP address and then configure the Apache HTTP Server to recognize the different hostnames. Name-based virtual hosting also eases the demand for scarce IP addresses. Therefore you should use name-based virtual hosting unless there is a specific reason to choose IP-based virtual hosting. Some reasons why you might consider using IP-based virtual hosting:

Some ancient clients are not compatible with name-based virtual hosting. For name-based virtual hosting to work, the client must send the HTTP Host header. This is required by HTTP/1.1, and is implemented by all modern HTTP/1.0 browsers as an extension. If you need to support obsolete clients and still use name-based virtual hosting, a possible technique is discussed at the end of this document. 

Name-based virtual hosting cannot be used with SSL secure servers because of the nature of the SSL protocol. 

Some operating systems and network equipment implement bandwidth management techniques that cannot differentiate between hosts unless they are on separate IP addresses. 

(Modifiche da fare in httpd.conf per attivare sullo stesso web server i due siti web www.linux.tekna e www.linux2.tekna); ricordarsi di creare la Document root per il nuovo sito e di creare index.html.

Sul DNS va creata una nuova zona linux2.tekna ed un nuovo record www che punti sempre allo stesso host:

NameVirtualHost 192.168.0.2

#

# VirtualHost example:

# Almost any Apache directive may go into a VirtualHost container.

# The first VirtualHost section is used for requests without a known

# server name.

#

<VirtualHost 192.168.0.2>

    ServerName www.linux.tekna:80
    ServerAlias linux.tekna *.linux.tekna

    DocumentRoot /var/www/html
</VirtualHost>

<VirtualHost 192.168.0.2>

    ServerName www.linux2.tekna:80
    ServerAlias linux2.tekna *.linux2.tekna

    DocumentRoot /var/www/html/altrodominio
</VirtualHost>

· Controllo dell’accesso tramite htaccess oppure tramite il file di configurazione principale del server (consigliato!).

· mod_auth e mod_access sono i moduli di Apache che controllano i metodi di autenticazione basic (password in chiaro) e digest (password criptata).

· Creare la directory per il file di password di Apache (mkdir /var/www/html/passwd/.

· htpasswd -c /var/www/html/passwd/htpasswd david (si aggiunge al file delle password “htpasswd” l’utente david; ATTENZIONE, l’utente di Apache david non ha niente a che vedere con l’utente di linux david).

· chmod 644 /var/www/html/passwd/htpasswd

· Nel file di configurazione di Apache:

<Directory "/var/www/html/protetta">

AuthType Basic

AuthName "Accesso Protetto"

AuthUserFile /var/www/html/passwd/htpasswd

Require user david

</Directory>

· Se qualcosa non va controllare /var/log/httpd/error_log

· Se Internet Explorer non chiede username e password verificare Internet Options -> Security Settings -> Logon -> Prompt for Username and Password (Mozilla e Firefox non hanno questo problema).

· Autorizzazione a gruppi di utenti

· Creare il file di autorizzazione dei gruppi in /var/www/html/passwd/htgroup ed aggiungere un gruppo:

Autorizzati: david gonzo

<Directory "/var/www/html/protetta">

AuthType Basic

AuthName "Accesso Protetto"

AuthUserFile /var/www/html/passwd/htpasswd

AuthGroupFile /var/www/html/passwd/htgroup

Require user david

Require group Autorizzati
</Directory>

· Restrizione dell’accesso ad una directory in base all’indirizzo IP

<Directory "/var/www/html/protetta">

Order deny,allow

Deny from all

Allow from 192.168.0.21

#Allow from linux.tekna

#Allow from 10.0.0.0/255.0.0.0

#Allow from 10.0.0.0/8

</Directory>

Configurazione di Apache per l’esecuzione di script CGI: (nell’esempio si tratta di codice Perl)

ScriptAlias /cgi-bin/ /var/www/cgi-bin/

Vi /var/www/cgi-bin/test.pl

#!/usr/bin/perl

print "Content-type: text/html\n\n";

print "Ciao a tutti.";

Chmod a+x test.pl

Setup e configurazione di MySQL per utilizzo in congiunzione con PHP+Apache

· Scaricare dal sito di MySQL (www.mysql.com) i binari di installazione del database server (attualmente disponibile la release 4.0.20).

· Una volta scompattato il pacchetto contenente i binari di Mysql, creare un link simbolico in /usr/local con 

· ln –s <mysql install dir> /usr/local/mysql
· cd /usr/local/mysql
· Creare il database di partenza tramite

· /usr/local/mysql/scripts/mysql_install_db –user=mysql
· I database di MySQL vengono creati in /usr/local/mysql/data; assegnare i seguenti diritti all’utente root ed all’utente mysql:

· chown –R mysql data

· chgrp –R root .

· chown –R root .

· Lanciare il wrapper per il demone mysqld tramite:

· Bin/mysqld_safe –user=mysql &
· Verificare l’avvenuta esecuzione con  ps –ax | grep mysql.

· Bin/mysqladmin -u root password pippo (per impostare la password per l’utente root del database, ovvero il DB Administrator).

· bin/mysql -u root -h localhost –p (per verificare la possibilità di connessione al client Mysql tramitelo user e la password impostati).

· cd /usr/share/doc/mysql-server-3.23.52/ ; cp my-medium.cnf /var/lib/mysql/my.cnf

· chown mysql.mysql my.cnf; chmod 0600 my.cnf (creiamo un file di configurazione custom a partire da uno già fornito con l’installazione del database).

(Configurazione ragionevole per la sicurezza ed il log delle informazioni del db)

[mysqld]

user=mysql (il db gira con i privilegi dell’utente mysql e non root)

port            = 3306

socket          = /var/lib/mysql/mysql.sock

skip-locking

set-variable    = key_buffer=16M

set-variable    = max_allowed_packet=1M

set-variable    = table_cache=64

set-variable    = sort_buffer=512K

set-variable    = net_buffer_length=8K

set-variable    = myisam_sort_buffer_size=8M

(impostazioni per il log)

log             = /var/log/mysql/mysqld-query.log

log-bin         = /var/log/mysql/mysqld-bin.log

log-bin-index   = /var/lib/log/mysqld-index.log

log-slow-queries        = /var/log/mysql/mysqld-slow-queries.log

long-query-time = 15

(bind all’indirizzo del database server)

bind-address    = 192.168.0.2

(solo il DBA può creare utenti)

safe-user-create

local-infile    = 0

skip-name-resolve

skip-symlink

(se il database riceve richieste solo da PHP locale è inutile attivare le richieste via rete)

skip-networking

server-id       = 1

· Far ripartire il servizio : service mysqld restart (oppure configurare un rc.mysqld su Slackware) e verificare che tutto sia corretto con ps.

· ./mysql -u root –p (collegarsi alla console interattiva di mysql)

· show databases; drop database test; show databases; use mysql;

· show tables; (mostra le tabelle di un db) describe user; (mostra i campi della tabella user).

· select host, user, password from user; (utenti che possono accedere al db)

· create database rubrica; use rubrica;

· Creazione di una tabella del db:

CREATE TABLE nominativi 

( ID_USER INT(5) AUTO_INCREMENT NOT NULL,

    -> COGNOME VARCHAR(40) BINARY,

    -> NOME VARCHAR(40) BINARY,

    -> TELEFONO VARCHAR(15),

    -> EMAIL VARCHAR(30),

    -> INDIRIZZO VARCHAR(120),

    -> PRIMARY KEY(ID_USER));

· Show tables; (dovrebbe mostrare la tabella appena creata); BINARY è per fare in modo che il campo sia Case Sensitive

· Describe nominativi;

· Inserimento dati: 

mysql> insert into nominativi values('','Bandinelli','David','055684507','david@agbms.ch','Via del Bandino 30 - 50126 - Firenze');

Query OK, 1 row affected (0.00 sec)

mysql> insert into nominativi values('','Pone','Umberto','0556842507','umberto.pone@agbms.ch','Via del Pallino 32 - 50124 - Firenze');

Query OK, 1 row affected (0.00 sec)
PHPMyAdmin (Consolle di amministrazione web di MySQL)

http://www.phpmyadmin.net/home_page/
Per l’installazione è sufficiente scompattare il pacchetto nella Document Root di Apache e modificare il file di configurazione.

Il file di configurazione si chiama:

config.inc.php
Se viene ricevuto un errore nella connessione al DB da PHPMyAdmin come questo “Error php: mysql_connect(): Client does not support authentication protocol”

La soluzione: 
mysql -u root -p 

SET PASSWORD FOR user@localhost = OLD_PASSWORD('password'); 
Il problema è dovuto alla versione della libreria con cui PHP si connette a MySQL la quale effettua l’hash delle password in modo diverso dalle nuove versioni di MySQL.

Introduzione a PHP

PHP (recursive acronym for "PHP: Hypertext Preprocessor") is a widely-used Open Source general-purpose scripting language that is especially suited for Web development and can be embedded into HTML. 

Notice how this is different from a script written in other languages like Perl or C -- instead of writing a program with lots of commands to output HTML, you write an HTML script with some embedded code to do something (in this case, output some text). The PHP code is enclosed in special start and end tags that allow you to jump into and out of "PHP mode". 

What distinguishes PHP from something like client-side JavaScript is that the code is executed on the server. If you were to have a script similar to the above on your server, the client would receive the results of running that script, with no way of determining what the underlying code may be. You can even configure your web server to process all your HTML files with PHP, and then there's really no way that users can tell what you have up your sleeve. 

The best things in using PHP are that it is extremely simple for a newcomer, but offers many advanced features for a professional programmer. Don't be afraid reading the long list of PHP's features. You can jump in, in a short time, and start writing simple scripts in a few hours. 

What can PHP do?

Anything. PHP is mainly focused on server-side scripting, so you can do anything any other CGI program can do, such as collect form data, generate dynamic page content, or send and receive cookies. But PHP can do much more. 

There are three main fields where PHP scripts are used. 

Server-side scripting. This is the most traditional and main target field for PHP. You need three things to make this work. The PHP parser (CGI or server module), a webserver and a web browser. You need to run the webserver, with a connected PHP installation. You can access the PHP program output with a web browser, viewing the PHP page through the server. See the installation instructions section for more information. 

Command line scripting. You can make a PHP script to run it without any server or browser. You only need the PHP parser to use it this way. This type of usage is ideal for scripts regularly executed using cron (on *nix or Linux) or Task Scheduler (on Windows). These scripts can also be used for simple text processing tasks. See the section about Command line usage of PHP for more information. 

Writing client-side GUI applications. PHP is probably not the very best language to write windowing applications, but if you know PHP very well, and would like to use some advanced PHP features in your client-side applications you can also use PHP-GTK to write such programs. You also have the ability to write cross-platform applications this way. PHP-GTK is an extension to PHP, not available in the main distribution. If you are interested in PHP-GTK, visit its own website. 

PHP can be used on all major operating systems, including Linux, many Unix variants (including HP-UX, Solaris and OpenBSD), Microsoft Windows, Mac OS X, RISC OS, and probably others. PHP has also support for most of the web servers today. This includes Apache, Microsoft Internet Information Server, Personal Web Server, Netscape and iPlanet servers, Oreilly Website Pro server, Caudium, Xitami, OmniHTTPd, and many others. For the majority of the servers PHP has a module, for the others supporting the CGI standard, PHP can work as a CGI processor. 

So with PHP, you have the freedom of choosing an operating system and a web server. Furthermore, you also have the choice of using procedural programming or object oriented programming, or a mixture of them. Although not every standard OOP feature is realized in the current version of PHP, many code libraries and large applications (including the PEAR library) are written only using OOP code. 

With PHP you are not limited to output HTML. PHP's abilities includes outputting images, PDF files and even Flash movies (using libswf and Ming) generated on the fly. You can also output easily any text, such as XHTML and any other XML file. PHP can autogenerate these files, and save them in the file system, instead of printing it out, forming a server-side cache for your dynamic content. 

One of the strongest and most significant feature in PHP is its support for a wide range of databases. Writing a database-enabled web page is incredibly simple. The following databases are currently supported: 

	Adabas D
	Ingres
	Oracle (OCI7 and OCI8)

	Dbase
	InterBase
	Ovrimos

	Empress
	FrontBase
	PostgreSQL

	FilePro (read-only)
	MSQL
	Solid

	Hyperwave
	Direct MS-SQL
	Sybase

	IBM DB2
	MySQL
	Velocis

	Informix
	ODBC
	Unix dbm


We also have a DBX database abstraction extension allowing you to transparently use any database supported by that extension. Additionally PHP supports ODBC, the Open Database Connection standard, so you can connect to any other database supporting this world standard. 

PHP also has support for talking to other services using protocols such as LDAP, IMAP, SNMP, NNTP, POP3, HTTP, COM (on Windows) and countless others. You can also open raw network sockets and interact using any other protocol. PHP has support for the WDDX complex data exchange between virtually all Web programming languages. Talking about interconnection, PHP has support for instantiation of Java objects and using them transparently as PHP objects. You can also use our CORBA extension to access remote objects. 

PHP has extremely useful text processing features, from the POSIX Extended or Perl regular expressions to parsing XML documents. For parsing and accessing XML documents, we support the SAX and DOM standards. You can use our XSLT extension to transform XML documents. 

While using PHP in the ecommerce field, you'll find the Cybercash payment, CyberMUT, VeriSign Payflow Pro and CCVS functions useful for your online payment programs. 

At last but not least, we have many other interesting extensions, the mnoGoSearch search engine functions, the IRC Gateway functions, many compression utilities (gzip, bz2), calendar conversion, translation... 

Python is an interpreted, interactive, object-oriented programming language. It is often compared to Tcl, Perl, Scheme or Java.

Python combines remarkable power with very clear syntax. It has modules, classes, exceptions, very high level dynamic data types, and dynamic typing. There are interfaces to many system calls and libraries, as well as to various windowing systems (X11, Motif, Tk, Mac, MFC). New built-in modules are easily written in C or C++. Python is also usable as an extension language for applications that need a programmable interface.

· LoadModule php4_module modules/libphp4.so (in httpd.conf, disabilitare /etc/httpd/conf.d/php.conf rinominandolo o copiandolo in altra locazione).

· AddType application/x-httpd-php .php (Per attivare il trattamento dell’estensione .php).

· Riavviare il server httpd e testare il tutto con un file di prova php:

<?

print "<html>\n";

print "<body>\n";

print "<b>Ciao</b>\n";

phpinfo();

print "</body>\n";

print "</html>\n";

?>

In /etc/php.ini deve essere attivato il supporto per la libreria di connessione a MySQL se si vuole utilizzare le funzionalità di accesso al db:

extension=mysql.so

Sotto /usr/lib/php4 (extension dir nel file di configurazione di PHP) si deve trovare la libreria richiesta (mysql.so) che, se non presente, deve essere installata tramite rpm (su Red Hat).
Il pacchetto php-mysql-4.2.2-8.0.5.i386.rpm si può trovare sul sito della Red Hat.
(Sorgente PHP che effettua la connessione ad un database MySQL e recupera i dati dalla tabella nominativi presentandoli in una tabella HTML).

<?php

$link = mysql_connect("localhost","root","password")

        or die("Connessione a MySQL Fallita!!!");

mysql_select_db("rubrica")

        or die("Impossibile selezionare il db Rubrica!!!");

$query = "SELECT * FROM nominativi ORDER BY cognome";

$result = mysql_query($query)

        or die("Query fallita sulla tabella nominativi !!!");

print "<HTML>\n";

print "<HEAD>\n";

print "<TITLE>\n";

print "Rubrica Indirizzi\n";

print "</TITLE>\n";

print "</HEAD>\n";

print "<BODY>\n";

print "<DIV align=center>\n";

print "<TABLE border='5'>\n";

print "<TD colspan='6' align=center>\n";

print "<b>Lista dei contatti in Rubrica</b>\n";

print "</TD><TR>\n";

print "<TD colspan='6'>\n";

print "</TD></TR>\n";

while ($line = mysql_fetch_array($result, MYSQL_ASSOC)) {

        print "\t<TR>\n";

        foreach ($line as $col_value) {

                print "\t\t<TD>$col_value</TD>\n";

        }

        print "\t</TR>\n";

}

print "</TABLE>\n";

print "</DIV>\n";

print "</BODY>\n";

print "</HTML>\n";

mysql_free_result($result);

mysql_close($link);

?>

Installazione di estensioni al PHP (versione 4.3.3, distribuzione Mandrake 9.X)

· La libgd è inclusa nel PHP a partire dalla versione 4.3.0

· Libgd è una libreria per la manipolazione di immagini JPEG, PNG, GIF (solo lettura per problemi di brevetto).

· Ottimo tutorial per la libreria libgd ed il PHP: http://www.nyphp.org/content/presentations/GDintro/

· XML DOM Library : urpmi php-domxml, service httpd restart (la libreria si trova nel CD 3 di Mandrake 9.2)

· La libreria EXPAT XML per il parsing di documenti XML è già inclusa nelle librerie base di PHP 4.3.3
· Per installare PEAR e relativa classe XMLTree  per la creazione di documenti XML:

· Installare PEAR con: urpmi php-pear

· scaricare dal repository di PEAR (pear.php.net) il pacchetto xmltree.1.tgz

· scompattare il pacchetto nella direcotory di installazione di PEAR (/usr/share/pear); a questo punto includere nei sorgenti PHP include("XML/Tree.php");
· http://www.devshed.com/c/a/PHP/Building-XML-Trees-With-PHP/3/
Installazione di PHP-CGI (versione 4.3.3, distribuzione Mandrake)

· L’interprete PHP sotto forma di CGI si installa con: urpmi php-cgi

· Per l’help php-cgi -?; per interpretare (ed eseguire codice php):php-cgi test.php

· Php-cgi –q test.php (esegue senza visualizzare l’header HTTP)

Lista files necessari per le esercitazioni:

· httpd.conf (Configurazione Apache)

· my.cnf (configurazione MySQL)

· test.php (test supporto PHP)

· rubrica.php (test connessione tra PHP e MySQL)

· mysql.so (libreria per connessione PHP e MySQL versioni PHP 4.2.2 e MySQL 3.23.52)

Compilazione programmi C che si interfacciano a MySQL

· installare il pacchetto mysql-devel-3.23.56-1.9 che si trova nel disco 2 di Red Hat 9.0A

· scrivere un sorgente C di prova che utilizza MySQL ad esempio:

#include <stdio.h>

#include <sys/time.h>

#include "/usr/include/mysql/mysql.h"

void main()

{

MYSQL_RES *result;

MYSQL_ROW row;

MYSQL *connection, mysql;

int state;

mysql_init(&mysql);

printf("Done.\n");

}

· compilarlo con: gcc -c test.c

· linkarlo con: gcc -o test test.o -L/usr/lib/mysql –lmysqlclient

Modulo 11: IP routing, firewall con IPTables e questioni di sicurezza; la configurazione di Squid

IP Forwarding e routing tra sottoreti IP

Per attivare sempre l'ip forwarding (necessario per il routing tra sottoreti ip) e' necessario in /etc/sysctl.conf attivare IP_FORWARD 1 altrimenti tutte le volte che la macchina parte trovo 0 in /proc/sys/net/ipv4/ip_forward e l'ip forwarding non e' attivo.

L'ip forwarding non e' gestito da un demone ma e' parte del protocollo ipv4 e quindi va attivato come supporto a livello di kernel.

Una volta attivato: mettere 192.168.0.0 da una parte e 10.0.0.0 dall'altra e provare se le due sottoreti si parlano (due macchine di ogni sottorete si pingano).

L’ip_forwarding è l’unica cosa che dobbiamo attivare sulla macchina Linux che fa da router tra le due sottoreti IP.

Quindi, se abbiamo una linux box con due interfacce: eth0 con indirizzo 192.168.0.2 ed eth1 con indirizzo 10.10.0.1; ogni interfaccia è collegata ad un hub/switch di rete diverso (uno per la rete 192.168.0.0/255.255.255.0 e l’altro per la rete 10.0.0.0/255.0.0.0).

Ad ogni hub sono collegati due client, uno con indirizzo 192.168.0.21 (chiaramente collegato all’hub della rete 192.168.0) e all’altro uno con indirizzo dinamico dhcp (es. 10.10.0.100).

Per fare in modo che la macchina 192.168.0.21 possa pingare la macchina 10.10.0.100 è necessario aggiungere le segenti regole nelle tabelle di routing delle due macchine:

(Sul client 10.10.0.100)

route add 192.168.0.0 mask 255.255.255.0 10.10.0.1

(sul client 192.168.0.21)

route add 10.0.0.0 mask 255.0.0.0 192.168.0.2

Ovvero sul primo client (rete 10) il gateway per la rete 192.168.0 è l’interfaccia di rete 10 della macchina router.

Sul secondo client (rete 192.168.0) il gateway per la rete 10 è l’interfaccia di rete 192.168.0 della macchina router.

Firewalling con IPTABLES

· Verificare che il pacchetto Iptables sia installato ed eventualmente disinstallare la versione precedente Ipchains.

· Verificare che nel kernel (make menuconfig) in network options sia attivata l’opzione (built-in) network packet filtering (anche in ip netfiter configuration sia tutto attivo almeno sotto forma di modulo).

· Terminologia del firewall: DNAT, SNAT, Forward, Masquerading, Prerouting, Postrouting, Mangle, Catene (Chains), Tabelle (Tables).

[image: image4.jpg]decision

Tilter
OUTPUT
mangle
TRODT:
Tar
STROUT:





(Il percorso dei pacchetti all’interno di un firewall)


La tabella “mangle”
This table should as we've already noted mainly be used for mangling packets. In other words, you may freely use the mangle matches etc that could be used to change TOS (Type Of Service) fields and so on. 
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	You are strongly advised not to use this table for any filtering; nor will any DNAT, SNAT or Masquerading work in this table. 


Targets that are only valid in the mangle table: 

TOS

TTL

MARK

The TOS target is used to set and/or change the Type of Service field in the packet. This could be used for setting up policies on the network regarding how a packet should be routed and so on. Note that this has not been perfected and is not really implemented on the Internet and most of the routers don't care about the value in this field, and sometimes, they act faulty on what they get. Don't set this in other words for packets going to the Internet unless you want to make routing decisions on it, with iproute2. 

The TTL target is used to change the TTL (Time To Live) field of the packet. We could tell packets to only have a specific TTL and so on. One good reason for this could be that we don't want to give ourself away to nosy Internet Service Providers. Some Internet Service Providers do not like users running multiple computers on one single connection, and there are some Internet Service Providers known to look for a single host generating different TTL values, and take this as one of many signs of multiple computers connected to a single connection. 

The MARK target is used to set special mark values to the packet. These marks could then be recognized by the iproute2 programs to do different routing on the packet depending on what mark they have, or if they don't have any. We could also do bandwidth limiting and Class Based Queuing based on these marks. 

La tabella “nat”

This table should only be used for NAT (Network Address Translation) on different packets. In other words, it should only be used to translate the packet's source field or destination field. Note that, as we have said before, only the first packet in a stream will hit this chain. After this, the rest of the packets will automatically have the same action taken on them as the first packet. The actual targets that do these kind of things are: 

DNAT

SNAT

MASQUERADE

The DNAT target is mainly used in cases where you have a public IP and want to redirect accesses to the firewall to some other host (on a DMZ for example). In other words, we change the destination address of the packet and reroute it to the host. 

SNAT is mainly used for changing the source address of packets. For the most part you'll hide your local networks or DMZ, etc. A very good example would be that of a firewall of which we know outside IP address, but need to substitute our local network's IP numbers with that of our firewall. With this target the firewall will automatically SNAT and De-SNAT the packets, hence making it possible to make connections from the LAN to the Internet. If your network uses 192.168.0.0/netmask for example, the packets would never get back from the Internet, because IANA has regulated these networks (among others) as private and only for use in isolated LANs.

The MASQUERADE target is used in exactly the same way as SNAT, but the MASQUERADE target takes a little bit more overhead to compute. The reason for this, is that each time that the MASQUERADE target gets hit by a packet, it automatically checks for the IP address to use, instead of doing as the SNAT target does - just using the single configured IP address. The MASQUERADE target makes it possible to work properly with Dynamic DHCP IP addresses that your ISP might provide for your PPP, PPPoE or SLIP connections to the Internet. 

La tabella “Filter”

The filter table is mainly used for filtering packets. We can match packets and filter them in whatever way we want. This is the place that we actually take action against packets and look at what they contain and DROP or /ACCEPT them, depending on their content. Of course we may also do prior filtering; however, this particular table, is the place for which filtering was designed. Almost all targets are usable in this chain. We will be more prolific about the filter table here; however you now know that this table is the right place to do your main filtering. 

Relazione tra tabelle (operazioni) e catene (fasi)

Tabella

Catena

----------------------------------------------------------------

FILTER

INPUT,OUTPUT,FORWARD

DNAT


PREROUTING

SNAT


POSTROUTING

MASQUERADING
POSTROUTING

Esercitazione firewall: tramite lo script testfw.sh verificare il filtraggio ed il log dei pacchetti icmp echo-request (ping) verso il firewall; verificare il passaggio dei pacchetti filtrati nel log /var/log/messages ed il cambiamento tra effettuare REJECT (Destination port unreachable; ovvero l’host rifiuta attivamente la connessione e DROP, Request Timed Out; ovvero il pacchetto è perso e chi aveva mandato l’echo request non riceve nessuna risposta).

Spiegazione iptables: formato comandi iptables con catene di default: iptables –A INPUT –s 195.141.177.130 –p tcp –destination-port telnet –j DROP (catena, sorgente, protocollo, porta, azione: DROP, REJECT, ACCEPT, LOG)

sbin/iptables -A INPUT -p tcp --syn -s 192.168.1.110/32 --destination-port 22 -j ACCEPT
/sbin/iptables -A INPUT -p tcp --syn --destination-port 80 -j ACCEPT
/sbin/iptables -A INPUT -p tcp --syn -j DROP

(esempio, si accetta solo SSH dall’host 192.168.1.110 e richieste di connessione sulla porta 80 da tutti, tutto il resto viene chiuso; il pacchetto SYN è il primo che serve ad iniziare una connessione con il protocollo tcp – handshaking).

Per verificare lo stato delle porte correntemente in ascolto sulla propria macchina Linux utilizzare il comando: netstat -natup

Esempi:

1. iptables -A INPUT -t filter -p icmp -s 192.168.0.0/16 -j DROP

(impedisce alle macchine di qualsiasi rete 192.168.X.X di effettuare ping sul firewall)

con il DROP non si ottiene nessuna risposta al PING (request timed out)

2. iptables -A INPUT -t filter -p icmp -s 192.168.0.0/16 -j REJECT

(impedisce alle macchine di qualsiasi rete 192.168.X.X di effettuare ping sul firewall)

con il REJECT si ottiene una risposta negativa al PING (destination port unreachable)

3. iptables -F INPUT

(cancella tutte le regole della catena di INPUT)

4. iptables -A OUTPUT -t filter -p icmp -j DROP

(ferma il traffico ICMP in uscita dal firewall)

5. iptables –L 

(visualizza tutte le regole correnti impostate sulle catene)

6. iptables -A INPUT -t filter -p icmp -s 192.168.0.0/16 -j LOG

iptables -A INPUT -t filter -p icmp -s 192.168.0.0/16 -j DROP

(attiva il log su /var/log/messages di tutti i pacchetti ICMP che vengono scartati) 

7. iptables -A INPUT -j LOG  --log-level info --log-prefix "INPUT: "

(attiva il log di tutto il traffico che passa sulla catena INPUT)

8.  # iptables -A FORWARD -j ACCEPT -m state --state ESTABLISHED,RELATED

(fa passare dalla catena di FORWARD solo i pacchetti con stato ESTABLISHED e RELATED, ovvero pacchetti relativi a connessioni iniziate dal firewall e non da macchine esterne verso il firewall).

9. Regole per navigare su internet da una rete interna attraverso SNAT/DNAT effettuati da IpTables.

Iptables –A FORWARD –t filter –p tcp –-destination-port 80 –s 192.168.1.0/24 –J ACCEPT

Iptables –A POSTROUTING –t nat –p tcp -–destination-port 80 –J SNAT -–to-source 212.47.21.11

Iptables –A FORWARD –t filter –p tcp –-source-port 80 –d 192.168.1.0/24 –J ACCEPT

10. Regole per navigare su internet da una rete interna attraverso MASQUERADING effettuato da IpTables.

Iptables –A FORWARD –t filter –p tcp –-destination-port 80 –s 192.168.1.0/24 –J ACCEPT

Iptables –A POSTROUTING –t nat –p tcp -–destination-port 80 –o ppp0 –J MASQ

Iptables –A FORWARD –t filter –p tcp –-source-port 80 –d 192.168.1.0/24 –J ACCEPT

11. Regola per implementare un trasparent proxy con iptables e SQUID (in ascolto sulla porta 3128).

Iptables -A PREROUTING –t nat -i eth0 -p tcp -–destination-port 80 -j REDIRECT --to-port 3128

12. Creazione di catene definite dall’utente con iptables.

iptables -N priv-inet

iptables -A FORWARD -s 192.168.1.0/24 -i eth1 -o eth0 -j priv-inet

iptables -A priv-inet -p tcp –destination-port pop3 -j ACCEPT

(supponendo che eth0 sia collegata ad Internet ed eth1 alla rete privata)

Stateful Inspection:

The netfilter framework now includes stateful inspection, also referred to as stateful filtering or sometimes dynamic filtering. 

This connection tracking mechanism provides the ability to associate all the packets of a particular connection with each other. Stateful inspection attempts to make sense out of the higher level protocols such as NFS, http and ftp. The behavior of the firewall changes based on the information contained in the packet. If the packet contains information in the header that indicates it is part of an existing connection, and it matches a rule that states it's a permissable service, then it is permitted to pass through the firewall. 

Previous implementations had no way of knowing if a particular connection to one of those ports were associated with a legitimate connection or was an arbitrary connection, as would be the case with a port scan or malicious hack attempt. 

Many protocols attempt to allocate arbitrary ports for their data to be passed through. Previously there was no alternative but to poke holes in the firewall to allow these arbitrary ports access should there be a connection that requires it at some point during a connection. The new firewalling code allows the firewall to open ports only long enough for that particular packet on an arbitrary port to pass through it. 

This greatly increases the overall security of the hosts behind it and is a component of nearly every major commercial firewall implementation. 

At the same time, it also greatly reduces the window of opportunity for blackhats to attempt to pass malicious packets through the firewall, despite the source and destination ports and addresses being known. This allows only packets that are recognised as being part of an established connection to pass, instead of previously only depending on destination address and port. This also helps to thwart an attacker's attempt at using packets with modified headers that would have previously subverted a stateless packet filtering firewall. 

Rules can now be created to base their routing decision on one of the following states: 

NEW: This packet is trying to create a new connection 

RELATED: This packet is related to the existing connection, and is passing in the original direction 

INVALID: This packet doesn't match any connection 

ESTABLISHED: This packet is part of an existing connection 

RELATED+REPLY: This packet is not part of an existing connection, but is related to one, such as an ftp-data transfer when there is already an ftp-control session to that host 

As a simple example, to forward across the firewall interfaces packets that are part of a pre-existing connection might look like this: 

# iptables -A FORWARD -j ACCEPT -m state -state ESTABLISHED,RELATED

While stateful inspection provides much better performance than an application gateway such as squid, and also increases the level of protection over a simple packet filter, they can be as deceptively difficult to set up and maintain. It also may potentially require more memory to store the state information than a standard packet filter. Also, unlike application gateways such as squid, a direct connection is still made with the internal hosts which are being protected, exposing them to the exploitable weaknesses present on that host. 

Address Translation:

Network Address Translation (NAT) is the process of converting one or more IP addresses into another IP address. This is most commonly seen through the use of "IP Masquerading" where a home or internal network is translated into an IP address that is routable on the Internet. The new packet filtering code in the 2.4 kernels include a much more robust form of address translation. 

The 2.4 kernel packet filtering now supports a one-to-one, many-to-one and even many-to-many IP address and port translation. In the simplest case, an internal address may be translated into one that is addressable on the Internet. Previously, this may have been done using something of the form: 

# ipchains -A forward -j MASQ -s 192.168.1.0/24 -d 0/0

This will convert all IP addresses from the 192.168.1.0 network into the address of the external interface of the box it is running on. From there, an entry is made in the internal kernel data structures that tracks the connection and associates it with the particular host from which it originated. This form of proxying is very easy to set up and provides a great solution for internal users with a limited number of Internet-routable IP addresses. 

While the masquerading support is still functionally equivalent to it's predecessors, additional forms of address translation are now available. The new packet mangling code provides additional forms of translation including the ability to translate the source or destination addresses of a packet, the ports associated with the connection, port forwarding and transparent proxying. Suddenly, with the addition of this improved NAT, load-balancing, fault-tolerance and even high-availability become obtainable. Specifically, the following new NAT options are available: 

DNAT: This target specifies that the destination address of the packet should be modified. This is a great way to load-balance a connection request amongst several destination servers. 

SNAT: This target specifies that the source address of the packet should be modified, including all future packets in this connection. 

REDIRECT: This is a specialized case of DNAT that alters the destination IP address to send the packet to the machine itself. This is useful in circumstances where one wishes to redirect web traffic to a local proxy server, such as squid. 

Packets that have had either their source or destination addresses translated will then be retranslated on their return trip, so they are sure to be delivered back to the host with the real IP address. 

So, to develop a simple and inexpensive load balancing solution, you might use the following to have your firewall redirect some of the traffic to each of the web servers at 192.168.1.100, 192.168.1.101 and 192.168.1.102, as follows: 

#

# Modify destination addresses to 192.168.1.100, 

# 192.168.1.101, or 192.168.1.102

# iptables -t nat -A POSTROUTING -i eth1 -j DNAT --to 192.168.1.100-192.168.102

Other modules exist to do application-specific address translation and extensive documentation exists on how to write these modules. 

Packet Mangling:

Packet mangling is the ability to change or modify packets both before they are routed and after routing has been decided, specifically, the PREROUTING and POSTROUTING subtables. 

Type of Service

One example of packet mangling is the ability to prioritize traffic from separate queues, changing the "Type of Service" value in the packet before it is routed on to it's final destination. 

The Type of Service values can be one of the following: 

Minimize-Delay 

Maximize-Throughput 

Maximize-Reliability 

Minimize-Cost 

Normal-Service 

For example, to provide interactive performance to telnet while using ftp at the same time: 


# iptables -A PREROUTING -t mangle -p tcp --sport telnet \



-j TOS --set-tos Minimize-Delay


# iptables -A PREROUTING -t mangle -p tcp --sport ftp \



-j TOS --set-tos Minimize-Delay


# iptables -A PREROUTING -t mangle -p tcp --sport ftp-data \



-j TOS --set-tos Maximize-Throughput

Logging:

Netfilter improves on previous versions by providing the ability to restrict the rate of matches, such as for suppressing extensive log messages, for example when a host makes a number of connections in a predefined interval. This can help to prevent some types of denial of service attacks. 

The detailed logging that netfilter provides enables a firewall administrator to not only troubleshoot potential system problems, but also to track a potential intrusion, and correlate it with other systems and events. The example below shows how to reduce the number of packets originating from the 192.168.1.1 host that are logged: 

# iptables -A INPUT -s 192.168.1.1 -m limit --limit 1/second -j LOG

It is also possible to log messages at different log levels and with different prefix notes: 

# iptables -A INPUT -s 192.168.1.1 -j LOG --log-prefix ' ##Router## '

This will log all traffic originating from the 192.168.1.1 host and prepend the string " ##Router## " to each entry. It produces the following log output: 

Jan 28 23:18:42 magneto kernel: ##Router## IN=eth0 OUT= 

MAC=00:60:67:36:9b:c8:00:60:67:30:ac:e5:08:00 SRC=192.168.1.1 

DST=192.168.1.206 LEN=312 TOS=0x10 PREC=0x00 TTL=64 ID=9189 DF 

PROTO=TCP SPT=22 DPT=1023 WINDOW=32120 RES=0x00 ACK PSH URGP=0

Additionally, it also provides the ability to log packets based on many other criteria. More information in logging in general (MAC address, etc). A rule such as the following: 

# iptables -I INPUT -m mac --mac-source 00:60:67:30:AC:E5 -j LOG

produces log output similar to the following: 

Jan 28 23:15:19 magneto kernel: IN=eth0 OUT= 

MAC=00:60:67:36:9b:c8:00:60:67:30:ac:e5:08:00 SRC=192.168.1.1 

DST=192.168.1.206 LEN=528 TOS=0x10 PREC=0x00 TTL=64 ID=7738 DF PROTO=TCP 

SPT=22 DPT=1023 WINDOW=32120 RES=0x00 ACK PSH URGP=0 

Jan 28 23:15:19 magneto kernel: IN=eth0 OUT= 

MAC=00:60:67:36:9b:c8:00:60:67:30:ac:e5:08:00 SRC=192.168.1.1 

DST=192.168.1.206 LEN=528 TOS=0x10 PREC=0x00 TTL=64 ID=7738 DF PROTO=TCP 

SPT=22 DPT=1023 WINDOW=32120 RES=0x00 ACK PSH URGP=0 

La configurazione di Squid (Proxy Server)

· squid si configura da /etc/squid/squid.conf

· cache_access_log /var/log/squid/access.log

· http_port 3128

· client http://www.virgilio.it (per testare squid direttamente dal proxy server)

· Per controllare in tempo reale il log di squid: 

tail -f /var/log/squid/access.log

· acl lan src 192.168.0.0/255.255.255.0 (creazione di una nuova ACL)

· http_access allow localhost

· http_access allow lan (si abilita l’accesso al proxy server all’acl appena creata)

· http_access deny all

· cache_access_log /var/log/squid/access.log (Si attiva il log degli accessi al proxy server)

Per lanciare in esecuzione Squid:
/usr/local/squid/sbin/squid –z (per creare le directory di swap)

/usr/local/squid/sbin/squid -NCd1 (per lanciare squid in modalita’ debug da consolle)

/usr/local/squid/sbin/squid (per lanciare Squid come demone)

Modulo 12: NFS, Samba, PAM, OpenSSH, Concetti di sicurezza, OpenSSL

Configurazione base di NFS

· Verificare il funzionamento del server NFS

· Configurare /etc/exports

· Provare a montare/smontare i filesystem remoti via NFS

· Montare filesystem nfs all’avvio della macchina Linux

Configurazione base di Samba

· Introduzione a SMB (Server Message Block), NETBIOS, NETBEUI (NETBIOS over TCP, NETBIOS over NETBEUI (non routabile)

· Service smb start

· Testparm, controlla che le impostazioni di Samba siano corrette

· /etc/samba/smb.conf per la configurazione

· workgroup = DAVID (lo stesso del network identification di w2000)

· security = share (per impostare la convalida dell’accesso a livello di share, quindi le macchine appartenenti allo stesso workgroup possono accedere)

[public]

   path = /var/ftp/public

   public = yes

   only guest = yes

   writable = yes

   printable = no

Con only guest tutti si possono connettere ad uno share pubblico tramite un utente guest definito su linux

· smbclient -L davidfis (mostra la lista degli share ed altre informazioni relative ad un server samba)

· smbstatus: mostra l’utilizzo corrente degli share

· smbclient -L davidlap -U david (mostra gli share connettendosi con un utente che sia esistente sulla macchina Windows)

· smbmount //davidlap/temp /mnt/samba/ -o username=david%david (monta sulla macchina Linux uno share della macchina Windows)

· smbpasswd -a david (aggiunge un utente, che deve già esistere in /etc/passwd per l’autenticazione user di Samba)

· Fatto questo, dalla macchina Windows ci si può connettere allo share samba su Linux indicando come utente david creato con smbpasswd

· In sostanza deve esistere lo stesso utente sia sulla macchina windows (username david password david), sia sulla macchina Linux per non avere problemi di autenticazione nell’accesso agli share

· smbmount //davidlap/temp /mnt/samba/ -o username=david%david (se cambiamo la password sulla macchina Windows con l’autenticazione user non si può più accedere allo share)

· Provare a creare un utente per samba su windows con password windows e su linux con password linux per verificare quando viene usato l’uno o l’altro

· Per montare uno share Windows su di una macchina Linux su cui è installato Samba:

mount -t smbfs -o username=administrator,password=admin //storage/public /mnt/storage/

PAM (Pluggable authentication modules)

(http://www.kernel.org/pub/linux/libs/pam/Linux-PAM-html/pam.html)

NB: La Slackware non utilizza PAM come sottosistema di autenticazione.

Linux-PAM (Pluggable Authentication Modules for Linux) is a suite of shared libraries that enable the local system administrator to choose how applications authenticate users. 

In other words, without (rewriting and) recompiling a PAM-aware application, it is possible to switch between the authentication mechanism(s) it uses. Indeed, one may entirely upgrade the local authentication system without touching the applications themselves. 

Historically an application that has required a given user to be authenticated, has had to be compiled to use a specific authentication mechanism. For example, in the case of traditional UN*X systems, the identity of the user is verified by the user entering a correct password. This password, after being prefixed by a two character ``salt'', is encrypted (with crypt(3)). The user is then authenticated if this encrypted password is identical to the second field of the user's entry in the system password database (the /etc/passwd file). On such systems, most if not all forms of privileges are granted based on this single authentication scheme. Privilege comes in the form of a personal user-identifier (uid) and membership of various groups. Services and applications are available based on the personal and group identity of the user. Traditionally, group membership has been assigned based on entries in the /etc/group file. 

Unfortunately, increases in the speed of computers and the widespread introduction of network based computing, have made once secure authentication mechanisms, such as this, vulnerable to attack. In the light of such realities, new methods of authentication are continuously being developed. 

It is the purpose of the Linux-PAM project to separate the development of privilege granting software from the development of secure and appropriate authentication schemes. This is accomplished by providing a library of functions that an application may use to request that a user be authenticated. This PAM library is configured locally with a system file, /etc/pam.conf (or a series of configuration files located in /etc/pam.d/) to authenticate a user request via the locally available authentication modules. The modules themselves will usually be located in the directory /lib/security and take the form of dynamically loadable object files (see dlopen(3)).

Utility: authconfig per configurare il modulo /etc/pam.d/system-auth che controlla l’autenticazione sul sistema (shadow, md5 ecc.) 

OpenSSH

· ssh-keygen -t rsa in (/root/.ssh/id_rsa); id_rsa: chiave privata, id_rsa.pub contiene la chiave pubblica

· la chiave pubblica generata va copiata sull’host a cui ci si vuole connettere (es. tramite ftp) e memorizzata in /root/.ssh/authorized_keys

· a questo punto dall’host sorgente ci si può connettere all’host destinazione direttamente tramite account di root senza effettuare login (la chiave pubblica confrontata con quella privata al momento del login permette di autenticare l’utente).

· Autenticazione pessima telnet: la password e tutta la sessione in chiaro; autenticazione standard di ssh; la password e tutta la sessione è criptata; autenticazione RSA/DSA di ssh, la password non viene mai trasmessa dato che all’altro host viene data la chiave pubblica che serve per cifrare i messaggi destinati a noi e che possono essere decifrati solo dalla nostra chiave privata.

· In sintesi: H1 richiede la connessione ad H2 (H2 possiede la chiave pubblica di H1)

· H2 genera un numero casuale e lo cifra con la chiave pubblica di H1

· H2 invia il numero causale cifrato ad H1

· H1 decifra il numero casuale con la chiave privata e lo rimanda ad H2

· H2 confronta il numero ricevuto con quello generato inizialmente e se coincidono autorizza l’host H1 alla connessione senza bisogno di nessuno scambio di password.

· La chiave di tutto il meccanismo sta nel mantenere segreta la chiave privata (che eventualmente può essere generata tramite una passphrase memorizzata da qualche altra parte che rende inutile anche il furto della chiave privata); per aumentare la sicurezza generare la chiave privata con una passphrase ma il problema adesso è che ogni volta che dobbiamo loggarci ad un host dobbiamo dare la passphrase al posto della password (in effetti la chiave privata è stata criptata tramite l’utilizzo della passphrase).

· Per ovviare a questo possiamo aggiungere una serie di passphrase ad una cache chiamata ssh-agent tramite ssh-add (in questo modo la passphrase viene chiesta solo una volta e recuperata dalla cache per decodificare la chiave privata quando necessario).

Principi e terminologia di sicurezza e cifratura

· Autenticazione: procedimento che tenta di provare che effettivamente qualcuno sia chi dichiara di essere; le tecniche di autenticazione includono password, firme digitali, tecniche biometriche (scansione di impronte o retina) o tecniche hardware come smart card e simili.

· Algoritmo di cifratura: un procedimento matematico che permette di trasformare una sequenza di informazioni in un un’apparente sequenza casuale di dati.

Gli elementi di un sistema di cifratura sono:

· Un testo in chiaro (C)

· Un testo cifrato (E)

· Una chiave (K)

Se è possibile, essendo nota la chiave K, passare da C -> E e viceversa, il sistema di cifratura si definisce reversibile.

Esempio con un semplica cifrario additivo:

Testo in chiaro (C):

QUESTOTESTOCIFRATOEMOLTOVULNERABILE

Chiave = 3 (Ogni lettera viene sostituita con la lettera che la segue di 3 posti nell’alfabeto)

Testo cifrato: (E):

TXHVWRWHVWRFLIUDWRHPROWRYXOQHUDELOH

E’ ovvio che dal testo cifrato si può tornare indietro con facilità al testo in chiaro, conoscendo la chiave K.

E’ inoltre evidente che utilizzando un algoritmo di cifratura così debole, si possano utilizzare metodi molto semplici per la decifrazione anche non essendo a conoscenza della chiave K; semplicemente facendo l’ipotesi che il testo sia stato cifrato con un cifrario additivo si può esplorare tranquillamente tutto il dominio della chiave K (si tratta di provare solo 26 valori nel caso peggiore).

Il sistema di cifratura utilizzato è vulnerabile inoltre ad altri tipi di attacco basati sulla frequenza con cui le lettere cifrate si presentano nel testo (le quali sono le stesse del testo in chiaro); è ovvio che nella lingua italiana ci siano delle lettere presenti più frequentemente di altre e che inoltre combinazioni di bigrammi e trigrammi siano più frequenti di altri.

· Algoritmo di cifratura non reversibile (one way): questo tipo di algoritmo non è reversibile, ovvero dal testo cifrato non è possibile risalire al testo in chiaro; Ad esempio, sui sistemi UNIX/Linux,tutte le volte che si deve verificare l’autenticazione (login di un utente alla macchina) si deve riapplicare l’algoritmo di cifratura alla password digitata e si confronta il risultato con la password cifrata conservata nel database delle password (/etc/shadow nelle macchine Linux); l’algoritmo originario (crypt) non è considerato molto sicuro ad oggi, ed è quindi sempre più spesso sostituito con algoritmi molto più sicuri come l’MD5 (Message Digest 5 – R. Rivest).

· Cifratura a chiave privata: la cifratura a chiave privata si basa sul presupposto che persone autorizzate abbiano accesso alla stessa chiave segreta che viene utilizzata sia per cifrare che per decifrare il testo in chiaro; esempi: DES (Data Encryption Standard), RC2, RC4, RC5. triplo DES e IDEA; il problema degli schemi di cifratura a chiave privata consiste nel tenere assolutamente segreta la chiave e nella criticità del momento in cui le due parti che devono dialogare si devono scambiare le chiavi.

· Cifratura a chiave pubblica: La cifratura a chiave pubblica si basa su due chiavi differenti, una pubblica e l’altra privata; la chiave pubblica si usa per cifrare i messaggi, mentre quella privata si usa per decifrarli.

La chiave pubblica viene distribuita liberamente così che chiunque la possa utilizzare per inviare messaggi al destinatario; il destinatario utilizza la sua chiave privata per decifrare il messaggio e la chiave pubblica del mittente per cifrare la risposta.

L’algoritmo più diffuso è l’RSA (Rivest, Shamir, Adelman – MIT 1978) il cui brevetto è scaduto nel 2000.

Il problema del sistema a chiave pubblica risiede nella lentezza del processo di cifratura/decifratura, solitamente questo schema si utilizza per trasferire in maniera sicura una chiave privata che poi viene utilizzata per il resto del dialogo (quindi con schema a chiave privata).

· Firma digitale: Le firme digitali sono legate alla cifratura a chiave pubblica, ma il procedimento è esattamente l’inverso; il mittente utilizza la chiave privata per cifrare e firmare digitalmente il contenuto del messaggio ed il destinatario utilizza la chiave pubblica del mittente per la decifrazione.

Dato che il mittente è l’unica persona che ha accesso alla chiave privata, il destinatario può essere ragionevolmente sicuro che il messaggio provenga effettivamente dal mittente e che non sia stato alterato durante la trasmissione.

La firma digitale è utilizzata, nel caso delle transazioni elettroniche, per evitare che il mittente possa negare l’invio o ripudiare il messaggio.

Dato che gli algoritmi di cifratura a chiave pubblica sono piuttosto lenti per messaggi di una certa lunghezza, solitamente vengono utilizzate delle funzioni di hash per velocizzare il procedimento.

La funzione di hash calcola una specie di firma (checksum o digest) in base al contenuto del messaggio, in maniera deterministica, ovvero il digest sarà lo stesso riapplicando lo stesso algoritmo di hash allo stesso messaggio; inoltre le funzioni hash sono notevolmente veloci (le funzioni più comuni sono MD5 (Message Digest version 5) e SHA (Secure Hash Algorithm)).

Se si dispone del messaggio e del relativo digest riapplicando la funzione di hash si può verificare l’autenticità del messaggio (solitamente questa tecnica è utilizzata per la trasmissione elettronica del software).

Data la velocità delle funzioni di hash solitamente si crea una firma digitale in questo modo:

· viene calcolato un digest per l’intero messaggio  con una funzione di hash veloce.

· Il digest viene cifrato con un algoritmo di cifratura a chiave pubblica.

· Quando il messaggio viene ricevuto la firma viene decifrata con la chiave pubblica del mittente.

· La stessa funzione di hash viene applicata sul messaggio ricevuto ed il digest calcolato viene confrontato con quello decifrato proveniente dal mittente; se i due valori sono uguali si può pensare che il messaggio originario non sia stato alterato.

· Certificati digitali: Un certificato digitale combina una chiave pubblica ed i dettagli anagrafici di un individuo o di un’organizzazione in un formato digitale firmato.

Dato un certificato si dispone della chiave pubblica della controparte, nel caso in cui si voglia inviare un messaggio, e dei dati anagrafici del mittente garantiti da una CA (Certification Authority).

Le CA (Verisign o Thawte) rilasciano certificati digitali ad individui ed aziende soggette a controlli di identità, ovvero se si decide di fidarsi di una CA, si può quindi decidere di fidarsi di una società o di un individuo di cui la CA si fida (network of trust).

Lo standard ITU X.509 si occupa di definire un meccanismo per trasmettere informazioni in maniera sicura tramite l’utilizzo di certificati digitali.

Esempio: un certificato rilasciato da una CA come Verisign per effettuare transazioni sicure con uno web server tramite SSL costa 600 USD per due anni e 250 USD per il rinnovo annuale (350 USD per due anni con Thawte).

CERT - the Computer Emergency Response Team, is recognised as the Internet's official emergency team. It was established in the USA by the Defense Advanced Research Projects Agency (DARPA) in 1988 following the Morris computer Worm incident crippled approximately 10% of all computers connected to the Internet. 

CERT is located at the Software Engineering Institute - a US government funded research and development centre operated by Carnegie Mellon University - and focuses on security breaches, denial-of-service incidents, provides alerts and incident-handling and avoidance guidelines. 

CERT is also the publisher of Information Security alerts, training and awareness campaigns. CERT may be found on the World Wide Web at www.cert.org. 

Cracker: 'cracker' refers to a person who attempts to gain unauthorised access to a computer system. Such persons are usually ill intentioned and perform malicious acts of techno-crime and vandalism.

DES - The Data Encryption Standard and the AES - Advanced Encryption Standard are both data encryption standards for the scrambling of data to protect its confidentiality. 

It was developed by IBM in co-operation with the American National Security Agency and published in 1974. It has become extremely popular and, because it used to be so difficult to break, with 72,000,000,000,000,000 possible key variations, was banned from export from the USA. However, restrictions by the US Government, on the export of encryption technology was lifted in 2000 to the countries of the EU and a number of other countries. 

The AES - Advanced Encryption Standard, is a state of the art algorithm (developed by Rijndael) and chosen by the United States National Institute of Standards and Technology on October 2, 2000. Although selected, it will not become officially "approved" by the US Secretary of Commerce until Q2 2001. Meanwhile, products are already available which use the Rijndael algorithm within AES encryption tools. For example http://www.privatecrypt.com/int/. 

Hacker: An individual whose primary aim in life is to penetrate the security defences of large, sophisticated, computer systems.

Honeypot (Pentola di miele): Un sistema appositamente creato per funzionare come trappola per eventuali attaccanti; una honeypot è creata in modo da apparire simile ad un sistema reale ma in realtà non contiene nessun dato o servizio importante eccetto i sistemi di log ed investigazione delle intrusioni.

SSL (Secure Socket Layer): Protocollo sviluppato da Netscape per la comunicazione sicura tra un client web (browser) ed un server web.

La sequenza di negoziazione (handshaking) tra client e server SSL avviene in questo modo:

· Il browser si connette ad un server che supporta SSL e gli richiede di autenticarsi.

· Il server spedisce al client il certificato digitale.

· Opzionalmente il server può richiedere al client di autenticarsi tramite l’invio del certificato digitale (viene usato raramente).

· Il browser presenta al server una lista di algoritmi di cifratura e di funzioni di hash supportate; il server seleziona gli algoritmi più forti crittograficamente che siano in grado di supportare entrambi.

· Il browser prende la chiave pubblica del server dal certificato e la usa per cifrare un numero generato casualmente (questo numero verrà utilizzato come base per generare la chiave privata con cui avverrà la comunicazione vera e propria).

· Il server decifra il numero casuale inviato dal client con la propria chiave privata ed applicando una funzione di hash al numero (solitamente MD5), genera la chiave privata per la sessione (ovviamente il client avrà applicato la stessa funzione di hash alla medesima sequenza ed avrà quindi pronta la chiave privata di sessione).

· Una volta che il server ed il client sono in possesso della chiave privata per la sessione, i dati trasmessi dal server vengono cifrati con uno schema a chiave privata (solitamente RC4).

Uno schema di autenticazione di questo tipo, in cui si utilizza un valore che viene scambiato tra client e server (la sequenza casuale) e su cui si basa la continuazione o meno della connessione, è definito challenge-response (sfida-risposta). 

Spoofing: L’intercettazione, alterazione e ritrasmissione di dati nel tentativo di ingannare il destinatario.

OpenSSL

· Nella directory /etc/httpd/conf.d/ si trova il file ssl.conf  nel quale vengono configurati tutti i parametri di configurazione del modulo OpenSSL di Apache.

· Tra i parametri più importanti, la porta su cui avviene il dialogo SSL (solitamente la 443) e le directory in cui si trovano le chiavi pubbliche e private ed i certificati.

(file di configurazione di mod_ssl per Apache: ssl.conf)

#   Server Certificate:

#   Point SSLCertificateFile at a PEM encoded certificate.  If

#   the certificate is encrypted, then you will be prompted for a

#   pass phrase.  Note that a kill -HUP will prompt again. A test

#   certificate can be generated with `make certificate' under

#   built time. Keep in mind that if you've both a RSA and a DSA

#   certificate you can configure both in parallel (to also allow

#   the use of DSA ciphers, etc.)

SSLCertificateFile /etc/httpd/conf/ssl.crt/filename.crt

#SSLCertificateFile /etc/httpd/conf/ssl.crt/server-dsa.crt

#   Server Private Key:

#   If the key is not combined with the certificate, use this

#   directive to point at the key file.  Keep in mind that if

#   you've both a RSA and a DSA private key you can configure

#   both in parallel (to also allow the use of DSA ciphers, etc.)

SSLCertificateKeyFile /etc/httpd/conf/ssl.key/filename.key

openssl genrsa -des3 -out chiaveprivata.pem 2048 (per creare una chiave privata per uno schema di cifratura a chiave pubblica utilizzando l’algoritmo RSA con una lunghezza di 2048 bit, protetta con un algoritmo di cifratura a chiave privata, DES3); la chiave per la cifratura/decifratura DES3 viene richiesta all’utente tramite l’immissione di una passphrase.

Con OpenSSL, la chiave privata contiene anche le informazioni relative alla chiave pubblica, in modo che non sia necessario generare la chiave pubblica separatamente.

openssl req -new -key chiaveprivata.pem -out certificato.csr (per creare una richiesta di un certificato digitale da inviare ad una CA per ottenerne uno firmato; durante la generazione della richiesta verranno chiesti all’utente una serie di dati identificativi della propria persona/azienda); openssl req -text -noout < certificato.csr (per esaminare il contenuto della richiesta generata).
Il file contenente la richiesta con estensione .csr può essere direttamente inviato alla CA che, dopo aver effettuato le verifiche e ricevuto il pagamento, provvederà ad inviare il certificato firmato da installare nel server.
openssl req -new -x509 -key chiaveprivata.pem -out miocertificato.pem -days 1095 (Se si vuole creare e firmare un proprio certificato X.509 senza inviare la richiesta ad una CA si può usare questo comando); il certificato generato può essere copiato nella directory /etc/httpd/conf/ssl.crt, in modo che lo web server lo utilizzi per le transazioni SSL); openssl x509 -in miocertificato.pem -noout –text (per visualizzare i dati contenuti all’interno del certificato).

Per creare una propria certification authority in grado di firmare le richieste:


openssl –new –x509 –key chiaveprivata.pem 


Se si vuole firmare una richiesta di certificato con la CA creata in precedenza si 
può utilizzare il seguente comando:

openssl ca –in miocertificato.csr –out miocertificato.crt


La richiesta può essere generato sulla macchina da certificare con:


openssl req -new -key chiaveprivata.pem -out certificato.csr
SSLCertificateFile /etc/httpd/conf/ssl.crt/miocertificato.pem

SSLCertificateKeyFile /etc/httpd/conf/ssl.key/chiaveprivata.pem

Una volta generata la chiave ed il certificato si può cambiare la configurazione di Apache in modo da far utilizzare allo web server i file generati e si può far ripartire il servizio.

A questo punto si può provare ad accedere al sito web tramite una connessione SSL (es. https://192.168.0.2/test.php), e possiamo verificare che il browser ci avverta del fatto che il certificato non è stato firmato da una CA riconosciuta; a questo punto possiamo visualizzare il certificato e decidere se installarlo o meno.

NOTA (Apache 2.0.48): Per avviare SSL alla partenza di Apache oltre ad attivare SSLEngine On nel file di configurazione ssl.conf bisogna anche far partire Apache con /usr/local/apache2/bin/apachectl startssl.

Creazione di una propria CA (Certification Authority) e firma di un proprio certificato

CA.pl –newca

openssl req –new –nodes –-keyout testca.key.pem –-out testca-req.pem –-days 365

openssl ca –-out testca-cert.pem –-infiles testca-req.pem
Per velocizzare le operazioni di gestione dei certificati è possibile utilizzare l’utility CA.pl:
#

# CA - wrapper around ca to make it easier to use ... basically ca requires

#      some setup stuff to be done before you can use it and this makes

#      things easier between now and when Eric is convinced to fix it :-)

#

# CA -newca ... will setup the right stuff

# CA -newreq[-nodes] ... will generate a certificate request

# CA -sign ... will sign the generated request and output

#

# At the end of that grab newreq.pem and newcert.pem (one has the key

# and the other the certificate) and cat them together and that is what

# you want/need ... I'll make even this a little cleaner later.
Con CA.pl –newreq si genera una nuova richiesta (un nuovo certificato), con CA.pl –newreq-nodes viene generata una nuova richiesta di certificato con la chiave privata non cifrata (non richiede quindi la digitazione della passphrase per accedere al certificato).
Il certificato puo’ essere firmato dalla CA creata in precedenza tramite CA.pl –sign.

/etc/ssl/misc/newcert.pem contiene il certificato firmato dalla propria CA

/etc/ssl/misc/demoCA/private/cakey.pem contiene la chiave privata della propria CA

/etc/ssl/misc/demoCA/cacert.pem contiene il certificato della propria root CA

Self signed server certificate (include la chiave privata all’interno)
openssl req -newkey rsa:1024 -x509 -nodes -out server.pem -keyout server.pem -days 365
1. Introduction

How you handle certificates depend a great deal on what your role is.

Your role can be one or several of:

  - User of some client software

  - User of some server software

  - Certificate authority

This file is for users who wish to get a certificate of their own.

Certificate authorities should read ca.txt.

In all the cases shown below, the standard configuration file, as compiled into openssl, will be used.  You may find it in /etc/, /usr/local/ssl/ or somewhere else.  The name is openssl.cnf, and is better described in another HOWTO <config.txt?>.If you want to use a different configuration file, use the argument '-config {file}' with the command shown below.

2. Relationship with keys

Certificates are related to public key cryptography by containing a public key.  To be useful, there must be a corresponding private key somewhere.With OpenSSL, public keys are easily derived from private keys, so before you create a certificate or a certificate request, you need to create a private key.

Private keys are generated with 'openssl genrsa' if you want a RSA private key, or 'openssl gendsa' if you want a DSA private key.Further information on how to create private keys can be found in another HOWTO <keys.txt?>.  The rest of this text assumes you have a private key in the file privkey.pem.

3. Creating a certificate request

To create a certificate, you need to start with a certificate request (or, as some certificate authorities like to put it, "certificate signing request", since that's exactly what they do, they sign it and give you the result back, thus making it authentic according to their policies).  A certificate request can then be sent to a certificate authority to get it signed into a certificate, or if you have your own certificate authority, you may sign it yourself, or if you need a self-signed certificate (because you just want a test certificate or because you are setting up your own CA).

The certificate request is created like this:

 openssl req -new -key privkey.pem -out cert.csr

Now, cert.csr can be sent to the certificate authority, if they can handle files in PEM format.  If not, use the extra argument '-outform' followed by the keyword for the format to use (see another HOWTO <formats.txt?>).  In some cases, that isn't sufficient and you will have to be more creative.

When the certificate authority has then done the checks the need to do (and probably gotten payment from you), they will hand over your new certificate to you.

Section 5 will tell you more on how to handle the certificate you received.

4. Creating a self-signed test certificate

If you don't want to deal with another certificate authority, or just want to create a test certificate for yourself.  This is similar to creating a certificate request, but creates a certificate instead of a certificate request.  This is NOT the recommended way to create a

CA certificate, see ca.txt.

openssl req -new -x509 -key privkey.pem -out cacert.pem -days 1095

5. What to do with the certificate

If you created everything yourself, or if the certificate authority was kind enough, your certificate is a raw DER thing in PEM format.

Your key most definitely is if you have followed the examples above.

However, some (most?) certificate authorities will encode them with things like PKCS7 or PKCS12, or something else.  Depending on your applications, this may be perfectly OK, it all depends on what they know how to decode.  If not, There are a number of OpenSSL tools to convert between some (most?) formats.

So, depending on your application, you may have to convert your certificate and your key to various formats, most often also putting them together into one file.  The ways to do this is described in another HOWTO <formats.txt?>, I will just mention the simplest case. In the case of a raw DER thing in PEM format, and assuming that's all right for yor applications, simply concatenating the certificate and the key into a new file and using that one should be enough.  With some applications, you don't even have to do that.

By now, you have your cetificate and your private key and can start using the software that depend on it.

1. Introduction

Keys are the basis of public key algorithms and PKI.  Keys usually come in pairs, with one half being the public key and the other half being the private key.  With OpenSSL, the private key contains the public key information as well, so a public key doesn't need to be generated separately.

Public keys come in several flavors, using different cryptographic algorithms.  The most popular ones associated with certificates are RSA and DSA, and this HOWTO will show how to generate each of them.

2. To generate a RSA key

A RSA key can be used both for encryption and for signing.

Generating a key for the RSA algorithm is quite easy, all you have to

do is the following:

openssl genrsa -des3 -out privkey.pem 2048

With this variant, you will be prompted for a protecting password.  If you don't want your key to be protected by a password, remove the flag '-des3' from the command line above.

NOTE: if you intend to use the key together with a server certificate, it may be a good thing to avoid protecting it with a password, since that would mean someone would have to type in the password every time the server needs to access the key.

The number 2048 is the size of the key, in bits.Today, 2048 or higher is recommended for RSA keys, as fewer amount of bits is consider insecure or to be insecure pretty soon.

3. To generate a DSA key

A DSA key can be used both for signing only.  This is important to keep in mind to know what kind of purposes a certificate request with a DSA key can really be used for.

Generating a key for the DSA algorithm is a two-step process.  First, you have to generate parameters from which to generate the key:

openssl dsaparam -out dsaparam.pem 2048

The number 2048 is the size of the key, in bits.  Today, 2048 or higher is recommended for DSA keys, as fewer amount of bits is consider insecure or to be insecure pretty soon.

When that is done, you can generate a key using the parameters in question (actually, several keys can be generated from the same parameters):

  openssl gendsa -des3 -out privkey.pem dsaparam.pem

With this variant, you will be prompted for a protecting password.  If you don't want your key to be protected by a password, remove the flag '-des3' from the command line above.

NOTE: if you intend to use the key together with a server certificate, it may be a good thing to avoid protecting it with a password, since that would mean someone would have to type in the password every time the server needs to access the key.

Comandi OpenSSL per la creazione di un self signed root certificate e di una catena di certificati firmati a partire dalla root autority

Creazione della chiave e del root certificate per il server (in pratica questo equivale alla creazione di una propria Certification Authority privata)
openssl genrsa -des3 -out agb.key 4096

openssl req -new -x509 -days 3650 -key agb.key -out agb.crt
Creazione delle chiavi per i certificati da ereditare dalla root authority

openssl genrsa -des3 -out webmail.agbnielsen.net.key 512

openssl genrsa -des3 -out admin.agbnielsen.net.key 512

Creazione dei certificati che poi dovranno essere firmati dalla root CA

openssl req -new -key admin.agbnielsen.net.key -out admin.agbnielsen.net.csr

openssl req -new -key webmail.agbnielsen.net.key -out webmail.agbnielsen.net.csr
Firma dei certificati da parte della Certification Authority

openssl x509 -req -days 3650 -in webmail.agbnielsen.net.csr -CA agb.crt -CAkey agb.key -set_serial 01 -out webmail.agbnielsen.net.crt

openssl x509 -req -days 3650 -in admin.agbnielsen.net.csr -CA agb.crt -CAkey agb.key -set_serial 01 -out admin.agbnielsen.net.crt
Firma del certificate per l’accesso via SSL ad un server web (la richiesta era stata generate da un web server IIS 6.0 tramite il wizard)
openssl x509 -req -days 3650 -in reqsecure.csr -CA /etc/ssl/certs/agb.crt -CAkey /root/ssl/agb.key -set_serial 01 -out secure.agbtam.ch.crt

Modulo 13: Amministrazione sicura del server Linux

Tool e sistemi per la sicurezza

Lids (Linux Intrusion Detection System)

(http://www.lids.org/about.html)

Lids è un sistema di sicurezza aggiuntivo per Linux che permette di controllare e proteggere in maniera estremamente efficace files e processi tramite l’utilizzo di ACLs; dato che Lids opera a livello di Kernel è necessaria la ricompilazione del kernel per poter installare le funzionalità offerte da Lids.

Bastille

(http://www.bastille-linux.org/)

The Bastille Hardening System attempts to "harden" or "tighten" Unix operating systems. It currently supports the Red Hat, Debian, Mandrake, SuSE and TurboLinux Linux distributions along with HP-UX and Mac OS X. We attempt to provide the most secure, yet usable, system possible.
PortSentry

(http://sourceforge.net/projects/sentrytools/)

(http://www.securityfocus.com/infocus/1580)

Sistema in grado di rilevare “Port Scan” di vario tipo e di intraprendere azioni di difesa o correttive.

Tripwire

(http://www.tripwire.org/)
Tripwire è un sistema di rilevazione delle possibili “intrusioni” in un sistema; i file critici per il funzionamento del sistema vengono “firmati” digitalmente in modo da rilevare eventuali compromissioni.

NMAP

(http://www.insecure.org/nmap/)

Il migliore tool per l’esplorazione di rete disponibile attualmente; ha funzionalità di port scanning, fingerprinting e molto altro.

Ettercap

(http://ettercap.sourceforge.net/)

Un ottimo tool per il “network sniffing” ed allo stesso tempo un toolkit per effettuare una vasta serie di attacchi “man in the middle”.

Nessus

(http://www.nessus.org/)

Analizzatore di vulnerabilità Open Source, completo e dettagliato.

Dettagli di funzionamento di Ettercap

Costruire la lista degli host

Ettercap costruisce la lista degli host presenti nella rete in cui sta operando inviando un messaggio ARP REQUEST ad ogni della propria sottorete (tramite IP e Netmask); gli host attivi rispondono con una ARP REPLY.

Unified Sniffing

I pacchetti vengono inviati alla destinazione corretta da Ettercap stesso una volta “sniffati”.

Bridged Sniffing

I pacchetti attraversano la macchina su cui gira Ettercap e vengono “forwardati” da una scheda di rete all’altra (simile all’ip_forwarding del kernel, ma gestito interamente da Ettercap).

ARP POISONING ATTACK

Con questo metodo di attacco, Ettercap “avvelenerà” la cache di due host che stanno comunicando (tipicamente un pc ed il gateway), inserendo il proprio MAC ADDRESS nella cache ARP dei due host al posto di quello corretto.

Una volta che la ARP cache è stata alterata, i due host invieranno i pacchetti alla macchina su cui gira Ettercap (“Man in the middle”), che dopo aver “sniffato” o alterato i pacchetti provvederà ad instradarli verso le rispettive destinazioni in modo che le vittime non si accorgano di essere sottoposte all’attacco.

L’unico modo per accorgersi di essere sottoposti ad un attacco MITM (Man In The Middle) è quello di consultare la cache ARP e di verificare che ci siano due host con lo stesso MAC address (due IP diversi che puntano allo stesso MAC address).

     HOST 1  - - - - - - - - - - - - - - - - - - - -> HOST 2

   (poisoned)                                      (poisoned)

       |                                               ^

       |                                               |

        ------------> ATTACKER HOST  ------------------

                      ( ettercap )

 Legenda:

             - - - ->   Connessione logica

             ------->   Connessione fisica

ICMP REDIRECTION

Con questo tipo di attacco Ettercap invia un messaggio icmp-redirect falsificato agli host bersaglio in modo da indurli a credere che ci sia un percorso migliore per raggiungere Internet.

Tutto il traffico Internet verrà in questo modo rediretto all’attaccante che dopo aver “sniffato” il traffico provvederà ad instradare i pacchetti verso il vero gateway.

Questo tipo di attacco MITM è di tipo HALF-DUPLEX perché solo il client può essere rediretto tramite un icmp-redirect (un router-gateway non accetta di default questo tipo di messaggi).

DHCP SPOOFING

Questo tipo di attacco viene effettuato da Ettercap simulando un DHCP server e cercando di prevalere sul DHCP server “ufficiale”; in questo modo Ettercap può inviare ai client una configurazione di rete in cui il gateway è la macchina attaccante, disponendo quindi del traffico proveniente dai client.

PORT STEALING

Con questa tecnica Ettercap può “sniffare” il traffico di reti “switchate” dove non sia possibile effettuare ARP Poisoning, ad esempio dove ARP viene mappato staticamente.

Inondando la rete con pacchetti ARP, Ettercap è in grado di rubare la porta dello switch di ogni vittima; il MAC di destinazione di ogni pacchetto contraffatto è lo stesso dell’attaccante ed il sorgente sarà quello di una delle vittime.

Inondando la rete di questi pacchetti lo switch invierà il traffico all’attaccante invece che alle macchine legittime; una volta catturato il pacchetto Ettercap effettuerà una ARP request con la destinazione corretta ed attenderà che l’host riprenda correttamente la sua porta dello switch in modo da potergli forwardare il pacchetto.

CHARACTERS INJECTION

I pacchetti ricevuti da Ettercap con queste tecniche possono essere alterati semplicemente effettuando il ricalcolo del checksum e sostituendolo prima di instradare il pacchetto.

Tenendo traccia del “sequence number” e dell’ “acknowledgement number” dei pacchetti TCP si può inoltre inserire nuovi pacchetti nella connessione in corso. 

 SSH1 MAN-IN-THE-MIDDLE

Con la tecnica MITM Ettercap è in grado di ascoltare e decifrare conversazioni tra host che utilizzano la versione 1 del protocollo SSH.

Quando la connessione inizia, Ettercap sostituisce la chiave pubblica del server con una generata al volo; quando il client manda la chiave di sessione cifrata con la chiave pubblica falsa, la possiamo decifrare con la chiave privata della macchina attaccante e salvare la vera chiave di sessione (ad esempio una chiave privata 3-DES).

Una volta fatto questo, Ettercap cifra la chiave di sessione con la chiave pubblica corretta del server SSH ed instrada normalmente il traffico.

A questo punto, avendo la chiave privata di sessione, è possibile decifrare tutto il traffico SSH tra client e server.

Con la versione 2 del protocollo SSH questo tipo di attacco non funziona perché le chiavi pubbliche non vengono scambiate durante la fase di handshaking (le due parti devono già avere memorizzate le proprie chiavi pubbliche altrimenti la conversazione non inizia) e quindi non è possibile alterarle.

PACKET FILTERING

I pacchetti che passano attraverso Ettercap possono essere alterati tramite appositi “filtri”, che nella versione 0.7.0 vengono scritti tramite un apposito linguaggio di scripting, compilati e caricati a runtime durante la fase di attacco.

Concetti avanzati relativi alle permissions di file e directory (LsOf,ChAttr, LsAttr)

Per le permission vedi SUID, SGID e Sticky Bit (capitolo 3).

Attributi estesi

Nei filesystem di tipo ext2 ed ext3 (non ReiserFS) è possibile utilizzare attributi estesi per i file in aggiunta alle permission standard.

A – Non aggiorna l’access time di un file quando si ha un accesso ad un file specifico (può essere utilizzato per limitare l’I/O su dischi lenti o montati via NFS).

a – Apre il file solo in “append mode” (solo root può impostare questo attributo).

d – Il file non può essere processato dal comando dump (ext2/3 filesystem backup).

i – Il file non può essere modificato, rinominato o cancellato (immutable); non possono essere creati link e nessun dato può essere scritto nel file.

S – Quando il file viene modificato, i dati vengono immediatamente scritti su disco e non mantenuti in nessun buffer di I/O.

s – Quando il file viene cancellato, i buffer vengono azzerati e scritti immediatamente su disco.

Gli attributi estesi si esaminano con lsattr e si cambiano con chattr.

Es. lsattr a.txt

Chattr +A a.txt, chattr –A a.txt

LSOF

LSOF è l’acronimo per LiSt Open Files, ed è il nome di un utility che visualizza informazioni riguardo i file aperti dai processi che sono correntemente in esecuzione su di un sistema Unix/Linux.
Lsof  (mostra tutti i file aperti da tutti i processi in esecuzione)

Lsof –c nome (mostra tutti i file aperti dai processi che iniziano con nome)

Lsof /tmp (mostra tutti i file aperti nella directory tmp ed i processi che li hanno aperti)

Lsof | grep LISTEN (mostra tutti i processi che stanno ascoltando su qualche porta)

SUDO (Super User DO) (http://www.courtesan.com/sudo/)
Il comando SUDO permette di concedere temporaneamente ad un altro utente i privilegi dell’utente root.

Con SUDO non è necessario che gli utenti conoscano la password di root per lanciare saltuariamente programmi che hanno bisogno dei diritti di root; tramite il file /etc/sudoers determinati utenti vengono abilitati esplicitamente ad utilizzare determinati comandi che normalmente sarebbero eseguiti dall’utente root.

Una volta effettuata l’autenticazione (la prima volta che un utente utilizza SUDO, gli viene richiesta la sua password), l’utente può utilizzare SUDO per 5 minuti senza digitare ulteriori password.

Tutto quello che viene lanciato tramite il comando SUDO viene loggato in /var/log/messages in modo che l’amministratore sia in grado di sapere quali utenti hanno lanciato quali comandi (e quando) tramite il sottosistema SUDO.

Es.

%> sudo ls /usr/local/protected

Es. L’utente david deve essere in grado di creare nuovi utenti ma l’amministratore di sistema non vuole dare accesso a questo utente all’account di root; in pratica david ha bisogno di poter lanciare con i privilegi di superuser il comando /usr/sbin/useradd.

Per far questo tramite SUDO, aggiungere in /etc/sudoers :

david ALL= /usr/sbin/useradd

a questo punto l’utente david può lanciare useradd con :

%> sudo /usr/sbin/useradd <nuovo utente>

NOTA: Se un utente che non è presente nel file /etc/sudoers tenta di lanciare un comando con SUDO, il sistema tenterà di inviare una mail a root per segnalare un possibile tentativo di ottenere privilegi di superuser da parte di un normale utente.

“Chrooting” e “Root Jail”
Per chiudere un utente (ad esempio, <jail>) nella propria root jail al momento del login:

1. Creare una falsa shell per sostituire /bin/bash, ad esempio /bin/chrootbash

#!/bin/bash

if [ "$1" = "-c" ]; then

        i=0;

        PARAMS="";

        for param in $*; do

                if [ $i -gt 0 ]; then

                        PARAMS="$PARAMS $param";

                fi

                let i++;

        done;

        sudo /usr/bin/chroot /var/chroot /bin/su - $USER -c "$PARAMS"

else

        sudo /usr/bin/chroot /var/chroot /bin/su - $USER

fi;

2. Creare un utente jail, settare la password ed impostare la shell a /bin/chrootbash (lo script precedentemente creato).

3. Creare la directory per la root jail (ad esempio /var/chroot), dove verrà “confinato” l’utente al momento del login.

4. Creare la seguente struttura di directory nella root jail:

bin/

dev/

etc/

home/

lib/

test

tmp/

usr/

5. Nella folder etc della root jail creare passwd, group e shadow in modo che contengano solo l'utente jail e l'utente root (tutti gli altri utenti devono essere sconosciuti all’utente che si logga nella root jail).

Passwd 

root:x:0:0::/root:/bin/bash

jail:x:1005:102::/home/:/bin/bash

Shadow

jail:$1$vAH1sK5l$Jl2VFbmjObooSpJTmH56C1:12576:0:99999:7:::

Group

root::0:

jail::102:

6. Copiare i binari indispensabili per l’utente “confinato” nella root jail nella directory bin della root jail, avendo come minimo indispensabile la bash stessa.

(esempio)

bash

cat

env

id

ls

more

passwd

su

vi

7. Verificare con ldd che le librerie dinamiche siano presenti per ogni binario copiato (es. ldd ls) e copiare nella directory lib della root jail tutte le librerie necessarie (alcune delle librerie riportate non sono indicate da ldd ma sono necessarie comunque).

ld-linux.so.2

libc.so.6

libcrypt.so.1

libdl.so.2

libncurses.so.5

libnsl.so.1

libnss_compat.so.2

libnss_files.so.2

libpthread.so.0

libresolv.so.2

librt.so.1

libtermcap.so.2

8. Per quanto riguarda il binario del comando su, è necessario compilarne una versione che non utilizzi PAM per l'autenticazione ed è quindi necessario recuperarne i sorgenti:

(esempio di compilazione di una nuova versione di su)

wget ftp://ftp.gnu.org/gnu/coreutils/coreutils-5.0.tar.gz

tar zxvf coreutils-5.0.tar.gz

cd coreutils-5.0

./configure

make

cp src/su /var/chroot/bin

9. Creare una directory dev nella root jail e crearvi i due dispositivi indicati (necessari per il demone ssh ad esempio):

mknod -m 0666 /var/chroot/dev/tty c 5 0

mknod -m 0644 /var/chroot/dev/urandom c 1 9

10. Installare SUDO se non presente ed editare il file /etc/sudoers per abilitare l’utente jail all’utilizzo del comando chroot.

jail  ALL= NOPASSWD: /usr/bin/chroot /var/chroot /bin/su - jail*

11. Verificare che la root jail funzioni effettuando il login con l'utente jail ed accertando quale sia la directory di root dell’utente; se tutto è andato bene si potrà notare come l’utente jail non possa uscire dalla sua directory di root logica (‘/’) che è contenuta all’interno della directory fisica (/var/chroot).

I “Rootkit” ed i sistemi di rilevazione delle intrusioni

Un rootkit è una collezione di tool e programmi che aiutano gli attaccanti a mantenere sotto controllo una macchina una volta compromessa.

Solitamente i rootkit vengono installati su sistemi già compromessi su cui sia stato possibile arrivare all’account di root, in modo da coprire le tracce dell’attacco e permettere l’utilizzo del sistema compromesso in futuro senza che l’amministratore si accorga di questo.

Un tipico rootkit può essere composto dalle seguenti utility:

Backdoor Programs - login backdoors, telnetd etc 

Packet Sniffers - Sniff network traffic such as FTP, TELNET,POP3 

Log-Wiping Utilities - Bash the logs to cover tracks 

DDoS Programs - Turn the box into a DDoS client (Remember trinoo?) 

IRC\Bots - Bots used to take over IRC channels 

Miscellaneous programs - May contain exploit, log editor 

Il fatto che un hacker, una volta entrato in un sistema, utilizzi un rootkit potrebbe essere indice di scarsa competenza di quest’ultimo (un probabile “script kiddies”), ma potrebbe anche essere una procedura standard (l’installazione di un certo rootkit) nel momento in cui i sistemi compromessi siano molti.

E’ ovvio che l’attaccante nel momento in cui installa un rootkit standard si espone agli strumenti di rilevazione esistenti (tool come chkrootkit che cercano segnali della presenza dei più diffusi rootkit).

Un hacker esperto utilizzerà un proprio rootkit customizzato e cercherà di renderlo invisibile ai tool di rilevazione.

Attualmente esistono due differenti tipi di rootkit:

Application rootkit – Agiscono a livello applicativo (T0rn, LRK4/5)

Kernel Rootkits – Agiscono direttamente nel kernel (KNARK, Adore)

Un rootkit che lavora a livello applicativo sostanzialmente sostituisce alcuni binari di sistema con copie false o che contengono “troiani”.

I binari falsificati nascondono la presenza dell’hacker, restituiscono informazioni false all’amministratore di sistema ed aprono delle backdoor a cui l’attaccante può collegarsi.

Solitamente i binari che vengono sostituiti sono:

"ls", "find", "du" – per nascondere files e directory appartenenti al rootkit o alle attività dell’hacker. 

"ps", "top", "pidof" – I processi del rootkit o dell’hacker vengono nascosti. 

"netstat" – Le porte su cui ascoltano le backdoor installate dal rootkit non vengono visualizzate. 

"killall" – I processi appartenenti al rootkit non verranno uccisi dalla versione contraffatta di killall. 

"ifconfig" – Solitamente viene rimosso il flag PROMISC in modo da nascondere le attività di sniffing effettuate su di un’interfaccia di rete. 

"crontab" – Le attività schedulate dall’hacker vengono nascoste. 

"tcpd", "syslogd", “xinetd” – Le attività compiute dal rootkit non vengono “loggate” ed il meccanismo dei TCP Wrapper (tcpd, xinetd) viene completamente bypassato. 


Un Kernel rootkit agisce invece direttamente all’interno del kernel rendendolo estremamente difficile da rilevare e rimuovere.

In pratica, tramite il meccanismo dei moduli dinamici del kernel (LKM), il rootkit viene inserito nel kernel in esecuzione sotto forma di modulo; il modulo del rootkit solitamente cercherà di alterare il comportamento di una serie di system call relative all’accesso a file e processi per rendersi praticamente invisibile.

Contromisure anti-rootkit

1. Ovviamente la prima regola per difendersi da un rootkit è quella di evitare che il sistema venga compromesso (dato che è necessario l’accesso alla macchina Linux per potervi installare il rootkit), quindi come prima cosa proteggersi con un firewall e mantenere i pacchetti installati il più aggiornati possibile.

2. Nel caso in cui l’intrusione avvenga comunque si può tentare di confinare l’hacker all’interno di una “root jail”; un rootkit installato all’interno della root jail non è poi così pericoloso (i comandi di sistema alterati saranno quelli all’interno della gabbia, mentre quelli sotto /usr/sbin non verranno toccati).

3. Per verificare l’integrità dei propri file binari ed accorgersi di una possibile sostituzione è buona norma utilizzare sistemi di controllo dell’integrità dei file come Tripwire.
4. Per proteggersi dai Kernel Rootkit si può pensare di utilizzare sistemi come LIDS, che tramite alcune patch al kernel stesso , dotano il sistema di sofisticati sistemi anti-intrusione.

5. Se non si vuole utilizzare LIDS per l’alto livello di amministrazione (e conoscenze) necessarie per utilizzarlo, si può comunque effettuare una procedura di “hardening” del kernel base installato da una distribuzione in modo da renderlo più sicuro nei limiti comunque delle funzionalità predefinite, senza dover applicare patch direttamente nel kernel.

Un progetto per effettuare hardening che può essere utilizzato si chiama Bastille Linux.
6. Per esaminare sistemi che si sospetta essere compromessi può essere utilizzato un tool come chkrootkit per trovare indizi della presenza di un rootkit.

La procedura di rimozione di un rootkit da un sistema compromesso può essere un’operazione lunga e complessa e spesso si preferisce effettuare la reinstallazione completa del sistema operativo.

Esempio: compilazione ed inserimento di un modulo nel kernel

Con il comando strace è possibile intercettare le system call chiamate da un processo e visualizzare i segnali ricevuti.

#define MODULE

#include “/usr/linux/include/modules.h”

int init_module(void)

{

 printk("Hello World\n");

 return 0;

}

void cleanup_module(void)

{

 printk("Bye, Bye");

}

Il programma di esempio implementa un semplicissimo modulo che può essere caricato a runtime nel kernel di Linux tramite il comando insmod.
Gcc –c modulo.c

Insmod modulo.o

Lsmod

Dmesg (per visualizzare i messaggi inviati dal modulo tramite printk)

Rmmod modulo

Per un ottimo testo di riferimento relativo al meccanismo dei moduli ed alle tecniche di exploit simili a quelle utilizzate nel rootkit KNARK:

http://www.kernelfreak.epac.to/html/txt/coding/(nearly)%20Complete%20Linux%20Loadable%20Kernel%20Modules.htm
Hardening

The /etc/securetty file allows you to specify which TTY devices the root user is allowed to login on. The /etc/securetty file is read by the login program usually /bin/login. Its format is a list of the tty devices names allowed, and for all others that are commented out or do not appear in this file, root login is disallowed. Disable any tty that you do not need by commenting them out # at the beginning of the line. Edit the securetty file vi, /etc/securetty and comment out the following lines: 

	             tty1

             #tty2

             #tty3

             #tty4

             #tty5

             #tty6

             #tty7

             #tty8

             


Which means only root is allowed to login on tty1. This is my recommendation, allowing root to log in only on one tty device and use the su command to switch to root if you need more. devices to log in as root.
Restricting Root Login in SSH (/etc/ssh/sshd_config)
This is critical. Many linux boxes are exploited today by allowing a remote user to attempt to "brute force" the root password by trying passwords over and over again. Typically if a user needs to SSH to the root account it is best to SSH in as a local user and issue the su command. 

To restrict the SSH server disallow root logins locate the following line in the configuration file:
PermitRootLogin: and make sure it reads PermitRootLogin no (remove any # symbols in front and set the value to no) 

Attacchi di tipo “Denial of Service” (Negazione di Servizio)

Questo tipo di attacchi è utilizzato per impedire ad un computer o ad una rete il normale funzionamento.

Solitamente gli attacchi DoS vengono utilizzati all’interno della rete Internet per impedire il corretto funzionamento di un sito web o di un host, oppure per paralizzare una serie di router o di DNS in modo da compromettere la funzionalità di intere reti o domini.

Modalità di attacco e contromisure

ICMP Floods (Inondazione ICMP o Ping)

Questo tipo di attacco prevede l’invio di flussi continui di pacchetti ICMP-ECHO-REQUEST verso il bersaglio abbassando il timeout tra un pacchetto e l’altro.

Contromisure

La larga disponibilità di banda rende meno efficaci questo tipo di attacchi rispetto al passato; si può inoltre filtrare efficacemente il traffico ICMP tramite l’utilizzo di un firewall e specificando regole per evitare burst (raffiche) di pacchetti.

SYN Floods (Inondazione SYN)

Questo tipo di attacco è volto ad esaurire le risorse di connessione del protocollo TCP, inondando la macchina bersaglio di richieste di connessione TCP (pacchetti SYN) non seguiti dall’ACK alla ricezione del SYN/ACK da parte della macchina target.

Questo comporta un elevato numero di connessioni “appese” che attendono il completamento della fase di “handshaking”.

Contromisure

A livello di kernel si può operare su diversi parametri per abbassare il timeout del tempo di handshaking concesso al TCP e per aumentare il buffer dei pacchetti SYN che possono essere immagazzinati (tcp_max_syn_backlog, timeout_synack, timeout_synrecv).

E’ inoltre possibile utilizzare regole di firewall che filtrino i pacchetti SYN in arrivo verso un determinato host.

Smurf ICMP Flood

Questo tipo di attacco prevede che un attaccante effettui un ICMP-ECHO-REQUEST ad una rete (broadcast) con un indirizzo sorgente falsificato (spoofed) in modo che l’ondata di ICMP-ECHO-REPLY in risposta dalla rete contattata arrivi alla macchina bersaglio.

Contromisure

I router dovrebbero essere in grado di contenere questo tipo di traffico broadcast ed inoltre possibile intervenire a livello di kernel tramite il parametro icmp_ignore_broadcast.

Attacchi DDoS (Distributed Denial of Service)

Questo tipo di attacco prevede una fase di preparazione che consiste nella compromissione di un certo numero di host (in alcuni casi qualche centinaia) che saranno utilizzati (all’insaputa dei proprietari) come base per lanciare nello stesso momento un attacco DoS contro un bersaglio.

I computer compromessi sono coordinati tra loro tramite un tool apposito per questo tipo di attacchi (es. Trin00 oppure Tribe Flood Network), utilizzato per scegliere il target e per scatenare l’attacco nel momento prescelto.

Gli attacchi DoS utilizzati possono essere dei banali UDP o TCP Flood, la forza risiede nel fatto che avendo centinaia (o migliaia) di macchine compromesse, anche i firewall vengono presto messi in ginocchio.

Contromisure

Per questo tipo di attacchi non esistono purtroppo delle contromisure efficaci e spesso l’unica cosa da fare è contattare il proprio ISP mentre si è sotto attacco per cercare di filtrare il traffico proveniente dalle reti attaccanti.

Le leggi statunitensi e gli ISP americani prendono molto sul serio questo tipo di attacchi e li perseguono attivamente tramite una particolare sezione dell’FBI.

Per un analisi di Trin00:

http://staff.washington.edu/dittrich/misc/trinoo.analysis

I “Buffer Overflow”

Modulo 14: LDAP (Light-weight Directory Access Protocol) e SNMP
http://www.openldap.org/doc/admin23/intro.html
4.2.1. Transport Layer Security

OpenLDAP clients and servers require installation of OpenSSL TLS libraries to provide Transport Layer Security services. Though some operating systems may provide these libraries as part of the base system or as an optional software component, OpenSSL often requires separate installation.

OpenSSL is available from http://www.openssl.org/.

OpenLDAP Software will not be fully LDAPv3 compliant unless OpenLDAP's configure detects a usable OpenSSL installation.

4.2.2. Kerberos Authentication Services

OpenLDAP clients and servers support Kerberos-based authentication services. In particular, OpenLDAP supports the SASL/GSSAPI authentication mechanism using either Heimdal or MIT Kerberos V packages. If you desire to use Kerberos-based SASL/GSSAPI authentication, you should install either Heimdal or MIT Kerberos V.

Heimdal Kerberos is available from http://www.pdc.kth.se/heimdal/. MIT Kerberos is available from http://web.mit.edu/kerberos/www/.

Use of strong authentication services, such as those provided by Kerberos, is highly recommended.

4.2.3. Simple Authentication and Security Layer

OpenLDAP clients and servers require installation of Cyrus's SASL libraries to provide Simple Authentication and Security Layer services. Though some operating systems may provide this library as part of the base system or as an optional software component, Cyrus SASL often requires separate installation.

Cyrus SASL is available from http://asg.web.cmu.edu/sasl/sasl-library.html. Cyrus SASL will make use of OpenSSL and Kerberos/GSSAPI libraries if preinstalled.

OpenLDAP Software will not be fully LDAPv3 compliant unless OpenLDAP's configure detects a usable Cyrus SASL installation.

4.2.4. Database Software

OpenLDAP's slapd(8) BDB and HDB primary database backends require Sleepycat Software Berkeley DB. If not available at configure time, you will not be able build slapd(8) with these primary database backends.

Your operating system may provide a supported version of Berkeley DB in the base system or as an optional software component. If not, you'll have to obtain and install it yourself.

Berkeley DB is available from Sleepycat Software's download page http://www.sleepycat.com/download/. There are several versions available. Generally, the most recent release (with published patches) is recommended. This package is required if you wish to use the BDB or HDB database backends.

OpenLDAP's slapd(8) LDBM backend supports a variety of data base managers including Berkeley DB and GDBM. GDBM is available from FSF's download site ftp://ftp.gnu.org/pub/gnu/gdbm/.

Comandi LDAP

(Aggiunge un record alla directory LDAP importandolo dal file insert.ldif)

ldapadd -x -W -D "cn=Manager,dc=agbnielsen,dc=net" -f insert.ldif
(Cerca tutti i record di una directory LDAP)
ldapsearch -x
Il monitoraggio della rete tramite il protocollo SNMP

1. Installare da sorgenti il pacchetto net-snmp (http://net-snmp.sourceforge.net/)

2. configurare snmpd in /usr/local/etc/snmp/snmpd.conf
3. Installare da sorgenti il pacchetto MRTG (http://oss.oetiker.ch/mrtg/download.en.html)
Appendice A – Esercizi di configurazione del sistema da svolgersi a gruppi

Gruppo 1: Configurazione del DNS

http://www.isc.org/sw/bind/
Task:
1. configurare un DNS server per un dominio di 2° livello fittizio (es. Ornitorinco.it).

2. configurare nel file di zona del dns (diretta ed inversa) alcuni server: (es. ns.ornitorinco.it, www.ornitorinco.it, mail.ornitorinco.it (possono essere definiti alias allo stesso IP fisico)).

3. verificare con le utility ping e dig la funzionalità del server provando ad effettuare risoluzioni dirette ed inverse.

4. verificare con la configurazione di default che sia possibile effettuare il trasferimento dell’intera zona (axfr) e disabilitare successivamente questa possibilità.

5. coordinare il lavoro con il gruppo 2 per ottenere l’aggiornamento automatico del database di zona in base agli indirizzi assegnati dal DHCP server.

Gruppo 2: Configurazione di DHCP/BOOTP server + DNS-DHCP dynamic update

http://www.isc.org/sw/dhcp/
Task

1. Configurare un server DHCP che sia in grado di assegnare dinamicamente un range di indirizzi PRIVATI a scelta.

2. Verificare il corretto assegnamento degli indirizzi tramite l’esame dei log.

3. Configurare un server BOOTP per associare ad un MAC address (indirizzo fisico della scheda di rete) sempre lo stesso indirizzo IP.

4. Configurare il DHCP per permettere l’aggiornamento dinamico del file di zona del DNS (coordinarsi con il gruppo 1 per questa attività).

Gruppo 3: Configurazione di Sendmail

http://www.sendmail.org
Task

1. Installare e configurare Sendmail in modo che agisca da server di posta elettronica per il dominio fittizio creato nel DNS dal gruppo 1 (es. Mail.ornitorinco.it).

2. Configurare il mail server in modo da permettere il relay (l’utilizzo dell’SMTP server) solo alle macchine del dominio creato dal gruppo 1 (come misura anti-spam).

3. Configurare gli utenti di posta elettronica (e relativi alias) per ogni componente del corso (es. mario@ornitorinco.it con alias mario.rossi@ornitorinco.it).

4. Configurare il servizio POP3 sul server ed effettuare la configurazione dei client di posta elettronica nell’aula in modo da permettere lo scambio di posta interna.

5. (FACOLTATIVO)Configurare un servizio di consultazione della posta via web utilizzando il protocollo IMAP (es. SquirrelMail). 

Gruppo 4: Configurazione di Apache con moduli PHP-MySQL

http://www.php.net
Task

1. Installare e configurare Apache 2 per l’utilizzo del linguaggio PHP (versione 4) sotto forma di modulo.

2. Testare il supporto PHP tramite la pubblicazione di una pagina di test .PHP.

3. Installare il database MySQL e configurarlo con un minimo di requisiti di sicurezza (creare una password per l’utente root e creare un nuovo utente per la connessione al database dalle applicazioni PHP).

4. Configurare il motore transazionale InnoDB in modo che sia possibile far gestire transazioni a MySQL.

5. Creare un database MySQL di prova (qualsiasi tipo di DB anche composto da una sola tabella).

6. Scrivere un programma PHP di test che sia in grado di estrarre i dati dal database MySQL e presentarli sotto forma di HTML tramite Apache.

Gruppo 5: Porting (e configurazione) di Xinetd su Slackware

http://www.xinetd.org
Task

1. Compilare ed installare XINETD sulla Slackware 9.1.

2. Comprendere il meccanismo di configurazione e le differenze rispetto ad Inetd.

3. Configurare alcuni servizi (ad esempio un server FTP) per girare sotto XINETD.

4. Controllare l’accesso al servizio configurato tramite i meccanismi di controllo degli accessi propri di XINETD.

Appendice B – Regole di iptables per una configurazione senza DMZ

# autore: David Bandinelli

# Reset everything to 0

iptables --flush

iptables -X

iptables -t nat --flush

iptables -t nat -X

# attivazione moduli di IPTABLES

modprobe ipt_LOG

modprobe ipt_MASQUERADE

modprobe ip_conntrack

modprobe ip_conntrack_ftp

modprobe iptable_nat

modprobe ip_nat_ftp

#modprobe ip_masq_ftp

# External Interface

EXT_IF="eth0"

EXT_IP="196.249.37.194"

EXT_NET="196.249.37.192/255.255.255.192"

INT_IF="eth1"

INT_IP="172.16.0.1"

INT_BCAST_ADDRESS="172.16.255.255"

INT_NET="172.16.0.0/255.255.0.0"

LO_IF="lo"

LO_IP="127.0.0.1"

EXT_VPN_IP="196.249.37.195"

VPN_IF="ppp0"

VPN_IF_CY="ppp1"

WIN2003_TS="172.16.0.4"

# Main Servers Addresses

SMTP_SERVER="158.162.177.130"

POP3_SERVER="158.162.177.130"

DNS1_SERVER="158.162.177.130"

DNS2_SERVER="194.20.0.111"

DNS3_SERVER="192.175.48.1"

HTTP_SERVER="196.249.37.194"

PROXY_SERVER="172.16.0.1"

FTP_SERVER="196.249.37.194"

# Filter rules to DROP all except loopback traffic

iptables -P INPUT DROP

iptables -P OUTPUT DROP

iptables -P FORWARD DROP

# Split all chains

iptables -N good-bad

iptables -N bad-good

iptables -N vpn-good

iptables -N good-vpn

iptables -N vpn-bad

iptables -N bad-vpn

# Accept standard error ICMP

iptables -N icmp-acc

iptables -A INPUT -j LOG -p tcp --log-level info --log-prefix "air: "

# Disabling ports used by various scanners.

iptables -A INPUT -p tcp --dport 6670 -m limit -j LOG --log-level debug --log-prefix "Deepthroat scan: "

iptables -A INPUT -p tcp --dport 6670 -j DROP

iptables -A INPUT -p tcp --dport 6711 -m limit -j LOG --log-level debug --log-prefix "Subseven scan: "

iptables -A INPUT -p tcp --dport 6711 -j DROP

iptables -A INPUT -p tcp --dport 6712 -m limit -j LOG --log-level debug --log-prefix "Subseven scan: "

iptables -A INPUT -p tcp --dport 6712 -j DROP

iptables -A INPUT -p tcp --dport 6713 -m limit -j LOG --log-level debug --log-prefix "Subseven scan: "

iptables -A INPUT -p tcp --dport 6713 -j DROP

iptables -A INPUT -p tcp --dport 12345 -m limit -j LOG --log-level debug --log-prefix "Netbus scan: "

iptables -A INPUT -p tcp --dport 12345 -j DROP

iptables -A INPUT -p tcp --dport 12346 -m limit -j LOG --log-level debug --log-prefix "Netbus scan: "

iptables -A INPUT -p tcp --dport 12346 -j DROP

iptables -A INPUT -p tcp --dport 20034 -m limit -j LOG --log-level debug --log-prefix "Netbus scan: "

iptables -A INPUT -p tcp --dport 20034 -j DROP

iptables -A INPUT -p tcp --dport 31337 -m limit -j LOG --log-level debug --log-prefix "Back orifice scan: "

iptables -A INPUT -p tcp --dport 31337 -j DROP

iptables -A INPUT -p tcp --dport 6000 -m limit -j LOG --log-level debug --log-prefix "X-Windows Port: "

iptables -A INPUT -p tcp --dport 6000 -j DROP

iptables -A INPUT -i $EXT_IF -d $EXT_IP -m state --state ESTABLISHED,RELATED -j ACCEPT

# Things we should discard because flooding the logs.

# 1900 - Windows UPnP

# 5000 - Windows UPnP

# netbios-ns

# netbios-ssn

for Discard in 1900 5000 netbios-ns netbios-ssn

do


iptables -A INPUT -p udp --dport $Discard -j DROP


iptables -A INPUT -p udp --sport $Discard -j DROP


iptables -A INPUT -p tcp --dport $Discard -j DROP


iptables -A INPUT -p tcp --sport $Discard -j DROP


iptables -A FORWARD -p udp --dport $Discard -j DROP


iptables -A FORWARD -p udp --sport $Discard -j DROP


iptables -A FORWARD -p tcp --dport $Discard -j DROP


iptables -A FORWARD -p tcp --sport $Discard -j DROP

done

# Traceroute depend on finding a rejected port. DROP the ones it uses

iptables -A INPUT -p udp --dport 33434:33523 -j DROP

# Don't log IDENT because it gets hit all the time eg. connecting to an IRC server

iptables -A INPUT -p tcp --dport 113 -j REJECT

#

#

# Create all VPN filtering

#

#

VPN_POLAND="10.4.0.0/255.255.0.0"

VPN_POLAND_ENABLED="no"

VPN_CROATIA="10.90.0.0/255.255.255.0"

VPN_CROATIA_ENABLED="no"

VPN_UK="192.168.0.0/255.255.255.0"

VPN_UK_ENABLED="yes"

VPN_CY="130.130.0.0/255.255.255.0"

VPN_CY_ENABLED="yes"

if [ x$VPN_POLAND_ENABLED = "xyes" ]

then


echo VPN Poland - Enabled


VPN="$VPN $VPN_POLAND"

fi

if [ x$VPN_CROATIA_ENABLED = "xyes" ]

then


echo VPN Croatia - Enabled


VPN="$VPN $VPN_CROATIA"

fi

if [ x$VPN_UK_ENABLED = "xyes" ]

then


echo VPN UK - Enabled


VPN="$VPN $VPN_UK"

fi

if [ x$VPN_CY_ENABLED = "xyes" ]

then


echo VPN CY - Enabled


VPN="$VPN $VPN_CY"

fi

# Setup jumps from FORWARD chain

for VPN_FILTER in $VPN

do


echo VPN: Enabling x-vpn: $VPN_FILTER


iptables -A FORWARD -s $INT_NET -d $VPN_FILTER -i $INT_IF -o $VPN_IF -j good-vpn


iptables -A FORWARD -s $INT_NET -d $VPN_FILTER -i $INT_IF -o $VPN_IF_CY -j good-vpn

done

for VPN_FILTER in $VPN

do


echo VPN: Enabling vpn-x: $VPN_FILTER


iptables -A FORWARD -s $VPN_FILTER -i $VPN_IF -o $INT_IF -j vpn-good


iptables -A FORWARD -s $VPN_FILTER -i $VPN_IF_CY -o $INT_IF -j vpn-good

done

iptables -A FORWARD -s $INT_NET -i $INT_IF -o $EXT_IF -j good-bad

iptables -A FORWARD -i $EXT_IF -o $INT_IF -j bad-good

iptables -A FORWARD -j LOG --log-level info --log-prefix "chain jump "

iptables -A FORWARD -j DROP

############################

# PREROUTING

# Accesso al Windows 2003 Server tramite desktop remoto

iptables -t nat -A PREROUTING -p tcp -d $EXT_IP --dport 3389 -j DNAT --to $WIN2003_TS:3389

iptables -t nat -A PREROUTING -p udp -d $EXT_IP --dport 3389 -j DNAT --to $WIN2003_TS:3389

iptables -t nat -A PREROUTING -i $EXT_IF -s $INT_NET -j DROP

iptables -t nat -A PREROUTING -i $EXT_IF -s 192.168.0.0/16 -j DROP

iptables -t nat -A PREROUTING -i $EXT_IF -s 172.16.0.0/12 -j DROP

iptables -t nat -A PREROUTING -i $EXT_IF -s 10.0.0.0/8 -j DROP

#iptables -t nat -A PREROUTING -i $EXT_IF -s $EXT_IP -j DROP

############################

# OUTPUT

## Allow ourself to send packets not spoofed everywhere

iptables -A OUTPUT -p ALL -o $LO_IF -j ACCEPT

iptables -A OUTPUT -p ALL -o $LO_IF -s $LO_IP -j ACCEPT

iptables -A OUTPUT -p ALL -o $INT_IF -s $INT_IP -j ACCEPT

iptables -A OUTPUT -p ALL -o $EXT_IF -s $EXT_IP -j ACCEPT

iptables -A OUTPUT -p ALL -o $INT_IF -s $EXT_IP -j ACCEPT

#iptables -A OUTPUT -p ALL -o $VPN_IF -j LOG

iptables -A OUTPUT -p ALL -o $VPN_IF -j ACCEPT

iptables -A OUTPUT -p ALL -o $VPN_IF_CY -j ACCEPT

iptables -A OUTPUT -j LOG --log-level info --log-prefix "From firewall (OUTPUT): "

#

# Good to Bad

iptables -A good-bad -p tcp --dport smtp -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --dport smtp -j SNAT --to-source $EXT_IP

iptables -A good-bad -p tcp --dport pop3 -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --dport pop3 -j SNAT --to-source $EXT_IP

iptables -A good-bad -p tcp --dport imap -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --dport imap -j SNAT --to-source $EXT_IP

iptables -A good-bad -p tcp --sport auth -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --sport auth -j SNAT --to-source $EXT_IP

#NTP

iptables -A good-bad -p udp --dport ntp -j ACCEPT

iptables -t nat -A POSTROUTING -p udp --dport ntp -j SNAT --to-source $EXT_IP

#SSH

iptables -A good-bad -p tcp --dport ssh -j ACCEPT

#we don't want snatted ssh on vpn

for VPN_FILTER in $VPN

do


iptables -t nat -A POSTROUTING -p ALL -d $VPN_FILTER -o $VPN_IF -j ACCEPT


iptables -t nat -A POSTROUTING -p ALL -d $VPN_FILTER -o $VPN_IF_CY -j ACCEPT

done

iptables -t nat -A POSTROUTING -p tcp --dport ssh -o $EXT_IF -j SNAT --to-source $EXT_IP

#SSH (russia)

iptables -A good-bad -p tcp --dport 2022 -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --dport 2022 -o $EXT_IF -j SNAT --to-source $EXT_IP

#TELNET

iptables -A good-bad -p tcp --dport telnet -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --dport telnet -o $EXT_IF -j SNAT --to-source $EXT_IP

#DNS

for DNS_SERVER in $DNS1_SERVER $DNS2_SERVER $DNS3_SERVER

do


iptables -A good-bad -p udp -d $DNS_SERVER --dport domain -j ACCEPT


iptables -t nat -A POSTROUTING -p udp --dport domain -j SNAT --to-source $EXT_IP


iptables -A good-bad -p tcp -d $DNS_SERVER --dport domain -j ACCEPT


iptables -t nat -A POSTROUTING -p tcp --dport domain -j SNAT --to-source $EXT_IP

done

# FTP

iptables -A good-bad -p tcp --dport ftp -s $INT_NET -j ACCEPT

iptables -A good-bad -p tcp --dport ftp-data -s $INT_NET -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp -s $INT_NET --dport ftp -o $EXT_IF -j SNAT --to-source $EXT_IP

iptables -t nat -A POSTROUTING -p tcp -s $INT_NET --dport ftp-data -o $EXT_IF -j SNAT --to-source $EXT_IP

# PING

iptables -A good-bad -p icmp -s $INT_NET -j ACCEPT

iptables -t nat -A POSTROUTING -p icmp -s $INT_NET -o $EXT_IF -j SNAT --to-source $EXT_IP

# ICQ

iptables -A good-bad -p tcp --dport 5190 -s $INT_NET -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --dport 5190 -s $INT_NET -o $EXT_IF -j SNAT --to-source $EXT_IP

# Microsoft Terminal Server

iptables -A good-bad -p TCP --dport 3389 -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --dport 3389 -o $EXT_IF -j SNAT --to-source $EXT_IP

# Microsoft VPN (PPTP) 

iptables -A good-bad -p 47 -s $INT_NET  -j ACCEPT

iptables -A good-bad -p TCP --dport 1723 -j ACCEPT

iptables -t nat -A POSTROUTING -p tcp --dport 1723 -o $EXT_IF -j SNAT --to-source $EXT_IP

iptables -t nat -A POSTROUTING -p 47 -o $EXT_IF -j SNAT --to-source $EXT_IP

# Regole finali

iptables -A good-bad -m state --state ESTABLISHED,RELATED -j ACCEPT

iptables -A good-bad -j LOG --log-level info --log-prefix "good-bad: "

iptables -A good-bad -j REJECT 

# Good to VPN

for Proto in tcp udp icmp

do


for VPN_FILTER in $VPN


do



echo "VPN (good-vpn) Enabling all $Proto ports for $VPN_FILTER"



iptables -A good-vpn -p $Proto -s $INT_NET -d $VPN_FILTER -j ACCEPT


done

done

iptables -A good-vpn -j LOG --log-level info --log-prefix "good-vpn: "

iptables -A good-vpn -j DROP

# VPN to Good

for Proto in tcp udp icmp

do


for VPN_FILTER in $VPN


do



echo "VPN (vpn-good) Enabling all $Proto ports for $VPN_FILTER"



iptables -A vpn-good -p $Proto -d $INT_NET -s $VPN_FILTER -j ACCEPT


done

done

iptables -A vpn-good -j LOG --log-level info --log-prefix "vpn-good: "

iptables -A vpn-good -j DROP

#ICMP

iptables -A bad-good -p icmp  -j ACCEPT

#DNS

iptables -A bad-good -p udp -s $DNS1_SERVER --sport domain -j ACCEPT

iptables -A bad-good -p tcp -s $DNS1_SERVER --sport domain -j ACCEPT

iptables -A bad-good -p udp -s $DNS2_SERVER --sport domain -j ACCEPT

iptables -A bad-good -p tcp -s $DNS2_SERVER --sport domain -j ACCEPT

iptables -A bad-good -p udp -s $DNS3_SERVER --sport domain -j ACCEPT

iptables -A bad-good -p tcp -s $DNS3_SERVER --sport domain -j ACCEPT

# POP3

iptables -A bad-good -p tcp --sport pop3 -j ACCEPT

# IMAP

iptables -A bad-good -p tcp --sport imap -j ACCEPT

#NTP

iptables -A bad-good -p udp --sport ntp -j ACCEPT

# FTP

iptables -A bad-good -p tcp --sport ftp -d $INT_NET -j ACCEPT

iptables -A bad-good -p tcp --sport ftp-data -d $INT_NET -j ACCEPT

# SSH

iptables -A bad-good -p tcp --sport ssh -d $INT_NET -j ACCEPT

# SSH (Russia)

iptables -A bad-good -p tcp --sport 2022 -d $INT_NET -j ACCEPT

# SMTP

iptables -A bad-good -p tcp --sport smtp -d $INT_NET -j ACCEPT

# TELNET

iptables -A bad-good -p tcp --sport telnet -d $INT_NET -j ACCEPT

# ICQ

iptables -A bad-good -p tcp --sport 5190 -d $INT_NET -j ACCEPT

# Microsoft Terminal Server

iptables -A bad-good -p tcp --sport 3389 -d $INT_NET -j ACCEPT

# Remote Desktop 

iptables -A bad-good -p tcp --dport 3389 -d $WIN2003_TS -j ACCEPT

# Microsoft VPN (PPTP) 

iptables -A bad-good -p tcp --sport 1723 -d $INT_NET -j ACCEPT

iptables -A bad-good -p 47 -d $INT_NET -j ACCEPT

#iptables -A bad-good -m state --state ESTABLISHED,RELATED -j ACCEPT

iptables -A bad-good -j LOG --log-level info --log-prefix "bad-good: "

iptables -A bad-good -j REJECT

# Packet Filtering for linux itself

iptables -N bad-if

iptables -N good-if

iptables -N vpn-if

# Disabling ports used by various scanners.

iptables -A INPUT -p tcp --dport 6670 -m limit -j LOG --log-level debug --log-prefix "Deepthroat scan: "

iptables -A INPUT -p tcp --dport 6670 -j DROP

iptables -A INPUT -p tcp --dport 6711 -m limit -j LOG --log-level debug --log-prefix "Subseven scan: "

iptables -A INPUT -p tcp --dport 6711 -j DROP

iptables -A INPUT -p tcp --dport 6712 -m limit -j LOG --log-level debug --log-prefix "Subseven scan: "

iptables -A INPUT -p tcp --dport 6712 -j DROP

iptables -A INPUT -p tcp --dport 6713 -m limit -j LOG --log-level debug --log-prefix "Subseven scan: "

iptables -A INPUT -p tcp --dport 6713 -j DROP

iptables -A INPUT -p tcp --dport 12345 -m limit -j LOG --log-level debug --log-prefix "Netbus scan: "

iptables -A INPUT -p tcp --dport 12345 -j DROP

iptables -A INPUT -p tcp --dport 12346 -m limit -j LOG --log-level debug --log-prefix "Netbus scan: "

iptables -A INPUT -p tcp --dport 12346 -j DROP

iptables -A INPUT -p tcp --dport 20034 -m limit -j LOG --log-level debug --log-prefix "Netbus scan: "

iptables -A INPUT -p tcp --dport 20034 -j DROP

iptables -A INPUT -p tcp --dport 31337 -m limit -j LOG --log-level debug --log-prefix "Back orifice scan: "

iptables -A INPUT -p tcp --dport 31337 -j DROP

iptables -A INPUT -p tcp --dport 6000 -m limit -j LOG --log-level debug --log-prefix "X-Windows Port: "

iptables -A INPUT -p tcp --dport 6000 -j DROP

iptables -A INPUT -p tcp --dport 1900 -m limit -j LOG --log-level debug --log-prefix "Windows UPnP: "

iptables -A INPUT -p tcp --dport 1900 -j DROP

iptables -A INPUT -p tcp --dport 5000 -m limit -j LOG --log-level debug --log-prefix "Windows UPnP: "

iptables -A INPUT -p tcp --dport 5000 -j DROP

# Traceroute depend on finding a rejected port. DROP the ones it uses

iptables -A INPUT -p udp --dport 33434:33523 -j DROP

# Don't log IDENT because it gets hit all the time eg. connecting to an IRC server

iptables -A INPUT -p tcp --dport 113 -j REJECT

iptables -A INPUT -d $EXT_IP -i $EXT_IF -j bad-if

iptables -A INPUT -d $INT_IP -j good-if

#iptables -A INPUT -d $EXT_VPN_IP -i $VPN_IF -j vpn-if

iptables -A INPUT -i $VPN_IF -j vpn-if

iptables -A INPUT -i $VPN_IF_CY -j vpn-if

# Bad interface

iptables -A bad-if -p TCP -s $DNS1_SERVER --dport domain -j ACCEPT

iptables -A bad-if -p UDP -s $DNS1_SERVER --dport domain -j ACCEPT

iptables -A bad-if -p TCP -s $DNS1_SERVER --sport domain -j ACCEPT

iptables -A bad-if -p UDP -s $DNS1_SERVER --sport domain -j ACCEPT

iptables -A bad-if -p TCP -s $DNS3_SERVER --dport domain -j ACCEPT

iptables -A bad-if -p UDP -s $DNS3_SERVER --dport domain -j ACCEPT

iptables -A bad-if -p TCP -s $DNS3_SERVER --sport domain -j ACCEPT

iptables -A bad-if -p UDP -s $DNS3_SERVER --sport domain -j ACCEPT

iptables -A bad-if -p ICMP -j ACCEPT

for Proto in http https ftp ftp-data

do


iptables -A bad-if -p TCP --dport $Proto -j ACCEPT

done

iptables -A bad-if -p TCP --dport 3128 -j DROP

iptables -A bad-if -p TCP --dport http -j ACCEPT

iptables -A bad-if -p TCP --sport http -j ACCEPT

iptables -A bad-if -p TCP --dport https -j ACCEPT

iptables -A bad-if -p TCP --sport https -j ACCEPT

iptables -A bad-if -p TCP --dport ftp -j ACCEPT

iptables -A bad-if -p TCP --sport ftp -j ACCEPT

iptables -A bad-if -p TCP --dport ftp-data -j ACCEPT

iptables -A bad-if -p TCP --sport ftp-data -j ACCEPT

iptables -A bad-if -p TCP --dport ntp -j ACCEPT

iptables -A bad-if -p UDP --dport ntp -j ACCEPT

iptables -A bad-if -p TCP --sport ntp -j ACCEPT

iptables -A bad-if -p UDP --sport ntp -j ACCEPT

iptables -A bad-if -p TCP --dport ssh -j ACCEPT

iptables -A bad-if -p TCP --dport telnet -j ACCEPT

iptables -A bad-if -p TCP --sport ftp -j ACCEPT

iptables -A bad-if -p TCP -d $EXT_IP -s $DNS2_SERVER -j ACCEPT

iptables -A bad-if -p UDP -d $EXT_IP -s $DNS2_SERVER -j ACCEPT

iptables -A bad-if -p TCP -s $EXT_IP -d $DNS2_SERVER -j ACCEPT

iptables -A bad-if -p UDP -s $EXT_IP -d $DNS2_SERVER -j ACCEPT

iptables -A bad-if -j LOG --log-level info --log-prefix "bad-if: "

iptables -A bad-if -j DROP

# Good interface

iptables -A good-if -p tcp -d $INT_IP --dport www -j ACCEPT

iptables -A good-if -p tcp -s $INT_IP --dport www -j ACCEPT

iptables -A good-if -i ! $INT_IF -j LOG --log-level info --log-prefix "Squirz: "

iptables -A good-if -i ! $INT_IF -j DROP

iptables -A good-if -p ICMP --icmp-type ping -j ACCEPT

iptables -A good-if -p ICMP --icmp-type pong -j ACCEPT

iptables -A good-if -p TCP --dport 3128 -j ACCEPT

iptables -A good-if -p TCP --sport bootpc -j ACCEPT

iptables -A good-if -p UDP --sport bootpc -j ACCEPT

iptables -A good-if -p TCP --sport bootps -j ACCEPT

iptables -A good-if -p UDP --sport bootps -j ACCEPT

iptables -A good-if -p TCP --dport bootpc -j ACCEPT

iptables -A good-if -p UDP --dport bootpc -j ACCEPT

iptables -A good-if -p TCP --dport bootps -j ACCEPT

iptables -A good-if -p UDP --dport bootps -j ACCEPT

iptables -A good-if -p TCP --dport domain -j ACCEPT

iptables -A good-if -p UDP --dport domain -j ACCEPT

iptables -A good-if -p tcp --dport ssh -j ACCEPT

iptables -A good-if -p udp --dport ssh -j ACCEPT

#iptables -A good-if -p tcp --dport telnet -j ACCEPT

#iptables -A good-if -p udp --dport telnet -j ACCEPT

#iptables -A good-if -p tcp --dport nntp -j ACCEPT

iptables -A good-if -p tcp --dport ntp -j ACCEPT

iptables -A good-if -p udp --dport ntp -j ACCEPT

iptables -A good-if -p tcp --sport ntp -j ACCEPT

iptables -A good-if -p udp --sport ntp -j ACCEPT

iptables -A good-if -p tcp --sport telnet -j ACCEPT

iptables -A good-if -p tcp --dport ftp -j ACCEPT

iptables -A good-if -p tcp --dport ftp-data -j ACCEPT

iptables -A good-if -p tcp --sport ftp -j ACCEPT

iptables -A good-if -p tcp --sport ftp-data -j ACCEPT

iptables -A good-if -j icmp-acc

iptables -A good-if -j LOG --log-level info --log-prefix "good-if: "

iptables -A good-if -j DROP

#VPN Interface

#iptables -A vpn-if -p ALL -j LOG

iptables -A vpn-if -p ALL -j ACCEPT

iptables -A vpn-if -j LOG --log-level info --log-prefix "vpn-if: "

iptables -A vpn-if -j DROP

# Delete blocking rules

iptables -D INPUT 1

iptables -D FORWARD 1

iptables -D OUTPUT 1

Configurazione classica IPTABLES NAT + filtraggio per piccola LAN

echo "Inizio script firewall"

# Operazioni Preliminari

echo 1 >/proc/sys/net/ipv4/ip_forward

iptables --flush

iptables -X

modprobe ip_conntrack

modprobe ip_conntrack_ftp

modprobe ip_nat_ftp

# Impostazione regole di base = tutto chiuso

iptables -P INPUT DROP

iptables -P OUTPUT DROP

iptables -P FORWARD DROP

# Filtraggio INPUT

iptables -A INPUT -t filter -p icmp --icmp-type echo-reply -i eth0 -j ACCEPT 

iptables -A INPUT -t filter -p udp -i eth0 -s 10.0.0.2 --sport 53 -j ACCEPT 

iptables -A INPUT -t filter -p udp -i eth1 --dport 67 -j ACCEPT 

# Filtraggio OUTPUT

iptables -A OUTPUT -t filter -p icmp --icmp-type echo-request -o eth0 -j ACCEPT 

iptables -A OUTPUT -t filter -p udp -o eth0 -d 10.0.0.2 --dport 53 -j ACCEPT 

iptables -A OUTPUT -t filter -p udp -o eth1 --sport 67 -j ACCEPT 

# Filtraggio FORWARD

# FORWARD-INPUT

iptables -A FORWARD -t filter -p icmp --icmp-type echo-reply -d 192.168.1.0/24 -j ACCEPT 

iptables -A FORWARD -t filter -p udp -d 192.168.1.0/24 -s 10.0.0.2 --sport 53 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -d 192.168.1.0/24 --sport 80 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -d 192.168.1.0/24 --sport 25 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -d 192.168.1.0/24 --sport 110 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -d 192.168.1.0/24 --sport 21 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -d 192.168.1.0/24 --sport ftp-data -j ACCEPT 

iptables -A FORWARD -m state --state ESTABLISHED,RELATED -d 192.168.1.0/24 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -d 192.168.1.0/24 --sport 22 -j ACCEPT 

# FORWARD-OUTPUT

iptables -A FORWARD -t filter -p icmp --icmp-type echo-request -s 192.168.1.0/24 -j ACCEPT 

iptables -A FORWARD -t filter -p udp -s 192.168.1.0/24 -d 10.0.0.2 --dport 53 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -s 192.168.1.0/24 --dport 80 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -s 192.168.1.0/24 --dport 25 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -s 192.168.1.0/24 --dport 110 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -s 192.168.1.0/24 --dport 21 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -s 192.168.1.0/24 --dport ftp-data -j ACCEPT 

iptables -A FORWARD -m state --state ESTABLISHED,RELATED -s 192.168.1.0/24 -j ACCEPT 

iptables -A FORWARD -t filter -p tcp -s 192.168.1.0/24 --dport 22 -j ACCEPT 

# NAT 

iptables -A POSTROUTING -t nat -s 192.168.1.0/24 -o eth0 -j MASQUERADE

echo "Fine script firewall"

Appendice C – La storia di UNIX

	

1969
The Beginning
The history of UNIX starts back in 1969, when Ken Thompson, Dennis Ritchie and others started working on the "little-used PDP-7 in a corner" at Bell Labs and what was to become UNIX.

1971
First Edition
It had a assembler for a PDP-11/20, file system, fork(), roff and ed. It was used for text processing of patent documents.

1973
Fourth Edition
It was rewritten in C. This made it portable and changed the history of OS's.

1975
Sixth Edition
UNIX leaves home. Also widely known as Version 6, this is the first to be widely available out side of Bell Labs. The first BSD version (1.x) was derived from V6.

1979
Seventh Edition
It was a "improvement over all preceding and following Unices" [Bourne]. It had C, UUCP and the Bourne shell. It was ported to the VAX and the kernel was more than 40 Kilobytes (K).

1980
Xenix
Microsoft introduces Xenix. 32V and 4BSD introduced.

1982
System III
AT&T's UNIX System Group (USG) release System III, the first public release outside Bell Laboratories. SunOS 1.0 ships. HP-UX introduced. Ultrix-11 Introduced.

1983
System V
Computer Research Group (CRG), UNIX System Group (USG) and a third group merge to become UNIX System Development Lab. AT&T announces UNIX System V, the first supported release. Installed base 45,000.

1984
4.2BSD
University of California at Berkeley releases 4.2BSD, includes TCP/IP, new signals and much more. X/Open formed.

1984
SVR2
System V Release 2 introduced. At this time there are 100,000 UNIX installations around the world.

1986
4.3BSD
4.3BSD released, including internet name server. SVID introduced. NFS shipped. AIX announced. Installed base 250,000. 

1987
SVR3
System V Release 3 including STREAMS, TLI, RFS. At this time there are 750,000 UNIX installations around the world. IRIX introduced.

1988
 

POSIX.1 published. Open Software Foundation (OSF) and UNIX International (UI) formed. Ultrix 4.2 ships.

1989
 

AT&T UNIX Software Operation formed in preparation for spinoff of USL. Motif 1.0 ships.

1989
SVR4
UNIX System V Release 4 ships, unifying System V, BSD and Xenix. Installed base 1.2 million.

1990
XPG3
X/Open launches XPG3 Brand. OSF/1 debuts. Plan 9 from Bell Labs ships.

1991
 

UNIX System Laboratories (USL) becomes a company - majority-owned by AT&T. Linus Torvalds commences Linux development. Solaris 1.0 debuts.

1992
SVR4.2
USL releases UNIX System V Release 4.2 (Destiny). October - XPG4 Brand launched by X/Open. December 22nd Novell announces intent to acquire USL. Solaris 2.0 ships.

1993
4.4BSD
4.4BSD the final release from Berkeley. June 16 Novell acquires USL

Late 1993
SVR4.2MP
Novell transfers rights to the "UNIX" trademark and the Single UNIX Specification to X/Open. COSE initiative delivers "Spec 1170" to X/Open for fasttrack. In December Novell ships SVR4.2MP , the final USL OEM release of System V

1994
Single UNIX Specification
BSD 4.4-Lite eliminated all code claimed to infringe on USL/Novell. As the new owner of the UNIX trademark, X/Open introduces the Single UNIX Specification (formerly Spec 1170), separating the UNIX trademark from any actual code stream.

1995
UNIX 95
X/Open introduces the UNIX 95 branding programme for implementations of the Single UNIX Specification. Novell sells UnixWare business line to SCO. Digital UNIX introduced. UnixWare 2.0 ships. OpenServer 5.0 debuts.

1996
 

The Open Group forms as a merger of OSF and X/Open.

1997
Single UNIX Specification, Version 2
The Open Group introduces Version 2 of the Single UNIX Specification, including support for realtime, threads and 64-bit and larger processors. The specification is made freely available on the web. IRIX 6.4, AIX 4.3 and HP-UX 11 ship.

1998
UNIX 98
The Open Group introduces the UNIX 98 family of brands, including Base, Workstation and Server. First UNIX 98 registered products shipped by Sun, IBM and NCR. The Open Source movement starts to take off with announcements from Netscape and IBM. UnixWare 7 and IRIX 6.5 ship.

1999
UNIX at 30
The UNIX system reaches its 30th anniversary. Linux 2.2 kernel released. The Open Group and the IEEE commence joint development of a revision to POSIX and the Single UNIX Specification. First LinuxWorld conferences. Dot com fever on the stock markets. Tru64 UNIX ships. 

2001
Single UNIX Specification, Version 3
Version 3 of the Single UNIX Specification unites IEEE POSIX, The Open Group and the industry efforts. Linux 2.4 kernel released. IT stocks face a hard time at the markets. The value of procurements for the UNIX brand exceeds $25 billion. AIX 5L ships. 

2003
ISO/IEC 9945:2003
The core volumes of Version 3 of the Single UNIX Specification are approved as an international standard. The "Westwood" test suite ship for the UNIX 03 brand. Solaris 9.0 E ships. Linux 2.6 kernel released. 




Appendice D – La situazione attuale del mondo Linux

Versioni di produzione: 2.6.6 e 2.4.26

Il ramo 2.4 viene aggiornato solo per correggere problemi di sicurezza, vulnerabilità e bug; lo sviluppo delle funzionalità prosegue nel ramo 2.6.

Although it seems like only yesterday that we were booting up our first Linux 2.4 systems, time has ticked by and the kernel development team has just released the 2.6 kernel to the public. This document is intended as a general overview of the features in the new kernel release, with a heavy bias toward i386 Linux. Please also be aware that some of the "new" features discussed here may have been back-ported to Linux 2.4 after first appearing in Linux 2.6, either officially or by a distribution vendor. I have also included information on a handful of cases where a new feature originated during the maintenance cycle of Linux 2.4, and those will be marked as appropriate in the text.

The Story So Far...

The Linux kernel project was started in 1991 by Linus Torvalds as a Minix-like Operating System for his 386. (Linus had originally wanted to name the project Freax, but the now-familiar name is the one that stuck.) The first official release of Linux 1.0 was in March 1994, but it supported only single-processor i386 machines. Just a year later, Linux 1.2 was released (March 1995) and was the first version with support for different hardware platforms (specifically: Alpha, Sparc, and Mips), but still only single-processor models. Linux 2.0 arrived in June of 1996 and also included support for a number of new architectures, but more importantly brought Linux into the world of multi-processor machines (SMP). After 2.0, subsequent major releases have been somewhat slower in coming (Linux 2.2 in January 1999 and 2.4 in January 2001), each revision expanding Linux's support for new hardware and system types as well as boosting scalability. (Linux 2.4 was also notable in being the release that really broke Linux into the desktop space with kernel support for ISA Plug-and-Play, USB, PC Card support, and other additions.) Linux 2.6, released 12/17/03,  stands not only to build on these features, but also to be another "major leap" with improved support for both significantly larger systems and significantly smaller ones (PDAs and other devices.)

Core Hardware Support 

One of the most important strengths of Linux-powered operating systems is their flexibility and their ability to support a wide range of hardware platforms. While this document is geared specifically to the uses of Linux on PC-derived hardware types, the Linux 2.6 kernel has made some remarkable improvements in this area that deserve to be pointed out. 

Scaling Down -- Linux for Embedded Systems

One of the two most fundamental changes to Linux in 2.6 comes through the acceptance and merging of much of the uClinux project into the mainstream kernel. The uClinux project (possibly pronounced "you-see-Linux", but more properly spelled with the Greek character "mu") is the Linux for Microcontrollers project. This variant of Linux has already been a major driver of support for Linux in the embedded market, and its inclusion in the official release should encourage further development in this space. Unlike the "normal" Linux ports that we are generally accustomed to, embedded ports do not have all the features that we associate with the kernel, due to hardware limitations. The primary difference is that these ports feature processors that do not feature an MMU. ("memory management unit" - what makes a protected-mode OS "protected") While these are generally true multitasking Linux systems, they are missing memory protection and other related features. (Without memory protection, it is possible for a wayward process to read the data of, or even crash, other processes on the system.) This may make them unusable for a multi-user system, but an excellent choice for a low-cost PDA or dedicated device. It is difficult to over-emphasize this architecture shift in Linux 2.6; all versions of Linux up to this point were derived (however indirectly) from the limitations inherent with Linus' initial work on his Intel 80386.

There are several new lines of embedded processors supported by Linux 2.6, including Hitachi's H8/300 series, the NEC v850 processor, and Motorola's line of embedded m68k processors. Motorola's offerings are the most familiar to the average Linux user as they are the guts underneath Palm Pilots starting with the first (the Palm 1000), up until the Palm III. Other models go by names such as Dragonball and ColdFire and are included on systems and evaluation boards manufactured by Motorola, Lineo, Arcturus, and others. Sadly, support for other, older m68k processors without MMUs (such as the 68000s used in early Macintoshes) is not yet covered by the new release but it is highly possible that "hobbyist" projects of the future will seek to support Linux on these and other antique system.

Although not a part of the uClinux merge, the new revision of Linux also include support for Axis Communications' ETRAX CRIS ("Code Reduced Instruction Set") processors. (Actual support for this processor arrived as a feature during the 2.4 kernel's maintenance cycle -- well after the 2.4.0 release-- so it deserves a brief mention.) These are embedded processor, but with MMUs, that is primarily used in network hardware. Related support for MMU-less variants of these processors has not yet been accepted into the kernel, but are being worked on by outside projects. 

In addition to pure hardware support, there have been a number of other wins through the integration of the embedded work into the mainline kernel. While most of these changes are under the hood, changes such as ability to build a system completely without swap support add to the overall robustness of the OS.

Scaling Up -- NUMA and Bigger Iron

The second of the two most fundamental changes in Linux 2.6 happens to work in the other direction: to make Linux a more acceptable kernel on larger and larger servers. (Some of these larger servers will be i386 based, and some not.) The big change in this respect is Linux's new support for NUMA servers. NUMA (or "Non-Uniform Memory Access") is a step beyond SMP in the multi-processing world and is a major leap forward for efficiency on systems that have many processors. Current multiprocessing systems were designed with many of the same limitations as their uniprocessor counterparts, especially as only a single pool of memory is expected to serve all processors. On a many-processor system, there is a major performance bottleneck due to the extremely high contention rate between the multiple cpus onto the single memory bus. NUMA servers get around that difficulty by introducing the concept that, for a specific processor, some memory is closer than others. One easy way (and not terribly technically incorrect) to imagine this is that you have a system built with separate cards, each containing CPUs, memory, and possibly other components (I/O, etc.) There are many of these cards in a system and while they can all talk to each other, it's pretty clear that the CPUs will have the easiest time talking to the local memory (the memory on the cpu card rather than on a separate card.)You can imagine the new NUMA architecture being somewhat similar to a very tight-knit cluster at the lowest levels of hardware.

To properly support these new NUMA machines, Linux had to adapt in several respects to make the new model efficient. To start with, an internal topology API was created to actually let the kernel internals understand one processor or one memory pool's relations to I/O devices and each other. Derived from that, the Linux process scheduler now is capable of understanding these relationships and will attempt to optimize tasks for best use of local resources. Additionally, many NUMA machines are built in such a way that they have "holes" in the linear memory space "between" nodes. The new kernel is able to deal with those discontiguous cases in a reasonable way. There are many other internal changes which were made to allow Linux to support these new high-end machines, and this is definitely an area of growth for the kernel as a whole. However, this is an area where Linux is very rapidly growing and maturing and much work remains to be done to make the most efficient use of resources possible. Over the course of the next year, we can expect to see many more improvements in Linux's support for these very high-end systems. 

Subarchitecture Support

While not quite as core as the two previous changes, the new revision of the kernel also includes a new concept called a "subarchitecture" which further extends Linux's reach into new hardware types. Previously, Linux often had the underlying assumption that processor types and hardware types went hand in hand. That is, that i386-descendant processors are only used on PC/AT-descendant servers. In Linux 2.4, this assumption was broken for i386 with the addition of support for SGI's Visual Workstation, a "legacy-less" platform running with an Intel chip. (And in fact, it was broken long before on many other architectures. For example, m68k has long supported Amigas, Macintoshes, and other platforms.) The big change in Linux 2.6 is that this feature and concept was standardized so that all architectures handle this in a similar and saner way that allows for more clear separation of the components that need to be separated.

With this standardization comes two new platforms to support for i386. The first is NCR's Voyager architecture. This is a SMP system (developed before the now-standard Intel MP specification) supporting 486-686 processors in up to 32x configurations. The actual number of configurations that were sold with this architecture is relatively small, and not all machines are supported yet. (The oldest ones are unsupported.) The second architecture supported is the more widespread PC-9800 platform developed by NEC into the (almost) dominant PC platform in Japan until relatively recently. The original PC-9800 machines shipped with an 8086 processor and the line eventually evolved and matured (in parallel with the AT-descendants) until they featured Pentium-class processors and SMP support. (Of course, the support for Linux is limited to 386 or better.) Although completely unknown in the US, versions of Microsoft products up until Windows 95 were ported to run on this hardware. The line has been officially discontinued by the manufacturer in favor of more "standard" PCs.

By formalizing Linux's support for these "slightly different" hardware types, this will more easily allow the kernel to be ported to other systems, such as dedicated storage hardware and other components that use industry-dominant processor types. To be absolutely clear though, one should not take this subdivision too far. These subarchitecture have been separated because very low-level components of the system (such as IRQ routing) are slightly or radically different. This is quite different than running Linux on an X-Box, for example, where relatively little other than hardware drivers and some quirks separate the system from being a "generic" i386 system. Support for the X-Box would not be a subarchitecture.

Hyperthreading

Another major hardware advancement supported under Linux 2.6 is hyperthreading. This is the ability, currently only built into modern Pentium 4 processors but applicable elsewhere, allows a single physical processor to masquerade (at the hardware level) as two or more processors. This allows for performance boosts in some circumstances, but also adds scheduling complexity and other issues. Key in the kernel's improved support for this feature is that the scheduler now knows how to recognize and optimize processor loads across both real and virtual processors within a machine. In previous versions of Linux, it was quite possible to overwork a single processor because it was not possible to factor in the workload as a whole. One of the great things to note about this feature is that Linux was ahead of the market curve on supporting this new hardware feature transparently and intelligently. (Windows 2000 servers can see the additional faux-processors, but does not recognize them as virtual. Thus, you also require additional CPU licenses to take advantage of the feature. It was not until the Windows XP release that Microsoft completely supported this feature.)

Linux Internals

Scalability Improvements

In addition to the previously described generic features such as NUMA and hyperthreading, Linux 2.6 also has other changes for Intel servers at the top of the food chain. First and foremost is improved support for other new Intel hardware features including Intel's PAE ("Physical Address Extension") which allows most newer 32-bit x86 systems to access up to 64GB of RAM, but in a paged mode. In addition, IRQ balancing has been significantly improved on multiprocessor systems through major improvements to Linux's APIC support. 

In addition to just supporting new hardware features, internal limits have been also increased when possible. For example, the number of unique users and groups on a Linux system has been bumped from 65,000 to over 4 billion. (16-bit to 32-bit), making Linux more practical on large file and authentication servers. Similarly, The number of PIDs (Process IDs) before wraparound has been bumped up from 32,000 to 1 billion, improving application starting performance on very busy or very long-lived systems. Although the maximum number of open files has not been increased, Linux with the 2.6 kernel will no longer require you to set what the limit is in advance; this number will self-scale. And finally, Linux 2.6 will include improved 64-bit support on block devices that support it, even on 32-bit platforms such as i386. This allows for filesystems up to 16TB on common hardware. 

Another major scalability improvement in Linux 2.6 is that the kernel itself can now not only support more types of devices, but also support more devices of a single type. Under all iterations of Linux (and indeed, most UNIX-derived operating systems), users and applications running on a system communicate with the attached hardware using numbered device nodes. (The entries in the "/dev" directory.) These device nodes were limited to 255 "major" devices (generally, one type of device gets one or more device nodes) and 255 "minor" numbers (generally, specific devices of that type.) For example, the "/dev/sda2" device (the second partition on the first detected SCSI disk), gets a major number of 8, common for all SCSI devices, and a minor number of 2 to indicate the second partition. Different device types allocate their major and minor numbers differently, so it can't be said with assurance how many devices you can have on a Linux system. Unfortunately, this system breaks down badly on large systems where it would be possible, for example, to have many more than 255 of any specific device in a system. (Think large storage arrays, print farms, etc.) Under Linux 2.6, these limitations have been eased to allow for 4095 major device types and a more than a million subdevices per type. This increase should be more than adequate to support high-end systems for the time being. 

Interactivity and Responsiveness

In addition to just scaling up, another priority with the new release has been to make the system more responsive. This is useful not only for the general desktop user (who always likes to see things respond quickly), but also to more time-critical applications where absolute preciseness is required to achieve the desired effect. Despite these changes, Linux 2.6 will not be a "hard" Real Time OS, which has very strict requirements for absolutely ensuring that actions happen predictably, but the overall responsiveness improvements should appeal to all classes of Linux users. (That said, there are external projects which have unofficial patches to provide RTOS functionality. Those projects could conceivably be made official in the next major release.)

One of the key improvements in Linux 2.6, is that the kernel is finally preemptible. In all previous versions of Linux, the kernel itself cannot be interrupted while it is processing. (On a system with multiple processors, this was true on a per-CPU basis.) Under Linux 2.6, the kernel now can be interrupted mid-task, so that other applications can continue to run even when something low-level and complicated is going on in the background. Of course, there are still times when the kernel cannot be interrupted in its processing. In reality, most users never saw these delays, which are rarely over small fractions of a second. Despite that, many users may notice an improvement in interactive performance with this feature enabled; things like user input will "feel" faster, even when the system is bogged down.

Linux's Input/Output (I/O) subsystems has also undergone major changes to allow them to be more responsive under all sorts of workloads. These changes include a complete rewrite of the I/O scheduler, the code of the kernel that determines what processes get to read from devices and when. The newly rewritten layer is now better capable of ensuring that no processes get stuck waiting in line for too long, while still allowing for the older optimizations which made sure that reading data still happens in the most efficient way for the underlying hardware.

On the application software side, another change that will help make Linux programs more responsive (if they use the feature) is support for new "futexes" (or "Fast User-Space Mutexes") Futexes are a way in which multiple processes or threads can serialize events so that they don't trample on each other (a "race condition"). Unlike the traditional mutex operations that most threading libraries support, this concept is partially kernel based (but only in the contention case) and it also supports setting priorities to allow applications or threads of higher priority access to the contested resource first. By allowing a program to prioritize waiting tasks, applications can be made to be more responsive in timing-critical areas. 

In addition to all of the above, there have been a number of other smaller changes which will improve interactivity and performance in many cases. These include more removals of the "Big Kernel Lock" (non-fine-grained locks which were used in the early days' of Linux's support for multiple processors), optimizations of filesystem readahead, writeback, and manipulating small files, and other similar changes. 

Other Improvements

Linux, like the Open Source movement in general, has always been a flag-bearer for the benefits of open standards. Another major change in the 2.6 release, is that the kernel's internal threading infrastructure has been rewritten to allow the Native POSIX Thread Library (NPTL) to run on top of it. This can be a major performance boost for Pentium Pro and better processors in heavily threaded applications, and many of the top players in the "enterprise" space have been clamoring for it. (In fact, RedHat has already backported the support to Linux 2.4 and includes it starting with RedHat 9 and Advanced Server 3.0) This change includes new concepts to the Linux thread space including thread groups, local memory for individual threads, POSIX-style signals, and other changes. One of the major drawbacks is that applications (such as some versions of Sun Java) not written to spec that rely on old Linux-isms will break with the new support enabled. As the benefits overwhelm the cost (and with so many large players in the game), it's clear that most important applications will support the changes before too long after the new kernel is released.

Module Subsystem and the Unified Device Model 

Increasingly in modern operating systems, the device handling subsystems have taken on new prominence as they are forced to deal with a myriad of internal and external bus types and more devices by more vendors than you can shake a stick at. It should come as no surprise then, that the upcoming upgrade to the Linux kernel will include improved support both in its module loader, but also in its internal understanding of the hardware itself. These changes range from the purely cosmetic (driver modules now use a ".ko" extension, for "kernel object", instead of just ".o") to a complete overhaul of the unified device model. Throughout all of these changes is an emphasis on stability and better grasp of the limitations of the previous revision.

Strictly in the module (driver) subsystem, there are a handful of major changes to improve stability. The process for unloading modules have been changed somewhat to reduce cases where it is possible for modules to be used while they are still being unloaded, often causing a crash. For systems where this problem cannot be risked, it is now even possible to disable unloading of modules altogether. Additionally, there has been extensive effort to standardize the process by which modules determine and announce what hardware they support. Under previous versions of Linux, the module would "know" what devices it supported, but this information was not generally available outside of the module itself. This change will allow hardware management software, such as RedHat's "kudzu", to make intelligent choices even on hardware that would not otherwise recognize. Of course, in the event that you know better than the current version of the driver what it supports, it is still possible to force a driver to try to work on a specific device. 

Outside of just module loading, the device model itself has undergone significant changes in the updated kernel release. Unlike the module loader, which just has to concern itself with detecting the resource requirements of incoming hardware, the device model is a deeper concept which must be completely responsible for all of the hardware in the system. Linux versions 2.2 and earlier had only the barest support for a unified device model, preferring instead to leave almost all knowledge of the hardware solely at the module level. This worked fine, but in order to use all of the features of modern hardware (especially ACPI), a system needs to know more than just what resources a device uses: it needs to know things like what bus it is connected to, what subdevices it has, what its power state is, whether it can be reconfigured to use other resources in the event of contention, and even to know about devices that haven't had modules loaded for them yet. Linux 2.4 expanded on this foundation to become the first edition to unify the interfaces for PCI, PC Card, and ISA Plug-and-Play busses into a single device structure with a common interface. Linux 2.6, through its new kernel object ("kobject") subsystem, takes this support to a new level by not only expanding to know about all devices in a system, but also to provide a centralized interface for the important little details like reference counting, power management, and exports to user-space.

Now that an extensive amount of hardware information is available within the kernel, this has allowed Linux to better support modern laptop and desktop features that require a much more in-depth knowledge of hardware. The most readily apparent application is this is the increasing proliferation of so called "hot plug" devices like PC Cards, USB and Firewire devices, and hot-plug PCI. While it's hard to think back that far now, Linux didn't offer true support for any of these devices until the 2.2 kernel. Given that hot-plugging is the rule these days and not the exception, it is fitting that the new device infrastructure essentially eliminates the differences between a hot-plug and a legacy device. Since the kernel subsystem does not directly differentiate between a device discovered at boot time from one discovered later, much of the infrastructure for dealing with pluggable devices has been simplified. A second up and coming driver of this newly rewritten subsystem is for improved support of modern power management. The new power management standard in recent years, called ACPI for "Advanced Configuration and Power Interface", was first supported in rough form for the previous version of the kernel. Unlike old-fashioned APM ("Advanced Power Management"), OSes run on systems with this new interface are required to individually tell all compatible devices that they need to change their power states. Without a centralized understanding of hardware, it would be impossible for the kernel to know what devices it needs to coordinate with and in what order. Although these are just two obvious examples, there are clearly other areas (such as hardware auditing and monitoring) that will benefit from a centralized picture of the world.

The final, but possibly the most obvious, ramification of the new centralized infrastructure is the creation of a new "system" filesystem (to join 'proc' for processes, 'devfs' for devices, and 'devpts' for UNIX98 pseudo-terminals) called 'sysfs'. This filesystem (intended to be mounted on '/sys') is a visible representation of the device tree as the kernel sees it (with some exceptions). This representation generally includes a number of known attributes of the detected devices, including the name of the device, its IRQ and DMA resources, power status, and that sort of thing. However, one aspect of this change that may be confusing on the short term is that many of the device-specific uses of the "/proc/sys" directory may be moved into this new filesystem. This change has not (yet) been applied consistently, so there may continue to be an adjustment period.

System Hardware Support 

As Linux has moved forward over the years and into the mainstream, each new iteration of the kernel appeared to be leaps and bounds better than the previous in terms of what types of devices it could support-- both in terms of emerging technologies (USB in 2.4) and older "legacy" technologies (MCA in 2.2). As we arrive at the 2.6 however, the number of major devices that Linux does not support is relatively small. There are few, if any, major branches of the PC hardware universe yet to conquer. It is for that reason that most (but certainly not all) of improvements in i386 hardware support have been to add robustness rather than new features.

Internal Devices

Arguably as important as the processor type, the underling bus(es) in a system are the glue that holds things together. The PC world has been blessed with no shortness of these bus technologies, from the oldest ISA (found in the original IBM PC) to modern external serial and wireless busses. Linux has always been quick to adapt to a new bus and device type as they have become popular with consumer devices, but significantly less quick adapting to technologies that get relatively little use.

Improvements in Linux's support for internal devices are really spread across the board. One specific example where Linux is playing "catch up" is support for the old ISA ("Industry Standard Architecture") Plug-and-Play extensions. Linux didn't offer any built-in support for PnP at all until the 2.4 release. This support has been rounded out with the upcoming kernel to include full PnP BIOS support, a device name database, and other compatibility changes. The sum of all of those modifications, is that now Linux is now a "true" Plug-and-Play OS and may be set as such in a compatible machine's BIOS. Other legacy busses such as MCA ("Microchannel Architecture") and EISA ("Extended ISA") have also been wrapped into the new device model and feature device naming databases. On a more modern front Linux 2.6 brings to the table a number of incremental improvements to its PCI ("Peripheral Component Interconnect") subsystem including improved Hot-Plug PCI and power management, support for multiple AGPs ("accelerated graphics ports" -- a separate high-speed extension to the PCI bus), and other changes. And finally, in addition to all of the "real" busses, Linux 2.6 has internally added the concept of a "legacy" bus that is specific to each architecture and contains all of the assumed devices that you would expect to find. On a PC, for example, this may include on-board serial, parallel, and PS/2 ports-- devices that exist but are not enumerated by any real busses on the system. This support may require more complicated work (such as querying firmware) on some platforms, but in general this is just a wrapper to ensure that all devices are handled in a standard way in the new driver paradigm.

External Devices 

While it is true that the older-style internal device busses have not seen many new features during the most recent development cycle, the same cannot be said for hot new external hardware. Possibly the most important change in this space is the new support for USB 2.0 devices. These devices, commonly referred to as "high speed" USB devices, support device bandwidth of up to 480 megabits per second, compared to 12 mbit/sec of current USB. A related new standard, USB On-the-Go (or USB OTG), a point-to-point variant on the USB protocol for connecting devices directly together (for example, to connect a digital camera to a printer without having a PC in the middle) is not currently supported in Linux 2.6. (Patches for this feature are available, but not yet rolled into the official release.) In addition to device support, much of the way USB devices have been internally enumerated has been revised so that it is now possible to have many more devices of the same type all accessible from within Linux. In addition to the large changes, there has been an emphasis placed in this development cycle on simplification, stability, and compatibility that should improve the support of USB devices for all Linux users.

On the complete opposite end of the field, Linux 2.6 for the first time includes support that allows a Linux-powered machine to be a USB device, rather than a USB host. This would allow, for example, your Linux-powered PDA to be plugged into your PC and to have both ends of the line speaking the proper protocol. Much of this support is new, but this is an essential direction for Linux to move into for embedded devices.

Wireless Devices

Wireless technology has really taken off within the public in the past several years. It often seems as if cords (except power... maybe?) will be a thing of the past within a handful of years. Wireless devices encompass both networking devices (the most common currently) and also more generic devices such as PDAs, etc. 

In the wireless networking space, devices can generally be divided into long range (for example, AX.25 over amateur radio devices) and short range (usually 802.11, but some older protocols exist.) Support for both of these has been a hallmark of Linux since the early days (v1.2) and both of these subsystems have been updated during development of 2.6. The largest change here is that major components of the short range subsystems for the various supported cards and protocols has been merged into a single "wireless" subsystem and API. This merge resolves a number of minor incompatibilities in the way different devices have been handled and strengthens Linux's support for the subsystem by making a central set of userspace tools that will work with all supported devices. In addition to just standardization, Linux 2.6 introduces a number of overall improvements including better capability to notify in the event of a state change (such as a device that has a "roaming" state) and a change to TCP to better handle periodic delay spikes which occur with wireless devices. Due to the immediate desire to better support wireless devices in the current Linux 2.4 kernel, many of these changes have already been back-ported and are available for use.

In the generic wireless devices space, there have been similar major advancements. IrDA (the infrared protocol named for the Infrared Data Associates group) has received some advancements since the last major release such as power management and integration into the new kernel driver model. The real advancements however have been made in providing Linux support for Bluetooth devices. Bluetooth is a new wireless protocol that is designed to be short range and low on power consumption, but does not have the line of sight limitations that IrDA has. Bluetooth as a protocol is designed to go "anywhere" and has been implemented in devices like PDAs, cell phones, printers, and more bizarre things such as automotive equipment. The protocol itself is made up of two different data link types: SCO, or "Synchronous Connection Oriented", for lossy audio applications; and L2CAP, or "Logical Link Control and Adaptation Protocol", for a more robust connection supporting retransmits, etc. The L2CAP protocol further supports various sub-protocols (including RFCOMM for point-to-point networking and BNEP for Ethernet-like networking.) Linux's support for the things that Bluetooth can do continues to grow and we can expect this to mature significantly once more devices are in the hands of the consumers. It should also be mentioned that initial support for Bluetooth has been integrated into later editions of the 2.4 kernel.

Block Device Support

Storage Busses

Dedicated storage busses, such as IDE/ATA ("Integrated Drive Electronics/Advanced Technology Attachment") and SCSI ("Small Computer System Interface"), have also received a major update during the 2.6 cycle. The most major changes are centered around the IDE subsystem which has been rewritten (and rewritten again) during the development of the new kernel, resolving many scalability problems and other limitations. For example, IDE CD/RW drives can now be written to directly through the real IDE disk driver, a much cleaner implementation than before. (Previously, it was required to also use a special SCSI-emulating driver which was confusing and often difficult.) In addition, new support has been added for high-speed Serial ATA (S-ATA) devices, which have transfer rates exceeding 150 MB/sec. On the SCSI side, there have also been many small improvements scattered around the system both for wider support and scalability. One specific improvement for older systems is that Linux now supports SCSI-2 multipath devices that have more than 2 LUNs on a device. (SCSI-2 is the previous version of the SCSI device standard, circa 1994.) Another important change is that Linux can now fall back to test media changing like Microsoft Windows does, to be more compatible with devices that do not completely follow the specification. As these technologies have stabilized over time, so too has Linux's support for them.

Although not a storage bus in itself, Linux now includes support for accessing a newer machine's EDD ("Enhanced Disk Device") BIOS directly to see how the server views its own disk devices. The EDD BIOS includes information on all of the storage busses which are attached to the system that the BIOS knows about (including both IDE and SCSI.) In addition to just getting configuration and other information out of the attached devices, this provides several other advantages. For example, this new interface allows Linux to know what disk device the system was booted from, which is useful on newer systems where it is often not obvious. This allows intelligent installation programs to consider that information when trying to determine where to put the Linux boot loader, for example. 

In addition to all of these changes, it should be stressed again that all of the bus device types (hardware, wireless, and storage) have been integrated into Linux's new device model subsystem. In some cases, these changes are purely cosmetic. In other cases, there are more significant changes involved (in some cases for example, even logic for how devices are detected needed to be modified.)

Filesystems

The most obvious use of a block device on a Linux (or any other) system is by creating a filesystem on it, and Linux's support for filesystems have been vastly improved since Linux 2.4 in a number of respects. Key among these changes include support for extended attributes and POSIX-style access controls.

When dealing strictly with conventional Linux filesystems, the extended filesystems (either "ext2" or "ext3") are the systems most associated with a core Linux system. (ReiserFS is the third most common option.) As these are the filesystems that users care about the most, they have also been the most improved during the development of Linux 2.6. Principal among these changes is support for "extended attributes", or metadata that can be embedded inside the filesystem itself for a specific file. Some of these extended attributes will be used by the system and readable and writable by root only. Many other operating systems, such as Windows and the MacOS, already make heavy use of these kinds of attributes. Unfortunately, the UNIX legacy of operating systems have not generally included good support for these attributes and many user-space utilities (such as 'tar') will need to be updated before they will save and restore this additional information. The first real use of the new extended attribute subsystem is to implement POSIX access control lists, a superset of standard UNIX permissions that allows for more fine-grained control. In addition to these changes for ext3, there are several other smaller changes: the journal commit time for the filesystem can now be tuned to be more suited for laptop users (which might have to spin up the drive if it were in a power save mode.), default mount options can now also be stored within the filesystem itself (so that you don't need to pass them at mount time), and you can now mark a directory as "indexed" to speed up searches of files in the directory.

In addition to the classic Linux filesystems, the new kernel offers full support for the new (on Linux) XFS filesystem. This filesystem is derived from and is block-level compatible with the XFS filesystem used by default on Irix systems. Like the extended filesystems and Reiser, it can be used as a root-disk filesystem and even supports the newer features such as extended attributes and ACLs. Many distributions are beginning to offer support for this filesystem on their Linux 2.4-based distributions, but it remains to be seen yet what place this filesystem will have in the already crowded pantheon of UNIX-style filesystems under Linux.

Outside of those, Linux has also made a number of improvements both inside and outside the filesystem layer to improve compatibility with the dominant PC operating systems. To begin with, Linux 2.6 now supports Windows' Logical Disk Manager (aka "Dynamic Disks"). This is the new partition table scheme that Windows 2000 and later have adopted to allow for easier resizing and creation of multiple partitions. (Of course, it is not likely that Linux systems will be using this scheme for new installations anytime soon.) Linux 2.6 also features improved (and rewritten) support for the NTFS filesystem and it is now possible to mount a NTFS volume read/write. (Writing support is still experimental and is gradually being improved; it may or may not be enabled for the final kernel release.) And finally, Linux's support for FAT12 (the DOS filesystem used on really old systems and floppy disks) has been improved to work around bugs present in some MP3 players which use that format. Although not as dominant in the marketplace, Linux has also improved compatibility with OS/2 by adding extended attribute support into the HPFS filesystem. Like previous releases, the new additions to Linux 2.6 demonstrate the importance of playing well with others and reinforces Linux's position as a "Swiss Army Knife" operating system. 

In addition to these changes, there have been a large number of more scattered changes in Linux's filesystem support. Quota support has been rewritten to allow for the larger number of users supported on a system. Individual directories can now be marked as synchronous so that all changes (additional files, etc.) will be atomic. (This is most useful for mail systems and directory-based databases, in addition to slightly better recovery in the event of a disk failure.) Transparent compression (a Linux-only extension) has been added to the ISO9660 filesystem (the filesystem used on CD-ROMs.) And finally, a new memory-based filesystem ("hugetlbfs") has been created exclusively to better support shared memory databases. 

Input / Output Support 

On the more "external" side of any computer system is the input and output devices, the bits that never quite seem as important as they are. These include the obvious things like mice and keyboards, sound and video cards, and less obvious things like joysticks and accessibility devices. Many of Linux's end-user subsystems have been expanded during the 2.6 development cycle, but support for most of the common devices were already pretty mature. Largely, Linux 2.6's improved support for these devices are derived directly from the more general improvements with external bus support, such as the ability to use Bluetooth wireless keyboards and similar. There are however a number of areas where Linux has made larger improvements.

Human Interface Devices

One major internal change in Linux 2.6 is the reworking of much of the human interface layer. The human interface layer is the center of the user experience of a Linux system, including the video output, mice, and keyboards. In the new version of the kernel, this layer has been reworked and modularized to a much greater extent than ever before. It is now possible to create a completely "headless" Linux system without any included support for a display or anything. The primary benefit of this modularity may be for embedded developers making devices that can only be administrated over the network or serial, but end-users benefit as many of the underlying assumptions about devices and architectures has been modularized out. For example, it was previously always assumed that if you had a PC that you would need support for a standard AT (i8042) keyboard controller; the new version of Linux removes this requirement so that unnecessary code can be kept out of legacy-less systems.

Support to Linux's handling of monitor output has also received a number of changes, although most of these are useful only in configurations that make use of the kernel's internal framebuffer console subsystem. (Most Intel Linux boxes are not configured this way, but that is not the case for many other architectures.) In my personal opinion, the best feature is that the boot logo (a cute penguin, if you've never seen it) now supports resolutions up to 24bpp. That aside, other new features for the console include resizing and rotating (for PDAs and similar) and expanded acceleration support for more hardware. And finally, Linux has now included kernel support for querying VESA ("Video Electronics Standard Association") monitors for capability information, although XFree86 and most distributions installation systems already have covered this detail in user-space.

In addition to the big changes, Linux 2.6 also includes a number of smaller changes for human interaction. Touch screens, for example, are now supported. The mouse and keyboard drivers have also been updated and standardized to only export a single device node ("/dev/input/mouse0", for example) regardless of the underlying hardware or protocol. Bizarre mice (with multiple scroll wheels, for example) are now also supported. PC keyboard key mappings have also been updated to follow the Windows "standard" for extended keys. Joystick support has also been improved thanks not only to the addition of many new drivers (including the X Box gamepad), but also to include newer features such as force-feedback. And finally (but not least important), the new release also includes support for the Tieman Voyager braille TTY device to allow blind users better access to Linux. (This feature is important enough that it has been back-ported to Linux 2.4 already.)

As a side note, Linux has also changed the "system request" interface to better support systems without a local keyboard. The system request ("sysrq") interface is a method for systems administrators at the local console to get debugging information, force a system reboot, remount filesystems read-only, and do other wizardly things. Since Linux 2.6 now supports a completely headless system, it is now also possible to trigger these events using the /proc filesystem. (Of course, if your system hangs and you need to force it to do things, this may not be of much help to you.)

Audio & Multimedia 

One of the most anticipated new features of Linux 2.6 for desktop users is the inclusion of ALSA (the "Advanced Linux Sound Architecture") in lieu of the older sound system. The older system, known as OSS for "Open Sound System", has served Linux since the early days but had many architectural limitations. The first major improvement with the new system is that it has been designed from the start to be completely thread and SMP-safe, fixing problems with many of the old drivers where they would not work properly outside the expected "desktop-means-single-cpu paradigm." More importantly, the drivers have been designed to be modular from the start (users of older versions of Linux will remember that modularity was retro-fitted onto the sound system around Linux 2.2), and that this allows for improved support for systems with multiple sound cards, including multiple types of sound cards. Regardless of how pretty the internals are, the system would not be an improvement for users if it did not have neat new whiz-bang features, and the new sound system has many of those. Key among them are support for newer hardware (including USB audio and MIDI devices), full-duplex playback and recording, hardware and non-interleaved mixing, support for "merging" sound devices, and other things. Whether you are an audiophile or just someone that likes to play MP3s, Linux's improved sound support should be a welcome step forward.

Beyond simple audio these days, what users want is support for the really fancy hardware like webcams, radio and TV adapters, and digital video recorders. In all three cases, Linux's support has been improved with the 2.6 release. While Linux has supported (to a greater or lesser extent) radio cards (often through userspace) for many iterations, support for television tuners and video cameras was only added within the last one or two major revisions. That subsystem, known as Video4Linux (V4L), has received a major upgrade during the work on the new edition of the kernel including both an API cleanup and support for more functionality on the cards. The new API is not compatible with the previous one and applications supporting it will need to upgrade with the kernel. And on a completely new track, Linux 2.6 includes the first built-in support for Digital Video Broadcasting (DVB) hardware. This type of hardware, common in set-top boxes, can be used to make a Linux server into a Tivo-like device, with the appropriate software. 

Software Improvements

Networking

Leading-edge networking infrastructure has always been one of Linux's prime assets. Linux as an OS already supports most of the world's dominant network protocols including TCP/IP (v4 and v6), AppleTalk, IPX, and others. (The only unsupported one that comes to mind is IBM/Microsoft's obsolete and tangled NetBEUI protocol.) Like many of the changes in the other subsystems, most networking hardware changes with Linux 2.6 are under the hood and not immediately obvious. This includes low-level changes to take advantage of the device model and updates to many of the device drivers. For example, Linux now includes a separate MII (Media Independent Interface, or IEEE 802.3u) subsystem which is used by a number of the network device drivers. This new subsystem replaces many instances where each driver was handling that device's MII support in slightly different ways and with duplicated code and effort. Other changes include major ISDN updates and other things.

On the software side, one of the most major changes is Linux's new support for the IPsec protocols. IPsec, or IP Security, is a collection of protocols for IPv4 ("normal" IP) and IPv6 that allow for cryptographic security at the network protocol level. And since the security is at the protocol level, applications do not have to be explicitly aware of it. This is similar to SSL and other tunneling/security protocols, but at a much lower level. Currently supported in-kernel encryption includes various flavors of SHA ("secure hash algorithm"), DES ("data encryption standard"), and others.

Elsewhere on the protocol side, Linux has improved its support for multicast networking. Multicast networks are networks where a single sent packet is intended to be received by multiple computers. (Compare to traditional point-to-point networks where you are only speaking to one at a time.) Primarily, this functionality is used by messaging systems (such as Tibco) and audio/video conferencing software. Linux 2.6 improves on this by now supporting several new SSM (Source Specific Multicast) protocols, including MLDv2 (Multicast Listener Discovery) and IGMPv3 (Internet Group Messaging Protocol.) These are standard protocols that are supported by most high-end networking hardware vendors, such as Cisco. 

Linux 2.6 also has broken out a separate LLC stack. LLC, or Logical Link Control protocol (IEEE 802.2), is a low-level protocol that is used beneath several common higher-level network protocols such as Microsoft's NetBeui, IPX, and AppleTalk. As part of this change-over, the IPX, AppleTalk, and Token Ring drivers have been rewritten to take advantage of the new common subsystem. In addition, an outside source has put together a working NetBEUI stack and it remains to be seen whether it will ever be integrated into the stock kernel.

In addition to these changes, there have been a number of smaller changes. IPv6 has received some major changes and it can now also run on Token Ring networks. Linux's NAT/masquerading support has been extended to better handle protocols that require multiple connections (H.323, PPTP, etc.) On the Linux-as-a-router front, support for configuring VLANs on Linux has been made no longer "experimental".

Network Filesystems

Overlaid on top of Linux's robust support for network protocols is Linux's equally robust support for network filesystems. Mounting (and sometimes exporting) a network filesystem is one of the very few high-level network operations that the kernel cares about directly. (The most obvious other, the "network block device", did not receive many changes for 2.6 and is generally used in specialized applications where you end up doing something filesystem-like with it anyway.) All other network operations are content to be relegated to user-space and outside the domain of the kernel developers.

In the Linux and UNIX-clone world, the most common of the network filesystems is the aptly named Network File System, or NFS. NFS is a complicated file sharing protocol that has deep roots in UNIX (and especially Sun Solaris' excellent implementation). The primary transport protocol can utilize either TCP or UDP, but several additional sub-protocols are also required, each of which also run on top of the separate RPC ("remote procedure call") protocol. These include the separate "mount" protocol for authentication and NLM ("network lock manager") for file locking. (The common implementation is also tied closely to other common RPC-based protocols, including NIS-- "network information service"-- for authentication. NIS and its progeny are not commonly used for authentication on Linux machines due to fundamental insecurities.) It is perhaps because of this complexity that NFS has not been widely adapted as an "Internet" protocol. 

In Linux 2.6, this core Linux filesystem received many updated and improvements. The largest of these improvements is that Linux now experimentally supports the new and not widely adopted NFSv4 protocol version for both its client and server implementations. (Previous versions of Linux included support for only the v2 and v3 versions of the protocol.) The new version supports stronger and more secure authentication (with cryptography), more intelligent locking, support for pseudo-filesystems, and other changes. Not all of the new NFSv4 features have been implemented in Linux yet, but the support is relatively stable and could be used for some production applications. In addition, Linux's NFS server implementation has been improved to be more scalable (up to 64 times as many concurrent users and a larger request queues), to be more complete (by supporting serving over TCP, in addition to UDP), to be more robust (individual filesystems drivers can adapt the way files on those systems are exported to suit their particularities), and more easily maintainable (management though a new 'nfsd' filesystem, instead of system calls.) There have also been may other under the hood changes, including separating lockd and nfsd, and support for zero-copy networking on supported interfaces. NFS has also been made somewhat easier to secure by allowing the kernel lockd port numbers to be assigned by the administrator. The NFS client side has also benefited from a number of improvements to the implementation of the underlying RPC protocol including a caching infrastructure, connection control over UDP, and other improvements for TCP. Linux's support for using NFS-shared volumes as the root filesystem (for disk-less systems) has also been improved as the kernel now supports NFS over TCP for that purpose.

In addition to improving support for the UNIX-style network filesystems, Linux 2.6 also delivers many improvements to Windows-style network filesystems. The standard shared filesystem for Windows servers (as well as OS/2 and other operating systems) has been the SMB ("server message block") protocol and the Linux kernel has had excellent client support of the SMB protocol for many revisions. Windows 2000 however standardized on an upgraded superset of the SMB protocol, known as CIFS ("common internet filesystem.") The intention of this major update was to streamline and refine certain aspects of SMB which had at that point become a complete mess. (The protocol itself was loosely defined and often extended to the point that there were cases even where the Win95/98/ME version was incompatible with the WinNT/Win2k version.) CIFS delivered on that intention and added UNICODE support, improved file locking, hard linking, eliminated the last vestiges of NetBIOS dependencies, and added a few other features for Windows users. Since Linux users do not like to be kept in the dark for long, Linux 2.6 now includes completely rewritten support for mounting CIFS filesystems natively. Linux 2.6 also now includes support for the SMB-UNIX extensions to the SMB and CIFS protocols which allows Linux to access non-Windows file types (such as device nodes and symbolic links) on SMB servers which support it (such as Samba.) Although not as commonly seen today, Linux has not completely forgotten about the Novell NetWare users. Linux 2.6 now allows Linux clients to mount up to the maximum of 256 shares on a single NetWare volume using its built in NCP ("NetWare Core Protocol") filesystem driver. 

Linux 2.6 also includes improved support for the relatively new domain of distributed network filesystems, systems where files on a single logical volume can be scattered across multiple nodes. In addition to the CODA filesystem introduced in Linux 2.4, Linux now includes some support for two other distributed filesystems: AFS and InterMezzo. AFS, the Andrew filesystem (so named because it was originally developed at CMU), is presently very limited and restricted to read-only operations. (A more feature complete version of AFS is available outside the kernel-proper.) The second newly supported filesystem, InterMezzo (also developed at CMU), is also newly supported under Linux 2.6 and it allows for more advanced features such as disconnect operation (so you work on locally cached files) and is suitable for high-availability applications where you need to guarantee that storage is never unavailable (or faked, when down). It also has applications for keeping data in sync between multiple computers, such as a laptop or PDA and a desktop computer. Many of the projects providing support for these new types of filesystems are initially developed on Linux, putting Linux well ahead of the curve in support for these new features. 

Miscellaneous Features

Security

Another of the big changes in Linux 2.6 that does not receive enough attention is the wealth of new security-related changes. Most fundamentally, the entirety of kernel-based security (powers of the super user under a UNIX-like operating system) has been modularized out to be one out of a potential number of alternate security modules. (At present however, the only offered security model is the default one and an example how to make your own.) As part of this change, all parts of the kernel have now been updated to use "capabilities" as the basis of fine-grained user access, rather than the old "superuser" system. Nearly all Linux systems will continue to have a "root" account which has complete access, but this allows for a Linux-like system to be created which does not have this underlying assumption. Another security-related change is that binary modules (for example, drivers shipped by a hardware manufacturer) can no longer "overload" system calls with their own and can no longer see and modify the system call table. This significantly restricts the amount of access that non-open source modules can do in the kernel and possibly closes some legal loopholes around the GPL. The final change that is somewhat security-related is that Linux with the new kernel is now able to use hardware random number generators (such as those present in some new processors), rather than relying on a (admittedly quite good) entropy pool based on random hardware fluctuations. 

Virtualizing Linux

One of the most interesting new features in Linux 2.6 is its inclusion of a "user-mode" architecture. This is essentially a port (like to a different hardware family) of Linux to itself, allowing for a completely virtualized Linux-on-Linux environment to be run. The new instance of Linux runs as if it was a normal application. "Inside" the application, you can configure fake network interfaces, filesystems, and other devices through special drivers which communicate up to the host copy of Linux in a secure way. This has proved quite useful, both for development purposes (profiling, etc.) as well as for security analysis and honeypots. While most users will never need this kind of support, it is an incredibly "cool" feature to have running on your box. (Impress your friends!)

Laptops

In addition to all of the other general purpose support described above (improved APM and ACPI, wireless support improvements, etc.) Linux also includes two other hard-to-classify features that will best assist laptop users. The first is that the new edition of the kernel now supports software-suspend-to-disk functionality for the Linux user on the go. This feature still has some bugs to iron out, but is looking solid for many configurations. The new version also supports the ability of modern mobile processors to change speed (and, in effect, power requirements) based on whether your system is plugged in or not.

Configuration Management

Linux 2.6 includes another feature which might seem minor to some, but will both greatly assist developers' abilities to debug kernel problems of end-users as well as make it easier for individual administators to know configuration details about multiple systems. In short, the kernel now supports adding full configuration information into the kernel file itself. This information would include details such as what configuration options were selected, what compiler was used, and other details which would help someone reproduce a similar kernel if the need arose. This information would also be exposed to users via the /proc interface.

Legacy Support

Although Linux 2.6 is a major upgrade, the difference to user-mode applications will be nearly non-existent. The one major exception to this rule appears to be threading: some applications may do things that worked under 2.4 or 2.2 but are no longer allowed. Those applications should be the exception to the rule however. Of course, low-level applications such as module utilities will definitely not work. Additionally, some of the files and formats in the /proc and /dev directories have changed and any applications that have dependencies on this may not function correctly. (This is especially true as more things shift over to the new "/sys" virtual filesystem. In the "/dev" case, backwards-compatible device names can easily be configured.) 

In addition to those standard disclaimers, there are a number of other smaller changes which may affect some environments. First, very old swap files (from Linux 2.0 or earlier) will need to be reformatted before they can be used with 2.6. (Since swap files do not contain any permanent data, that should not be a problem for any user.) The kHTTPd daemon which allowed the kernel to serve web pages directly has also been removed as most of the performance bottlenecks that prevented Apache, Zeus, et. al. from reaching kernel speeds have been resolved. Autodetection of DOS/Windows "disk managers" such as OnTrack and EzDrive for large harddisk support with older BIOSes has been removed. And finally, support for using a special kernel-included boot sector for booting off of a floppy disk has also been removed; you now need to use SysLinux instead. 

1. Distribuzioni

RedHat (http://www.redhat.com)
Distribuisce solo una versione di Linux dedicata ai server aziendali chiamata “Red Hat Enterprise Linux version 3” basata sul kernel 2.4.21 con alcune estensioni derivate dalla 2.6, ed una release commerciale orientata al desktop chiamata “Red Hat Desktop”.

L’ultima versione della distribuzione “desktop” Open Source è la RedHat 9.0; parte del lavoro svolto da RedHat in questi anni è confluito nel progetto completamente Open Source denominato “Fedora” (ad esempio l’installer di RedHat Anaconda, è diventato l’installer di Fedora).

Rispetto all’approccio conservativo delle distribuzioni RedHat, Fedora mira ad includere le versioni più recenti dei pacchetti e ad includere nel kernel le ultime funzionalità disponibili.

http://fedora.redhat.com/ (Ultima versione Fedora Core 3, basata sul kernel 2.6)

Mandrake (http://www.mandrakelinux.com)

NOTA: Da Aprile 2005 Mandrake ha cambiato il nome della sua distribuzione in “Mandriva”.
Distribuzione corrente: Mandrake 10.1 Official (kernel 2.6.8, GCC 3.4, KDE 3.2.3).

Mandrake rilascia in genere una versione preliminare di una nuova distribuzione denominata Community, per poi rilasciare la versione definitiva “Official” una volta terminata una fase di test di circa 6 mesi. 

Versione precedente: Mandrake 10.0, 9.2, MandrakeMove (una versione su un solo CD di boot della 9.2 che può salvare la configurazione su di una chiavetta USB).

Mandrake Linux Corporate Server 3 (per l’ambiente enterprise basato sul kernel 2.6).

SUSE – www.suse.com (acqusita da Novell che aveva già acquisito XIMIAN alcuni mesi fa)

Distribuzioni corrente: SUSE Linux 9.2 (KDE 3.3, Kernel 2.6.8) e Novell Linux Desktop 9.
Ha una distribuzione server come RedHat e Mandrake denominata SUSE Linux Enterprise server.

Debian (www.debian.org)

The current “stable” distribution of Debian GNU/Linux is version 3.0r4, codenamed woody. It was released on January 1st, 2005.
Esistono anche alter due distribuzioni Debian chiamate testing e unstable con pacchetti più aggiornati ma ancora non inseriti nel ramo stabile e con pacchetti in fase di sviluppo.
Debian è una distribuzione completamente OpenSource frutto del lavoro di un team di sviluppatori volontari non legati a società commerciali come possono esserlo RedHat o Mandrake; la caratteristica principale di Debian è il suo meccanismo di gestione dei pacchetti diverso da RPM (dpkg, pacchetti con estensione .deb).

Slackware (www.slackware.org)
Ultima versione distribuzione: Slackware 10 (kernel 2.4.26 o 2.6.7 in alternativa).

La caratteristica di Slackware è quella di usare pacchetti assolutamente standard (ad esempio il kernel è quello che si può scaricare da ftp.kernel.org), e di non avere nessun sistema nativo di gestione delle dipendenze tra i pacchetti (sono disponibili solo alcune utility ma niente di paragonabile a RPM o DPKG); l’installazione avviene solitamente tramite ricompilazione dei sorgenti e risoluzione manuale delle dipendenze.

Gentoo (http://www.gentoo.org/)

Una distribuzione con un approccio diverso dalle altre, basato sulla ricompilazione delle versioni aggiornate dei pacchetti in formato sorgente, in modo da avere un sistema sempre aggiornato e con i pacchetti compilati sulla macchina target con le opportune ottimizzazioni e configurazioni.
Gentoo è una meta-distribuzione basata sul concetto della compilazione diretta dei sorgenti sulla macchina target e sul mantenimento dei pacchetti il più aggiornati possibile grazie ad un sistema di management dei pacchetti chiamato portage.

	 Distribution 
	 July 2003 
	 January 2004 
	 Growth Rate 

	Debian
	355,469
	442,752
	24.6%

	SuSE
	240,411
	296,217
	23.2%

	Gentoo
	20,273
	24,229
	19.5%

	RedHat
	1,231,986
	1,451,505
	17.8%

	Mandrake
	51,299
	52,543
	2.4%

	Cobalt
	553,012
	548,963
	-0.7%


NOTA: Cobalt è una distribuzione di Linux fatta da SUN per il mondo desktop e particolarmente diffusa in estremo oriente.

(www.distrowatch.com per l’anno 2004)

	Rank
	Distribution
	H.P.D*

	1
	Mandrakelinux
	1457

	2
	Fedora
	1202

	3
	KNOPPIX
	910

	4
	SUSE
	858

	5
	Debian
	832

	6
	MEPIS
	694

	7
	Gentoo
	670

	8
	Slackware
	669

	9
	PCLinuxOS
	451

	10
	Damn Small
	416

	11
	Xandros
	367

	12
	Red Hat
	343

	13
	Ubuntu
	300

	14
	Vine
	290

	15
	FreeBSD
	290

	16
	SLAX
	263

	17
	Yoper
	242

	18
	Linspire
	226

	19
	Vector
	192

	20
	Gnoppix
	192

	21
	KANOTIX
	186

	22
	Arch
	180

	23
	Feather
	176

	24
	Lycoris
	175

	25
	Aurox
	162

	26
	Buffalo
	158

	27
	Turbolinux
	154

	28
	Libranet
	147

	29
	Mandows
	136

	30
	Onebase
	131

	31
	Ark
	131

	32
	Sun JDS
	125

	33
	GeeXboX
	124

	34
	Conectiva
	120

	35
	Puppy
	119

	36
	Devil
	118

	37
	Lormalinux
	115

	38
	Knoppix STD
	111

	39
	Flonix
	109

	40
	Kurumin
	108

	41
	Vidalinux
	107

	42
	Morphix
	103

	43
	Yellow Dog
	98

	44
	White Box
	98

	45
	IPCop
	93

	46
	LiveCD Router
	92

	47
	CRUX
	92

	48
	Source Mage
	89

	49
	MoviX
	88

	50
	Hakin9
	86

	51
	LFS
	85

	52
	AGNULA
	85

	53
	College
	85

	54
	SystemRescue
	83

	55
	SAM
	82

	56
	Overclockix
	82

	57
	KnoppiXMAME
	82

	58
	ADIOS
	81

	59
	Peanut
	80

	60
	ClarkConnect
	80

	61
	Astaro
	80

	62
	CentOS
	79

	63
	OpenBSD
	76

	64
	Progeny
	72

	65
	ROCK
	71

	66
	Co-Create
	70

	67
	Bonzai
	67

	68
	Ares
	67

	69
	SmoothWall
	66

	70
	Sorcerer
	64

	71
	clusterKNOPPIX
	63

	72
	Quantian
	62

	73
	INSERT
	62

	74
	Linux4all
	61

	75
	dyne:bolic
	61

	76
	Cobind
	59

	77
	Berry
	59

	78
	Lunar
	58

	79
	LinuxConsole
	58

	80
	Trustix
	57

	81
	Lineox
	57

	82
	EvilEntity
	57

	83
	ASPLinux
	57

	84
	Sentry Firewall
	56

	85
	QiLinux
	55

	86
	GoboLinux
	55

	87
	ByzantineOS
	55

	88
	AUSTRUMI
	55

	89
	FIRE
	54

	90
	Navyn OS
	53

	91
	BLAG
	53

	92
	tinysofa
	52

	93
	Skolelinux
	52

	94
	DragonFly
	52

	95
	Adamantix
	51

	96
	SoL
	50

	97
	K12LTSP
	50

	98
	ALT
	49

	99
	UHU-Linux
	48

	100
	Icepack
	


Knoppix 3.7
Il più diffuso live-cd Linux al mondo, supporta il kernel 2.4 ed il 2.6 ed è basato su Debian.
I sistemi operativi su cui girano le applicazioni delle 200 aziende più importanti negli Stati Uniti
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PHP (www.php.net)

Versione attuale: 4.3.6

Prossima versione: 5.0 (siamo all Release Candidate 2)

Versione 5.0

Zend engine versione 2.0 (il motore di scripting di PHP)

Complete funzionalità Object Oriented

Reflection API

Supporto XML completamente riscritto ed adozione della libreria libxml2 (libreria XML di GNOME) http://www.xmlsoft.org/
Un piccolo DBMS integrato direttamente in PHP (SQLite) che non richiede l’utilizzo di DBMS esterni come MySQL o PostgreSQL.

Migliorato il supporto diretto per i socket.

MySQL (www.mysql.com)

Produzione: MySQL 4.0.20

Sviluppo: MySQL (5.0); fase di release alpha

Stored Procedures 

Stored procedures are currently implemented, based on the SQL:2003 standard. See section 18 Stored Procedures and Functions. We will also implement a framework to hook in external languages, and (where possible) compatibility with, for example, PL/SQL and T-SQL. 

New functionality 

Elementary cursor support. See section 18.1.8 Cursors. 

The ability to specify explicitly for MyISAM tables that an index should be created as an RTREE index. (In MySQL 4.1, RTREE indexes are used internally for geometrical data that use GIS datatypes, but cannot be created on request.) 

Dynamic length rows for HEAP tables. 

Standards compliance, portability and migration 

Add true VARCHAR support (column lengths longer than 255, and no stripping of trailing whitespace). (There is already support for this in the MyISAM storage engine, but it is not yet available at the user level.) 

Speed enhancements 

SHOW COLUMNS FROM table_name (used by mysql client to allow expansions of column names) should not open the table, only the definition file. This will require less memory and be much faster. 

Allow DELETE on MyISAM tables to use the record cache. To do this, we need to update the threads record cache when we update the `.MYD' file. 

Better support for MEMORY (HEAP) tables: 

Dynamic length rows. 

Faster row handling (less copying). 

Usability enhancements 

Resolving the issue of RENAME TABLE on a table used in an active MERGE table possibly corrupting the table. 

Apache (http://httpd.apache.org/)

Internet Web Servers
	Developer
	December 2004
	Percent
	January 2005
	Percent
	Change

	Apache
	38614673
	67.84
	39821368
	68.43
	0.59

	Microsoft
	12062761
	21.19
	12137446
	20.86
	-0.33

	Sun
	1812966
	3.18
	1830008
	3.14
	-0.04

	Zeus
	687508
	1.21
	690193
	1.19
	-0.02


Ultima versione: Apache 2.0.49 oppure 1.3.29

Differenze tra versione 2 e 1

Unix Threading 
On Unix systems with POSIX threads support, Apache can now run in a hybrid multiprocess, multithreaded mode. This improves scalability for many, but not all configurations. 

New Build System 

The build system has been rewritten from scratch to be based on autoconf and libtool. This makes Apache's configuration system more similar to that of other packages. 

Multiprotocol Support 

Apache now has some of the infrastructure in place to support serving multiple protocols. mod_echo has been written as an example. 

Better support for non-Unix platforms 

Apache 2.0 is faster and more stable on non-Unix platforms such as BeOS, OS/2, and Windows. With the introduction of platform-specific multi-processing modules (MPMs) and the Apache Portable Runtime (APR), these platforms are now implemented in their native API, avoiding the often buggy and poorly performing POSIX-emulation layers. 

New Apache API 

The API for modules has changed significantly for 2.0. Many of the module-ordering/-priority problems from 1.3 should be gone. 2.0 does much of this automatically, and module ordering is now done per-hook to allow more flexibility. Also, new calls have been added that provide additional module capabilities without patching the core Apache server. 

IPv6 Support 

On systems where IPv6 is supported by the underlying Apache Portable Runtime library, Apache gets IPv6 listening sockets by default. Additionally, the Listen, NameVirtualHost, and VirtualHost directives support IPv6 numeric address strings (e.g., "Listen [fe80::1]:8080"). 

Filtering 

Apache modules may now be written as filters which act on the stream of content as it is delivered to or from the server. This allows, for example, the output of CGI scripts to be parsed for Server Side Include directives using the INCLUDES filter in mod_include. The module mod_ext_filter allows external programs to act as filters in much the same way that CGI programs can act as handlers. 

Multilanguage Error Responses 

Error response messages to the browser are now provided in several languages, using SSI documents. They may be customized by the administrator to achieve a consistent look and feel. 

Simplified configuration 

Many confusing directives have been simplified. The often confusing Port and BindAddress directives are gone; only the Listen directive is used for IP address binding; the ServerName directive specifies the server name and port number only for redirection and vhost recognition. 

Native Windows NT Unicode Support 

Apache 2.0 on Windows NT now uses utf-8 for all filename encodings. These directly translate to the underlying Unicode file system, providing multilanguage support for all Windows NT-based installations, including Windows 2000 and Windows XP. This support does not extend to Windows 95, 98 or ME, which continue to use the machine's local codepage for filesystem access. 

Regular Expression Library Updated 

Apache 2.0 includes the Perl Compatible Regular Expression Library (PCRE). All regular expression evaluation now uses the more powerful Perl 5 syntax. 

Ambienti grafici (www.kde.org, www.gnome.org)

KDE ultima versione 3.2, GNOME ultima versione 2.4

GLADE è un ambiente di sviluppo integrato per GNOME e per la libreria grafica su cui si appoggia, GTK+ (http://glade.gnome.org/).

KDEVELOP 3.0 è un ambiente di sviluppo integrato per KDE (http://www.kdevelop.org/).

La risposta di Microsoft lato server: Windows Server 2003, Internet Information Services 6.0, framework .NET.

Appendice E – La configurazione di una macchina Linux Desktop

Quale programma Open Source posso installare sulla mia Linux box per:

· Navigare in Internet


Programma consigliato: Firefox versione 1.0

· Office Automation (compatibile con Microsoft Office)


Programma consigliato: Open Office 1.1

· Ascoltare audio MP3


Programma consigliato: XMMS 1.2.10


Dipendenze: libogg 1.1, libvorbis 1.0.1

· Vedere un film in DVD o ascoltare un cd audio

Programma consigliato: XINE-UI 0.99.3


Dipendenze: xine-lib 1.0, libdvdcss 1.2.8

· Masterizzare CD o DVD


Programma consigliato: K3B 0.11.18


Dipendenze: cdrdao 1.1.9, cdrecord 2.0.3

· Visualizzare un filmato MPEG o AVI

Programma consigliato: mplayer

· Instant messaging


Programma consigliato: gaim 1.2

· Connessione a remote desktop Microsoft


Programma consigliato: rdesktop (http://www.rdesktop.org/)

Appendice F – La configurazione dell’adattatore di rete Wireless Intel 2100

Intel(R) PRO/Wireless 2100 Network Connection Driver for Linux

Copyright (C) 2004, Intel Corporation

For additional information, contact James Ketrenos <jketreno@linux.intel.com>

NOTE ON UPGRADING FROM PRIOR VERSIONS

---------   ------     ----       ---    --       --       -          -

Whenever you upgrade your driver, you need to make sure that your system

no longer has older versions of the modules in various locations that 

could be found by modprobe instead of the new version.  If you see 

problems about unresolved symbols, chances are good you have an old 

module someplace.  You can typically find the offending modules via:

% for i in ieee80211 ipw2100; do \


find /lib/modules/`uname -r` -iname ${i}*; done

And then you can go and remove whatever that finds.  

You should also check your kernel's configuration for any old 

declarations from old installs:

% for i in IEEE80211 IPW; do \

% grep CONFIG_${i} \

        /lib/modules/`uname -r`/build/include/linux/autoconf.h; done

KERNEL REQUIREMENTS - 2.6

---------   ------     ----       ---    --       --       -          -

As of 0.55, the ipw2100 only supports the 2.6 kernel series.  This is

primarily due to the lack of time to maintain backward compatible 

support to the 2.4 tree, most notably with sysfs support.  If you would 

like to take on the role of maintaining backward compatibility, please 

let us know.  We would be very willing to host 2.4 backports on the 

project site -- we just don't have the time to maintain them ourselves.

KERNEL REQUIREMENTS - Wireless Tools

---------   ------     ----       ---    --       --       -          -

If you are building the IPW2100 driver outside of the kernel build system then

you need to ensure that you have enabled wireless capabilities within your

kernel (CONFIG_NET_RADIO=y).  

Failure to do this will result in the Wireless Tools (iwconfig, iwlist, etc.) 

not functioning.

You can check if your kernel is configured with CONFIG_NET_RADIO by running:

% grep CONFIG_NET_RADIO \


/lib/modules/`uname -r`/build/include/linux/autoconf.h

You should see the line:

#define CONFIG_NET_RADIO 1

If you have to turn on CONFIG_NET_RADIO in your kernel configuration, make sure

you also rebuild, install, and reboot to the new kernel image.  For help or

instructions on configuring and building the kernel please consult the 

documentation contained in your distribution.

KERNEL REQUIREMENTS - Crypto Library

---------- --------  ---------    -----     -----      ---      --        -

As of 0.47, IPW2100 uses the WEP encryption and decryption algorithms provided

by the Linux kernel.  As such, in order to use WEP you must enable the Crypto

library support (CONFIG_CRYPTO) and the following algorithms:


ARC4 cipher algorithm (CONFIG_CRYPTO_ARC4)

You also need to enable the following from Library routines:


CRC32 (CONFIG_CRC32)

If you are using the 2.4 kernel series, you may need to upgrade to 2.4.26 in 

order to get the crypto APIs (or look for a patch that enables the crypto 

libraries and the above algorithms in your specific kernel version)

OPTIONAL: WPA Support

If you wish to enable WPA support, you also need to enable the following Crypto

library modules (in addition to those required for WEP above):


Michael MIC (CONFIG_CRYPTO_MICHAEL_MIC)


AES (CONFIG_CRYPTO_AES_586)

INSTALLING THE BITS

------------ -----   -----       ----       ---       --         -     

There are two ways to build the IPW2100 driver--the easiest way is to build it

external to the kernel build system.  If you want to configure and build the

driver using the full kernel build and configuration system, then skip to the

section BUILDING INTERNAL.

BUILDING EXTERNAL

----------- -----   ----   ----      ---       --       -             -

First, you need to unpackage the source code:

% tar xzvf ipw2100-1.1.0.tgz

% cd ipw2100-1.1.0

The driver package contains a Makefile that can be used for building the

driver outside of the kernel tree.  To build it for the currently running

kernel, simply type:

% make

If you see any errors during the build process be sure to check the 

Issues section on the http://ipw2100.sf.net website as a patch may be 

available for your specific kernel configuration.  You can now install the 

ipw2100 module:

# make install  <--- You need to run this as root

To build it for a different kernel than the running one, use the KSRC

parameter:

% make KSRC=/path/to/kernel

# make install   <--- You need to run this as root

Thanks to Peter Johanson for the original Makefile, and several others on the

ipw2100-devel mailing list for helping to enhance it.

If you have previously tried to build the driver internal to the kernel build

system and now wish to use the external method described above, you need to 

remove any trace of IPW2100 from the kernel build system or options configured

there will override the Makefile.  

To do this, remove any lines containing the partial string CONFIG_IPW2100 from 

$KSRC/.config and $KSRC/include/linux/autoconf.h

In addition, you will need to remove the reference to ipw2100 from 

$KSRC/drivers/net/wireless/Makefile.

Now proceed to LOADING THE DRIVER

BUILDING IN KERNEL SOURCE TREE

----------- -----   ----   ----      ---       --       -             -

Building the driver in the kernel tree is not currently supported with 

the standalone tarball releases.  Please see the project web site at

http://ipw2100.sourceforge.net for information on how to build the 

driver within the kernel.

CONFIGURING THE KERNEL

------------ -----   -----       ----       ---       --         -     

Configure the kernel

% make menuconfig

Enable Intel PRO/Wireless 2100 under:


Device Drivers =>



 Networking support Devices => 




Wireless LAN =>





Intel PRO/Wireless 2100 802.11b

NOTE:  You must have EXPERIMENTAL turned on to see the Intel PRO/Wireless

       option.  You can set this in Code Maturity Setting Options.

BUILDING THE MODULE

------------ -----   -----       ----       ---       --         -     

Build the kernel module

% make modules modules_install

If you built as a module and didn't change any other kernel options, you are 

ready to go.  Proceed to LOADING THE DRIVER

LOADING THE FIRMWARE

------------ -----   -----       ----       ---       --         -     

Before you can load the driver, you need the firmware image.  You can find

instructions for obtaining the firmware by going to 

http://ipw2100.sf.net/firmware.php.

Once you have the firmware, unzip the archive.  You should find four

files within it:


LICENSE


A copy of the firmware license


ipw2100-1.3.fw

BSS mode


ipw2100-1.3-i.fw
IBSS mode


ipw2100-1.3-p.fw
Monitor mode

You need to place all of these files into the hotplug firmware directory

(typically /usr/lib/hotplug/firmware/ -- check the contents of the

/etc/hotplug/firmware.agent to determine the specific location for your

distribution)

NOTE:  Loading the firmware image will not affect the IPW2100 in any other

operating systems you may boot.  The firmware is loaded onto the hardware every

time the card is initialized--regardless of the operating system.

The IPW2100 supports loading of firmware via the Linux firmware hotplug 

capability.  In order to use this, you must enable CONFIG_FW_LOADER in your 

kernel configuration.  In 2.6.x this option is enabled via: 


Device Drivers -> 

9

Generic Driver Options -> 




Hotplug firmware loading support

In 2.4.x, it can be found here:


Library Routines ->



Hotplug firmware loading support

In addition, you will need the Linux hotplug scripts dated later than 

2003_10_07 (if you do not have /etc/hotplug/firmware.agent then you need to 

upgrade).  

You will also need to have sysfs mounted.  You can do this by adding an entry

to /etc/fstab similar to this:

none            /sys            sysfs   defaults                0       0

If the directory /sys does not already exist, you will need to create it:

% mkdir /sys

You can then mount the sysfs partition via:

% mount -a

You can obtain the latest hotplug scripts via the following link:

http://sourceforge.net/project/showfiles.php?group_id=17679

LOADING THE DRIVER

------------ -----   -----       ----       ---       --         -     

You need to configure the device for your particular distribution.  The steps

below will work on Red Hat, Fedora, and other similar distributions.  

First, create a file in /etc/sysconfig/network-scripts/ called ifcfg-eth1 

(or eth2, etc. as appropriate).  Place the following within it:

DEVICE=eth1

ONBOOT=yes

BOOTPROTO=dhcp

TYPE=Wireless

% modprobe ipw2100

% ifup eth1

If you have DHCP configured on your network, and you have a wireless access

point nearby, you should be up and running.

You can check and see if your interface is up by running 

% ifconfig eth1

To test the connection, you can ping a machine using the wireless interface:

% ping ipw2100.sf.net -I eth1

If you want to use the wireless interface for all traffic, set up the default

gateway to go through it.  I usually perform the following:

Disable eth0 completely

% ifdown eth0

Configure the routing table to go through the wireless NIC

% route add default gw 192.168.1.1 eth1

If you had brought down eth0 before you load the ipw2100 module, the system

should set up your routes for you.
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